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Abstract

Recent advances in Multimodal Generative Models have led to strong performance across
a range of downstream tasks, largely driven by improved cross-modal representations and
instruction-based guidance strategies. These models excel in settings where behavior can
be explicitly defined through descriptive prompts, labels, or direct supervision. However,
human communication is fundamentally discourse-driven: in contexts like news and social
media, modalities are rarely redundant. Instead, they assume distinct pragmatic roles,
contributing emphasis or figurative nuance rather than simply mirroring factual content.
Understanding such discourse-level relationships requires Visio-Linguistic Reasoning,
where visual cues from images, linguistic devices from text, and situated context help
infer intent in multimodal discourse, a capability that current models continue to lack.

This dissertation investigates how image-text relationships are structured in domain-
specific discourses and evaluates the extent to which models can learn, reason about,
and generate content grounded in these relationships. We first examine the limitations
of Text-to-ImaCge (T2I) models in interpreting real-world captions, particularly in the
news domain. Through the introduction of ANNA and ANCHOR, benchmarks with
abstractive and multi-entity captions, we show that existing T2I encoders struggle with
salient subject reasoning and contextual grounding. To address this, we propose SAFE, a
novel fine-tuning approach which improves embedding-level representations of relevant
subjects and yields consistent gains in image-caption alignment.

Recognizing that such specialized, real-world domains often lack the extensive labeled
data required for traditional benchmarking, we address the evaluation of Large Language
Models (LLM) under limited annotation budgets by introducing Generative Active Testing
(GAT). This uncertainty-aware framework reframes reasoning tasks such as Medical
Question Answering (QA) as pseudo-classification problems, enabling efficient and reliable
test-set construction in zero-shot settings. Building on insights from ANCHOR and GAT,
we introduce CORDIAL, the first benchmark for multimodal discourse analysis grounded
in coherence relations. Our results demonstrate that even state-of-the-art Multimodal
LLMs underperform simple classifier baselines when discourse-level pragmatic inference
is required, though targeted fine-tuning can partially mitigate these gaps. Finally,
we operationalize coherence-aware reasoning through two frameworks: RONA, which
enhances pragmatic diversity in image captioning, and IRONIC, which utilizes coherence
rationales for achieving state-of-the-art results on zero-shot multimodal sarcasm detection.
Collectively, this work highlights the need to move towards discourse-grounded and
uncertainty-sensitive multimodal generative models.

il
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Chapter 1
Introduction

1.1 Background

Recent advances in multimodal generative models have been enabled by improvements
in representation learning, architectural scaling, and training paradigms that jointly
model structured signals such as language and vision [2,3]. Large-scale pre-training on
heterogeneous data sources allow models to learn dense representations, where information
from different modalities is embedded in a shared latent space [4]. These representations
can be utilized by flexible generative pipelines, including classifier-free guidance and
instruction-based prompting for controllable synthesis without reliance on explicit class
labels [5]. As a result, contemporary Multimodal Large Language Models (MLLMs)
and Text-to-Image (T2I) models demonstrate strong performance across a wide range of
downstream tasks, particularly when desired behaviors can be specified through clear
prompts, direct supervision, or explicit instructions [6,7].

Consequently, the assessment of MLLM competence has largely coalesced around
tasks designed to test specific, logical dimensions of multimodal alignment. These
assessments isolate the model’s ability to maintain logical consistency and factual fidelity
within structured task definitions [8,9]. In this regime, success is measured by how
accurately a model can verify visual entities against textual descriptions or ground
responses in explicit evidence, effectively quantifying alignment as a rigid adherence to
truth conditions. While such tasks are essential for establishing perceptual grounding,
they risk collapsing the broader, multi-dimensional scope of alignment into surface-level
pattern matching, neglecting the communicative intent and shared meaning that define
real-world multimodal interaction.

Human communication, from a linguistic perspective, is organized around discourse.

Referring to language use that extends beyond isolated sentences, discourse is interpreted



relative to a shared context, background knowledge, and communicative goals. Meaning in
discourse is not determined solely by literal content, but by how information is structured,
related, and contextualized across utterances and modalities [10]. Discourse interpretation
therefore depends on coherence, defined as the causal relations that connect different
parts of a communicative act, enabling the inference of how individual components
contribute to an overall message [11].

In an image-text multimodal discourse, visual and linguistic signals often contribute
complementary, non-redundant information [12,13]. Images may establish situational
context or highlight salient elements, while text may abstract, evaluate, or reinterpret
visual content. For example, an image accompanying a news article may depict a public
event, while the caption emphasizes its political implications rather than its visible details.
Similarly, a social media post may pair an image with text whose meaning depends on
contrast or subjective commentary, rather than direct description. In such cases, the
intended meaning emerges from the relationship between modalities rather than from
either modality alone [14].

Interpreting these relationships requires Visio-Linguistic Reasoning, defined here as
the ability to integrate information such as visual cues, linguistic devices, and contextual
factors in order to infer relationships that are not explicitly stated in either modality. This
process is necessary for understanding the communicative goals of different discourse units.
This includes reasoning about which elements are salient, how modalities complement
or contrast with one another, and how meaning is shaped by contextual constraints.
Visio-linguistic reasoning differs from semantic alignment as it targets relational and
inferential structure, rather than hard-mined embedding-level correspondence.

Modeling visio-linguistic reasoning in real-world discourse domains presents several
challenges. Language in settings such as news and social media is frequently ambiguous,
relying on under specified references or assumed background knowledge [15]. Figurative
language introduces systematic deviations from literal meaning, requiring models to
distinguish intended meaning from absolute content based on its projected tone [16].
Commonsense reasoning and world knowledge are often necessary to interpret events,
social roles, or cultural references that are not explicitly described [17,18]. Phenomena
such as sarcasm and irony rely on explicit contrast between stated content and intended
meaning, requiring active inference of interactions between modalities. Additionally,
linguistic expression exhibits substantial variability in syntax and style, allowing similar
meanings to be conveyed through diverse forms [19].

This dissertation addresses these challenges by studying visio-linguistic reasoning as
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Figure 1.1. Overview of Research Questions identified to enhance Visio-Linguistic Reasoning

a discourse-level phenomenon in multimodal generative models. It focuses on formalizing
benchmarks that capture inferential image-text relationships, developing evaluation
methodologies that reliably assess generative reasoning under limited supervision, and
proposing modeling and inference-time scaffolds that improve performance on multimodal
figurative language understanding tasks. By grounding both evaluation and model design
in explicit definitions of discourse and reasoning, this work aims to advance multimodal

systems toward more robust and interpretable understanding of real-world communication.

1.2 Research Objective

The objective of this dissertation is to systematically study visio-linguistic reasoning in
multimodal generative models by formalizing benchmarks for discourse-level evaluation
and proposing principled methods to improve model performance on tasks involving
implicit, pragmatic, and figurative image-text relationships as visualized in Figure 1.1.

This objective is pursued through four interrelated research questions:



(RQ1) Multi-Subject Reasoning for Abstractive Text-to-Image Synthesis:
This question investigates the gap between prompt-style captions commonly used in Text-
to-Image evaluation and the abstractive, multi-entity captions found in natural discourse.
We study this problem through the construction of two large-scale benchmarks, ANNA
and ANCHOR, which systematically capture the complexity of real-world news image
captions across diverse contexts. Using these benchmarks, we analyze the limitations of
existing image-text encoders in handling subject salience, contextual abstraction, and
multi-entity grounding (RQ1.1). To address these deficiencies, we introduce Subject-
Aware Fine-tuning (SAFE), a novel finetuning strategy that enhances context-relevant
subject weights in generated images (RQ1.2). The outcomes of this work help provide a
scalable method for improving image-caption alignment that optimizes on both human

preference and image fidelity.

(RQ2) Uncertainty-Aware Reasoning for Active Testing of Language Models:
This question addresses the challenge of constructing reliable test sets for generative
tasks in domains that require expert annotation or incur high labeling costs such as
healthcare and biomedicine. Existing frameworks for active sample selection offer limited
support for generative Question Answering tasks, where option dynamics can affect model
decision boundaries. We present Generative Active Testing (GAT), an uncertainty-aware
acquisition framework leveraging LLMs as surrogates for informing the sample selection
process. Using a novel Statement Adaptation Module, we modify generative tasks
into a pseudo-classification format, enabling the capture of sample-level uncertainties
across unlabeled candidates. Our zero-shot acquisition functions reduce estimation error
by ~40% compared to traditional sampling baselines, offering a scalable solution for

cost-effective model benchmarking.

(RQ3) Discourse Coherence and Pragmatic Reasoning in Multimodal Lan-
guage Models: This question examines whether the strong instruction-following and
reasoning abilities of modern MLLMs translate to discourse-level visio-linguistic under-
standing. We study this problem through CORDIAL, the first benchmark designed
to evaluate Multimodal Discourse Analysis using coherence relations across multiple
discourse domains. CORDIAL formalizes pragmatic image-text relationships as classifica-
tion and verification tasks, enabling systematic comparison between MLLMs and simpler
baselines. Our findings show that even state-of-the-art MLLMs underperform lightweight

classifiers on tasks requiring pragmatic inference, highlighting a disconnect between



generative fluency and discourse understanding (RQ3.1). In addition, we also show
models can learn CRs through task-specific finetuning, highlighting the importance of
prioritizing pragmatic alignment (RQ3.2). The outcome is both a diagnostic benchmark

and a reframing of how multimodal reasoning capabilities should be evaluated.

(RQ4) Applications of Coherence-Aware Reasoning for Figurative Language
Understanding: This question explores how insights from multimodal discourse anal-
ysis can be leveraged to improve practical applications. We study this problem through
two tasks that require figurative and pragmatic understanding: image captioning and mul-
timodal sarcasm detection. RONA introduces a coherence-guided prompting framework
that enables controllable pragmatic variation in image captioning, improving diversity
and alignment. TRONIC leverages multimodal coherence relations as an explicit reason-
ing scaffold for multi-hop inference, achieving state-of-the-art zero-shot performance on
multimodal sarcasm detection. Together, these outcomes demonstrate that discourse-
aware reasoning provides a principled pathway for improving multimodal generation and
interpretation beyond instruction-following alone.

Collectively, these research questions frame benchmark construction, evaluation
methodology, and model scaffolding as synergistic contributions. By anchoring multimodal
generative modeling in explicit discourse theories and visio-linguistic reasoning, this
dissertation advances both holistic evaluation frameworks and theory-driven solutions for

real-world multimodal communication.

1.3 Related Work

1.3.1 Multimodal Large Language Models

MLLMs are fundamentally generative models that combine Large Language Models
(LLM) [2] with multimodal encoders [20]. In recent years, several new MLLMs have been
released, based on various proprietary [21-23] and open-source LLM backbones [24-26].
These models have shown impressive performance on a variety of downstream reasoning
tasks, including Visual Question Answering [6], Document Analysis [27], Embodied Al
agents [7], etc.



1.3.2 Multimodal Reasoning

Broadly, the types of reasoning tasks that models are commonly evaluated on are: Visual
Reasoning, Context-based Reasoning, Factual Reasoning and Inter-modal Reasoning
28,29]. With Visual Reasoning, MLLMs are assessed based on their ability to incorporate
specific visual cues in a structured manner for tasks such as spatial and object relationship
understanding [30-36]. The retrieval and interpretation of information from various
sources related to specialized topics constitutes as Factual Reasoning [8,9,37,38]. On the
other hand, Context-based Reasoning explicitly measures how well models make use of the
provided in-context samples for tasks involving logical and compositional understanding
[6,39-42]. Finally, Inter-modal reasoning involves interpreting causal linkages between
modalities based on both semantic features, pragmatic cues and commonsense knowledge
[43-46]. Although these benchmarks measure how multimodal prompts can be efficiently
understood to solve a candidate task, intermodal reasoning with real-world discourses

has been less studied.

1.3.3 Image-Text Datasets

Initial benchmarks for models on tasks such as T2I focused on utilizing open domain
images with short, descriptive text for evaluating their generation performance [1]. In
order to scale up diversity of evaluation prompts, image-text pairs crawled from online
articles became more commonplace for facilitating both training and benchmarking these
models [47-51]. With T2I models being pre-trained on larger and larger corpora, there has
been a shift towards evaluation-only benchmarks with prompts to judge specific attributes
of a generator’s performance. PartiPrompts [52], DrawBench [53] and UniBench [54]
provide diverse text prompts sorted based on style and difficulty. DiffusionDB [55] is a
large-scale collection of prompt-tuned caption-image pairs commonly used for sourcing
captions for T2l evaluation. All these benchmarks focus on captions that provide accurate

descriptions of physical objects within images.

1.3.4 Inter-modal Relationship Taxonomies

Quantifying image-text relationships accurately has been an active area of research in
the era of Vision Language Models (VLMs). Traditional VLMs translate images and
text into a common representation space and compute the degree of similarity based

on the distance between these embeddings [56-59]. However, these methods failed



to capture human preferences in image-text matching accurately across different task
domain benchmarks [60-62]. To include human feedback in the process of predicting
similarity scores, content-based models trained on human-annotated similarity scores
were introduced [63-65]. Apart from similarity scores, taxonomies have been proposed to
quantify different types of linkages between image-text pairs [14,66-68]. In particular,
multimodal coherence relations have been shown to sufficiently capture different aspects

of image-text intents for various vision-language tasks [13,43,44,69, 70].

1.3.5 Active Sample Selection

The choice of acquisition functions for sample selection is critical to the success of model-
efficient [71,72] and data-efficient [73-75] evaluation approaches. However, existing active
acquisition functions have only been extensively evaluated using machine learning models
trained on predictive tasks such as Regression or Classification. Traditional sampling
methods such as Random Sampling may provide an unbiased selection of samples, but
suffer from high variance between selection runs, leading to higher estimation errors on
average [76]. Clustering-based sampling methods may provide a more representative
selection of samples, but may introduce bias in the risk estimates due to over-reliance
on data diversity features [77]. The computational cost of extracting cluster labels also
limits its usefulness for large-scale sample selection. The use of LLMs for sample selection
has been studied for classification-style tasks [78]. However extending them to true
generative-style tasks such as QA have been limited, with the inherent task complexity
leading to challenges in understanding their representations effectively [79]. Thus, there

exists the need for novel acquisition functions that adapt well to generative tasks.

1.3.6 Applications of MLLMs

Text-to-Image Synthesis There have been significant improvements in the field of
T2I generation since the launch of Generative Adversarial Networks (GAN) [80-83]. As
Transformer-based architectures [84] and model pre-training was successful on Natural
Language Processing tasks, multimodal encoders such as CLIP [56] significantly improved
the quality of multimodal embeddings and provided better input conditioning [85,86].
Diffusion models [87] provided a breakthrough in training higher resolution models with
greater expressivity by modeling generation as a reverse-Markov chain process [88], [89,90].
With the success of language model-based text-only encoders, Large Vision models adopt

Large Language Model (LLM) based encoders for T2l generation, leveraging their text



comprehension capabilities [53]. Flow matching-based models have also shown promise

for data domain-agnostic generation tasks [91].

Writing Assistants MLLMs have enabled WAs to support a variety of writing tasks,
with their input ranging from sentence-level suggestions [92] to long-form writing tasks
such as literature reviews and creative writing [93], [94]. In order to improve the Human-
Al collaboration experience, there exists a need to incorporate human values into Al-based
writing systems and vice versa [95], [96]. Although these studies have focused on broader
task domains, specific writing tasks such as caption writing have been less explored [97],

particularly pragmatically diverse captioning which we aim to address.

Image Captioning Traditional Captioning models build on task-specific generative
architectures to generate faithful and diverse descriptions for images [98,99]. However,
with the introduction of MLLMSs, general-purpose models capable of multimodal rep-
resentations are utilized for caption generation [56,100]. To improve the alignment
between image-text linkages, Coherence Relations (CR) [43] have been leveraged across
different downstream text generation tasks [13,66, 101]. Although popular MLLMs
such as GPT-40 and Claude Sonnet 3.5 V2 are poor at predicting and verifying these
relationships [29, 30], existing research does not explore the production capabilities of
these models. In our work, we investigate the ability of MLLM-based WAs to utilize CRs

as a guidance mechanism for in-context learning.

Multimodal Sarcasm Detection Initial approaches for multimodal sarcasm detection
utilized supervised deep learning models to incorporate image and text features [102,103].
Attention mechanisms further improved their abilities to associate image-text features
across modalities [104,105]. This led to the incorporation of more modalities such
as audio, video, and facial expressions [106,107]. However, models still struggled to
comprehend complex relationships between image-text modalities required for sarcasm
understanding. With the popularity of pre-training architectures such as CLIP [56]
and MLLMs, the capabilities of these models in identifying sarcastic content expanded
further [108]. Prompting-based approaches gained prominence due to their ability to

generalize across domains without task-specific fine-tuning [109, 110].



Chapter 2
Multi-Subject Reasoning for Ab-
stractive Text-to-lmage Synthesis

2.1 Introduction

Generative Al capabilities have grown rapidly, where large-scale pretraining has enabled
powerful T2I generation systems. Yet, a fundamental challenge remains in aligning
these systems with how language is naturally used in high-information settings. Most
state-of-the-art T2I models are trained and evaluated on literal, object-centric prompts
designed to directly reflect the visible contents of an image [1,47]. However, in many
real-world contexts such as journalism, education, and social media, captions are often
abstractive-i.e., they embed background knowledge, reference multiple entities, and
convey discourse-level intent [13,111,112].

In this chapter, we position abstractive caption understanding as a critical yet
underexplored challenge for T2l models and image-text encoders more broadly [113].
While much progress has been made in aligning literal descriptions with visual content,
real-world usage of Vision Language Models (VLM) require them to interpret language
that leverages context information with implicit and narrative framings [114]. With CLIP
[4] being one of the most popular image-text encoders utilized for various VLMs [115],
our goal is to analyze how CLIP-based T2I pipelines handle this form of complexity and
provide actionable insights for improvement. Existing studies isolate specific reasoning
tasks such as multi-object scenarios [116] and spurious image-text correlations [117] but
aren’t representative of real-world data domains. This is important as image-caption
pairs may utilize multiple reasoning sub-tasks for intent comprehension.

We address this gap through two complementary datasets, ANNA and ANCHOR,

which together provide a structured lens for studying abstractive T2I generation. Both
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The hotel's whitewashed public
Afternoon at a dock with seagulls spaces offer little in the way of

flying overhead. color to distract from the
surrounding ultra-blue ocean.
CLIPScore: 15.895 ] CLIPScore: 15.168
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This room has a bed with blue domestic violence that was able to

sheets and a large bookcase reopen recently because of a
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Figure 2.1. Example of descriptive prompts from the COCO Captions dataset [1] (Left) and
abstractive captions from the ANCHOR (Right). Words highlighted in Blue directly translate
to semantic objects while words highlighted in Purple signify contextual cues and syntactic
variations, influencing the image indirectly. We also highlight abstractive captions differ at
an embedding-level compared to descriptive prompts when paired with semantically similar
images with lower CLIPScores.

datasets are derived from real-world news captions and are explicitly designed to surface
reasoning challenges that are suppressed in prompt-style benchmarks. ANNA serves as
an initial investigation into abstractive captioning by introducing a curated collection of
30K image-caption pairs. Sourced from The New York Times, these image-caption pairs

emphasize situational information, narrative intent, and visual grounding. It enables
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controlled analysis of how existing T2I architectures and encoders respond to abstractive
captions using a broad suite of automated and human-centered evaluation metrics.

Building on these insights, ANCHOR formalizes abstractive caption understanding as
a central evaluation problem for T2l models and image-text encoders. ANCHOR scales
this investigation to over 70K abstractive image-caption pairs curated from a diverse
selection of news media publishers. These captions reflect how humans naturally write
about images in context: not just describing what is seen, but linking it to entities,
events, and narrative discourse as depicted in Figure 2.1. The dataset is annotated to
highlight four core challenges in real-world captioning: (1) Semantic Objects, (2) Named
Entities (NE), (3) Conteztual Cues, and (4) Syntactic Variations.

Together, ANNA and ANCHOR reveal consistent, embedding-level limitations in
CLIP-based T2I pipelines. While models often produce visually plausible outputs, they
struggle to correctly prioritize salient subjects, disentangle contextual modifiers from
visual content, and maintain alignment under syntactic and narrative variation. These
findings motivate the need for targeted interventions that improve how abstractive
captions are represented and conditioned within existing architectures.

To this end, we propose Subject-Aware FinE-tuning (SAFE), a lightweight, modular
strategy that augments T2I conditioning using LLM-extracted subject guidance.
Rather than retraining encoders or introducing larger architectures, SAFE operates as
a plug-and-play module that helps models differentiate between core semantic objects
from contextual cues along with improved generalization on diverse caption styles. Thus,
SAFE helps improve alignment without sacrificing scalability. Our primary goal is to
use this framework as a lens to understand the specific failure modes of current systems
when confronted with abstractive, multi-subject language.

We make the following contributions in this chapter:

o We develop 2 new image-text datasets ANNA and ANCHOR, sourced from news media

for probing the limitations of current T2I models and image-text encoders.

o We propose SAFE, a subject-aware fine-tuning method that highlights the importance

of disentangling semantic objects from contextual modifiers in abstractive captions.

» By providing a detailed evaluation of CLIP-based T2I models on abstractive captions,
we show where and why they fall short and how SAFE can serve as a targeted,

interpretable remedy.
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Figure 2.2. Overview of our dataset’s pre-processing and filtering steps for both ANCHOR
Non-Entity and ANCHOR Entity Subsets.

| ANCHOR Dataset |

2.2 ANNA: Dataset Construction

The ANNA (Abstractive News captioNs dAtaset) has been constructed to perform news
image generation using abstractive captions. We source images from the NYTimes800K
dataset [118] which contains news articles and associated image-caption pairs scraped
from the news organization The New York Times (NYT). This dataset was originally
developed for News Image Captioning. Using news image-caption pairs from a reputable
media outlet such as NYT helps ensure the dataset’s quality. For effectively testing
caption comprehension of image-text encoders, we need to isolate the impact of caption
structures from other factors that influence the synthesized image quality. NE features
such as faces of specific people can pose a significant challenge to generators [119], [120].
This is likely due to the complexity of learning NE features compared to more generic
visual concepts during pre-training. Thus we select Image-caption pairs with lesser
dependence on named entities and more general visual components to make the task

feasible. The specific pre-processing and filtering approaches utilized are detailed below.
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2.2.1 Pre-processing and Filtering Approaches

The original NYTimes800K dataset contains 445K news articles accompanied by 793K
image-caption pairs. It spans 14 years of articles published on The NYT website. The
dataset has been provided as a MongoDB dump for public access. The first step of
pre-processing focuses on removing image-caption pairs that contain explicit entity
mentions both in images and text. We use the provided NER tags for each caption for
filtering. We exclude all captions containing the NER tags 'PERSON’, "GPE’, '"LOC’,
"WORK_OF __ART’, and ’ORG’. This ensures any visually significant named entity
without adequate description isn’t present in the dataset. Subsequently, we also set
bounds on the caption length between 4 to 70 words. Any captions lesser than 4 words
would not be informative enough for extracting usable features and captions larger than
70 words cannot be handled by the CLIP-based Text encoder [56] that we employ in our
experiments.

Following caption-based filtering, we remove all images where human faces are clearly
visible in the foreground. Using a RetinaFace-based face detector [121], we remove around
1000 additional images. Through these filtering techniques, we extract relevant image-
caption pairs and corresponding article headlines from the NYTimes800K Dataset. All
news images in our dataset are uniformly resized to the target input resolution of 512x512.
To accomplish this, we relatively scale the smaller dimension (height or width) of the
image to our target resolution as the first step. For localization of sections in our source
image containing objects of interest, we employ entropy-based region selection [122]. This
makes sure that minimal information loss is present and helps prioritize the foreground
objects in each image. Disclaimer: The dataset samples may use words or language that
is considered profane, vulgar, or offensive by some readers as they are extracted from
real-world news articles. The filtered and pre-processed version of the ANNA contains
29625 image-text pairs. We split the dataset into Train, Validation, and Testing sets in
the ratio of 80%:10%:10% respectively. All metric scores reported have been calculated
on the Test set.

2.3 ANCHOR: Dataset Construction

The ANCHOR (Abstractive News Captions with High-level cOntext Representation)
dataset is a large-scale image-caption pair dataset extracted from news articles as shown

in Figure 2.2. To assess the impact on T2l reasoning when NEs are present along with the
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other identified linguistic structures, we split our data into 2 distinct subsets: ANCHOR
Non-Entity & ANCHOR Entity.

2.3.1 Preprocessing and Filtering Approaches

We build on the pre-processing techniques utilized in ANNA to cover larger news image
captioning datasets such as VisualNews [123] and NYTimes800K [124]. Similar to other
internet-sourced datasets [47], we remove 95% of low-quality image-caption pairs from a
combined 1.8M samples while pre-processing. For image-based filtering, we additionally
remove noisy and blurry images using CLIP-IQA [125] as a reference-free metric. To filter
images based on noisiness and sharpness, we use a minimum threshold of 0.3. Unlike the
NYTimes800K dataset, the VisualNews dataset does not provide NER annotations for
captions. Thus, we identify mentions of NE using the Spacy library. We remove samples
containing 'PERSON’, "GPE’, 'LOC’, "'WORK_OF ART’, 'ORG’ entity types due to

their high presence in captions.

2.3.2 ANCHOR Non-Entity Subset

This subset contains 72692 samples selected from articles published by 5 different news
media organizations. The train / val / test split of the dataset is in the ratio 90% / 5% /
5% respectively. We ensure that the associated images do not contain representations of
NEs in order to evaluate the influence of different caption components independently.

Using a RetinaFace-based [121] face detector, we flag images containing identifiable faces.

2.3.3 ANCHOR Entity Subset

With NEs being a critical component of news image-caption pairs, this subset has been
designed to evaluate the impact on T2I reasoning when NEs are present along with the
other identified linguistic structures. This subset contains 7516 image-caption pairs with
48 different NEs. The current subset primarily includes PERSON entities. This is due to
their frequency of mentions in news media, and consistency of physical features across
images. Since there is a long-tail distribution of images per NE, we construct an eval set

by selecting only 50 image-caption pairs per NE for our experiments.

Multimodal NE Grounding The challenge with NE mention detection is that entities
can be referred to by different names according to the situation. Example: David Beckham

can be referred to as: "Beckham', "David", "David Robert Joseph Beckham', etc. To avoid
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Caption Length

Dataset Unique Tokens CLIPScore (T)
Mean StdDev

COCO Captions Train 22767 16.7727 10.42 0.88
COCO Captions Val 16647 16.7556 10.42 0.87
CC3M Train 45896 15.9568 10.31 3.30
CC3M Val 9289 15.5020 10.40 3.35
ANNA Train 29416 15.2589 14.08 5.48
ANNA Val 9108 15.2445 13.80 5.37
ANNA Test 9301 15.2095 14.08 5.45
ANCHOR Non-Entity Train 51026 15.3396 14.84 5.51
ANCHOR Non-Entity Val 10619 15.3425 14.93 5.38
ANCHOR Non-Entity Test 10485 15.3289 14.67 5.36
ANCHOR Entity 10955 14.6931 22.13 7.95

Table 2.1. Caption Statistics of ANNA and ANCHOR. Overall, we observe the captions from
the proposed datasets are more lexically and semantically diverse compared to traditional T2I
evaluation benchmarks.

this ambiguity, we need to reliably link each mention to a real-world entity. We perform
multimodal NE grounding to link each entity mention using Wikipedia as a real-world
knowledge source. Using the REL Entity Linker [126], we extract entity mentions from
the previously selected samples and link them to their appropriate Wikipedia pages. We
used a Wikipedia dump from 2019-07 as our knowledge source. Although this helped in
removing erroneous mentions detected from text captions, we also need to ensure each
image contains the mentioned entity. Using their linked Wikipedia pages, we download
the main image and create a repository of reference images for each entity in our dataset.
Since our focus is on PERSON entities, we ensure that a face is detected in each of the
downloaded reference images. A FaceNet-based [127] face recognition module is used to

ground each image to an entity category.

Face-Aware Cropping The non-centered nature of foreground objects in images poses
a challenge for consistent image evaluation. Many photographs are taken as long shots
with the entity’s face in different sections of the image. To standardize these images, we
crop and resize the images taking into account the target entity position. By extracting
the bounding boxes of our target entity face, we calculate its centroid as a reference
coordinate for cropping. We then take a fixed window crop of the entity image such
that the entity centroid is aligned closely to the center of the crop. This approach of
Face-aware cropping helps maximize the image area occupied by an entity and further
isolates its physical features. Through this process, we can evaluate the visual features

of different entities.
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Figure 2.3. Overview of our Subject-Aware FinE-tuning Approach (SAFE). Through the
Subject Conditioning Module and Domain Fine-tuning, we enable better comprehension of
context information in abstractive captions.

2.4 Dataset Insights

2.4.1 Caption Statistics

In this section, we provide additional statistics on the ANNA and ANCHOR datasets
and analyze the distribution of image-caption pairs. In Table 2.1, we provide caption
statistics compared to 2 popular image-caption pair datasets: COCO Captions [1] and
Conceptual Captions 3M (CC3M) [47]. By tokenizing and lemmatizing each caption
without case sensitivity, we compute the number of unique tokens present in a dataset.
We utilize the NLTK library for both tokenization and lemmatization. We can observe
that across different data splits, the mean caption length is significantly higher with
a greater variation in caption length compared to other datasets. In addition to the
increased caption length, it also contains a significant amount of unique tokens considering
the number of samples present. The CLIPScores of samples in ANNA and ANCHOR are
also lower compared COCO Captions, indicating that default CLIP embeddings may
struggle in capturing contextual alignment in abstractive captions. This highlights the

diversity of captions in our datasets, showing greater expression in describing visual

concepts.

Name Size Related Abstractive Descriptive
ANCHOR Full 300 291 260 31
ANCHOR Entity 100 99 93 6
ANCHOR Non-Entity 200 192 167 25

Table 2.2. Human Evaluation of ANCHOR Dataset Quality. Our studies show that ANCHOR
contains highly related captions with a majority of them being abstractive in nature.
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2.4.2 Article Topic Distribution

For analyzing the categories of articles from which image-caption pairs have been selected
for our dataset, we provide a unified category list in Figure 2.4. With articles sourced
from different news agencies, each source has its own article category taxonomy. To
create a unified taxonomy, we fix the categories provided by articles from NYTimes as our
template. To cluster similar article categories under one label, we utilize the lightweight
sentence transformer all-MiniLM-L6-v2 [128]. With a minimum similarity threshold of
0.5, we cluster every sample’s default topic description into NYTimes’s taxonomy labels.
Here, we visualize our dataset’s top 30 article classes, showing the diverse spread of

image-caption pairs present.

2.4.3 Sample Quality and Diversity

To further assess the overall quality of the dataset and the number of image-caption
pairs that are abstractive, we conducted a human evaluation study on Amazon MTurk
tabulated in Table 2.2. We consider a random sample of 300 samples extracted from the
test split of ANCHOR. Out of the 300 selected images, 200 belong to the non-entity subset

and 100 belong to the entity subset. Using this extracted sample, we perform a human
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evaluation of our dataset quality. The two questions we mainly aim to answer through
this evaluation are: (1) Are the image-caption pairs closely related to each other from
a human perspective? and (2) Are these captions Abstractive in nature? We launched
our survey with 150 unique participants and each participant rated 10 samples. Per
Image-caption pair, we collect 5 responses amounting to a total of 1500 responses.

We observe that 97% of surveyed samples are related to each other. We also see that
89.3% of the related captions are rated as Abstractive in nature containing atleast one of
the identified caption components. This supports our hypothesis and validates that our

dataset pre-processing pipeline produces high-quality image-caption pairs.

2.5 Understanding Abstractive Captions with External

Knowledge

At the most basic level, a subject is defined as an individual element or a concept that
provides either visual, situational or complementary meaning within a caption [129]. We
categorize the components of an abstractive caption into 4 main types: Semantic Objects,
Contextual Cues, NEs, and Syntactic Variations. Subjects such as noun phrases that have
commonly identifiable visual patterns are defined as semantic objects. Contextual cues
inform readers about the situational information surrounding a particular caption such
as the setting of the image, the events leading up to that moment, and why the image’s
contents are significant [114]. NEs are domain-specific terms that refer to real-world
objects and their specific features. Commonly employed NE categories include names of
people, places, organizations, etc. Finally, syntactic variation corresponds to the different
forms of expression that are achieved by manipulating the relationships between different
visual objects [130]. It helps in the comprehension of complex sentences with multiple
subjects and connecting clauses.

Descriptive prompts primarily utilize semantic objects with minimal presence of
syntactic variations, contextual cues, and NEs while abstractive captions from domains
such as news media take full advantage of all these features [45,131]. For the task
of T2I generation, we utilize conditioning to conform the generated image to certain
criteria provided in the text input. Text conditioning in T2I models is accomplished
through embeddings extracted by text encoders such as CLIP. Encoders typically employ
self-attention to analyze and assign importance scores to individual elements of the

input sequence while retaining the global context information across the entire sequence.
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This simplifies the task of word importance estimation during the generation process
with every word contributing directly towards a visual concept. Let Sges. correspond
to a descriptive caption, we can represent it as a collection of subject tokens T; where

i=1,....mme€ Z.

Sdesc:{TlaTQa"'yj—%a"me} (21)

Every subject is expected to either define or describe the properties of a visual concept
present in the generated image. When generating embeddings E,.,. for a caption, each

subject token is accompanied by a weight co-efficient ;.

Eiese = Text Enc(Sgesc)

m
= Zi_lai * 7-;

(2.2)

In the case of abstractive captions S, the goal of a T2l generator is to identify
the salient subjects describing image contents while incorporating context information
selectively. This becomes a particularly challenging task when there are multiple subjects
present in the caption. Certain subjects may get forgotten or misrepresented in the
generated image. This problem of "Prompt Following" [132] has been documented with
real-world captions. To boost comprehension of T2I generators, we aim to explicitly
modify the weights «; for subject tokens 7;. Since current encoders can capture all
the relevant subjects from an image caption, we attempt to increase the weights of key
subjects T}e, describing the main components of an image. Let Wy, correspond to
the vector containing the scale multiplier > 1 for each token. The embeddings for
abstractive captions Fg,s, will be conditioned using the scale multipliers found in W,
This scale multiplier helps align embeddings toward the intended meaning of a caption

by acting as a prompt weight.

T eT,
Wabstr = /8 ke (23)

1, otherwise.

Eabstr = T@xtEnC(Sabstr) @ Wabst’r (24>

2.5.1 Subject-Aware FinE-tuning (SAFE)

As illustrated in Figure 2.3, SAFE utilizes a Stable Diffusion-based backbone for T2I

generation. By taking advantage of prompt weighting and fine-tuning strategies, our
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approach aims to enhance both the image fidelity and prompt following capabilities over

baselines.

LLMs for Subject Conditioning The key challenge in implementing subject con-
ditioning is identifying which subjects/phrases to weigh positively. To replace human
guidance in the process of prompt weighting, we evaluate the use of LLMs in identifying
salient subjects from sentences. Leveraging the commonsense reasoning abilities of LLMs,
we utilize instruction-based prompting to extract salient subjects from each sentence.
Subject identification is done in a zero-shot manner using only the prompt and the
pre-trained world knowledge of LLMs. This process allows us to explicitly condition
the input embeddings in an observable and explainable manner. Compared to other
LLM-based grounding strategies [133,134], subject conditioning requires only single-stage
prompting and also utilizes fewer tokens per generation. Additionally, we also compare
different LLM architectures including both Commercial (GPT-4, GPT-3.5) and Open-
source (Mixtral 8x7B, Orca Mini-13B) [135,136] models for this task. This comparative
study helps us ascertain the types of models capable of producing high-quality subject
weights.

To reduce memory requirements and to speed up inference, we initialize in mixed
precision mode and set dtype = float16. The system prompt is set as “ You are an Al
assistant that follows instructions extremely well. Help as much as you can." In cases
where the LLM returned no salient subject phrases, we use only the text caption without

any subject weights.

GPT-3.5/4 & Mixtral 8x7B Prompt

User: Use only the information provided in the prompt for answering the question. List
the main topic word and additional topic words from the given image caption in the format:
{"main_topic_word": <insert-topic-word-string>, "additional topic_words": | <insert-topic-
word1>, ... |}. Caption Text: <insert-caption-text>

Orca Mini 13B Prompt

User: "User: List only the main objects from the sentence: <insert-caption-text>"

Caption-Rewriting Prompt

User: Write a simple prompt for an image generation model to generate an image for the given

text: <insert-caption>
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Handling Domain-Shift Real-world images and captions have specific characteristics
that differ from the general outputs generated by T2I models. Specifically, real-life
photographs with specific foreground and background objects are present in abundance
compared to artistic or animated-style images. To tackle this domain shift, we develop our
Domain fine-tuning (DFE) strategy on ANCHOR. Traditional Mean Squared Error-based
losses used for Stable Diffusion fine-tuning tend to generate unrealistic images [137, 138],
making them unsuitable for our task. We adopt the Reward Feedback Learning (ReFL)
[65] strategy for directly optimizing Stable Diffusion on a reward model trained to score
image-caption alignment. The selected reward model ImageReward (IR) [65] has been
trained on 137K human-annotated samples to predict alignment between image-caption
pairs. Our proposed improvements in DFE over vanilla ReFL focus on improving both
alignments with the ground truth image and caption, instead of only caption alignment. In
DFE, we initialize the latent vector of Stable Diffusion based on the ground truth images
for each caption instead of random initialization as implemented in ReFL. This helps
control the diffusion process in generating target distribution-aligned images. To increase
training stability, we fine-tune only the Attention Layers using Low Rank Adaptation
(LoRA) [139]. Additionally, the noise scheduler of the original ReFL pipeline was limited
to having 40 timesteps. The authors identified that latents sampled between timesteps
30-39 produced distinguishable IR scores. We extend this by our noise scheduler to 100

timesteps and sampling from steps 40-99 for loss calculation.

2.6 Experiments

In this section we describe the experimental setup for evaluating T2I generation on
abstractive captions. On ANNA, our primary focus is to benchmark existing T2I models
and fine-tuning strategies to establish strong baselines for future research. On ANCHOR,
we evaluate the performance of our proposed SAFE approach against strong baselines to

demonstrate its effectiveness in generating high-quality images from abstractive captions.

2.6.1 Evaluation Metrics

To holistically evaluate the samples generated by T2I models, we report 3 different
types of metrics: CLIP-based Frechet Inception Distance (FID¢cprp) [140], IR [65], and
Human Preference Score (HPS) V2 [141]. On ANCHOR Entity, we include Identity

Preservation and Face Detection accuracy as additional metrics to quantify their entity
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Original SD 1.5 (Base) SD 2.1 (Base) SD 2.1 (LoRA) SD 2.1 (ReFL)

Ex1: Because of its teeth, the hybrid probably had a diet more like a walrus or bearded seal than a
narwhal or a beluga.

Ex2: A protester who scaled the base of the Statue of Liberty forced the shutdown of the monument.
The island was cleared of an estimated 4,500 tourists, and the climber was taken safely into custody
several hours later.

PR T T

Ex3: The kitchen has a pretty blue-and-white tile backsplash.

Ex4: An orchard of dead trees near the village of Pouze Khoon. Until a decade ago, the pistachio
groves were green. Now there is no rain and the groundwater is almost all gone.

image generation performance similar to [142]. Compared to image-caption similarity
metrics like CLIPScore [59], ImageReward and HPS V2 are trained on real-world image-
caption pairs annotated and ranked according to human preference. Similarly F'IDcprp
improves over traditional FID [143] by utilizing CLIP-based image features that better
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Original SD 1.5 (Base) SD 2.1 (Base) SD 2.1 (LoRA) SD 2.1 (ReFL)

Ex5: With the RoamEO base unit, left (which includes a collar), a dog owner can get radio signals
tracking the animal’s location, up to 1.5 miles away.

Ex6: Unlike this stuffed Iriomote wildcat at a wildlife conservation center, live specimens are elusive
and seldom seen.

Figure 2.5. Qualitative comparison of different T2I models on ANNA Dataset

capture semantic similarities between images.

Model FIDcrip (1) ImageReward (1) HPS V2 (1)
Stable Diffusion 2.1 (ReFL) 9.728 0.2182 0.2470
Stable Diffusion 2.1 (LoRA) 7.5906 -0.0081 0.2335
Stable Diffusion 2.1 (Base) 7.9707 0.1041 0.2399
Stable Diffusion 1.5 (Base) 7.7008 -0.0094 0.2312
Stable Diffusion 1.4 (Base) 7.7178 -0.0104 0.2314
Lafite (Fine-tuned) 12.5602 -0.933 0.1809
Lafite (Base) 20.8314 -1.3477 0.1685

Table 2.3. Results of Abstractive T2l synthesis on ANNA

Model FIDcrip (1) IR (1) HPS V2 (1)
SAFE (DFE + GPT-3.5) 7.2804 0.0664 0.2393
Stable Diffusion 2.1 (CR) 10.6595 -0.3388 0.2101
Stable Diffusion 2.1 (LoRA) 6.9222 -0.0861 0.2329
Stable Diffusion 2.1 (Base) 7.4780 0.0251 0.2385
Stable Diffusion 1.5 (Base) 7.4742 -0.0925 0.2188

Table 2.4. Results of Abstractive Text-to-Image synthesis on ANCHOR Non-Entity Subset.
Images generated using SAFE show higher image-caption alignment while not sacrificing image
fidelity compared other baselines.
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Original SD 2.1 (Base) SD 2.1 (CR) SAFE (DFE +
GPT-3.5)

(Missing Shoes) (Misleading Style) (Shows shoes & clothes)

ExT7: The school offers clothing, including shoes, to its students.

(Missing Case) (Missing Keyboard) (Shows case with
keyboard)

Ex8: The Galaxy Note 5 can be used with a case that doubles as a physical Qwerty keyboard to aid
typing.

(Incorrect Human (Incorrect Context)  (Shows correct context)
Subject)

Ex9: A Faraday bag, which blocks remote signals to devices such as cellphones and tablets.

Figure 2.6. Qualitative comparison of different T2I models on ANCHOR Non-Entity. Words
highlighted in Orange are used for subject weighting in SAFE. Incorrect Visual Artifacts in
images are described in Red and the correct contextual expectations for generated images are
marked in Green.
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2.6.2 Baseline Models

On ANNA, the models: Stable Diffusion (SD) V1.4, V1.5, V2.1 [119] and GAN model
Lafite was chosen as baselines for analysis. We select models: Stable Diffusion V1.5
and V2.1 as baselines for T2l generation on ANCHOR. These models utilize CLIP-
based architectures for image-text encoders, showing strong performance in traditional
benchmarks such as COCO Captions [1]. Additionally, for ANCHOR, we also compare
the performance of LLM-powered Caption Rewriting (CR) for translating abstractive
captions into descriptive text. Specifically, we use an LLM to rewrite a caption into an

instruction prompt of the format "Generate an image ...".

2.6.3 Implementation Details

ANNA In our experiments, we train Lafite on ANNA in a fully-supervised setting. We
train 2 variants of Lafite, with and without fine-tuning. In the base variant, we train it
from scratch on the ANNA until convergence for 4400 epochs. To perform fine-tuning,
we initialize the model with pre-trained weights from the Conceptual Captions (CC3M)
dataset [47] and continue training on ANNA till convergence for 1800 epochs. For the
Stable Diffusion models, we set guidance scale=7.5 and num__inference__steps=100.
Both Lafite models use the hyperparameters: itd = 5, itc = 10, gamma = 10 and temp
= 0.5. All reported metrics are averaged across 2 random seeds 42 and 973. We provide

qualitative comparison results in Figure 2.5.

ANCHOR We test 2 popular parameter-efficient fine-tuning approaches for SD V2.1:
Low-Rank Adaptation (LoRA) [139] and Reward Feedback Learning (ReFL) [65] as
traditional fine-tuning baselines. We set guidance_scale = 7.5 and num__inference_ steps
= 100. All our reported metrics are averaged across 2 random seeds 42 and 3. All
generated images are in 512x512 resolution. Our SAFE Model has been fine-tuned for 300
epochs. We utilize the same inference hyper-parameters as the baseline Stable Diffusion
models. A learning rate of 5 * 1075 was set for SAFE. All experiments were performed on
a Nvidia A100 GPU taking up to 200 GPU hours to run. To perform prompt weighting,
after experimenting with different weight scales, we apply a uniform increase of x2 or
(1.1)% for all LLM extracted keywords in the original caption. Generated samples of
Baseline and SAFE models using the same seed are presented in Figure 2.6. We select
GPT-3.5 as our default LLM model for collecting subject weights for all our fine-tuned
models. On the ANCHOR Entity test-set, we assess the impact subject conditioning has
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in understanding abstractive captions containing NEs.

2.6.4 Qualitative Evaluation of Generated Samples

For this project, all human evaluation surveys were created on Qualtrics and distributed
through Amazon MTurk with our survey Uls provided in Figure 2.8. All our studies
have been conducted with Institutional Review Board (IRB) approval. We do not
collect any personally identifiable data from participants in our study. Voluntary consent
is obtained from each participant before taking part in all studies. We provide clear
instructions for each evaluation task presented to participants with examples and test
their understanding using a pre-survey questionnaire. This is done to ensure data quality
and improve the consistency of task understanding across participants. Attention Check
questions were also incorporated to prevent low-quality submissions from being accepted.
The demographic for participants taking part in our survey was limited to people above

18 years of age.

2.7 Findings and Discussion

2.7.1 T2l Models find Abstractive Captions Challenging

Looking at the results in Table 2.3 and 2.4, we observe that different types of fine-tuned
Stable Diffusion models outperform their zero-shot counterparts on specific metrics. This
supports our hypothesis that pre-training datasets contain a majority of descriptive
prompts rather than image captions. From the reported FID¢prp scores, we observe
that Stable Diffusion (LoRA) scores the best in terms of producing high-fidelity samples
that are well aligned with the ground truth image distribution. On the other hand, Stable
Diffusion (ReFL) performs the best in terms of ImageReward and Human Preference
Score V2. This indicates that image quality is not directly correlated with image-caption
relevance and human preference. Traditional T2I models only utilize image quality
metrics for quantifying model performance which may not be the best indicator for
abstractive caption datasets.

From the visualizations in Figure 2.5, we observe that the finetuned Stable Diffusion
models capture key subjects mentioned in the caption accurately. In Example 1, the
caption primarily describes the teeth of an animal. Stable Diffusion 2.1 (ReFL) showcases
its improved syntactic awareness compared to all other models by presenting a more

accurate representation of the animal’s teeth. Similarly, in Example 2, the non-fine-tuned
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model fails to capture the climber’s presence in the image. Additionally, they do not
understand the contextual cues of the caption and show multiple spectators present near
the Statue of Liberty when the caption specifically states they were cleared. Only Stable
Diffusion 2.1 (ReFL) manages to depict the statue and the climber in adequate detail.
This shows that fine-tuning on abstractive captions can significantly improve the model’s
understanding of context and content features. However, even the fine-tuned models fail
to capture the key subjects in a caption in certain scenarios. In Example 4, the caption
describes a forest of dead trees as the main subject of the image. All the models instead
generate forests with trees that still have green leaves. With Example 6, all models
failed to generate a stuffed animal and instead, generated a real wildcat. This issue
arises when an object of importance needs to be generated in an atypical context not
commonly observed. By testing these models on more abstract captions, we can better
understand the limitations of current T2I models and develop strategies to improve their

performance consistently.

2.7.2 SAFE Improves both Image Fidelity and Caption Alighment

On analysis of the scores presented in Table 2.4, SAFE outperforms both baseline Diffusion
models on the ANCHOR Non-entity test set. The explicit guidance through both fine-
tuning and subject conditioning contributes towards capturing the intended meaning
of captions and also producing more aligned images without changing the encoder
architecture. Caption rewriting on the other hand performs significantly worse on our
benchmark metrics, signaling that CLIP-based encoders face challenges in comprehending
situated context even when translated descriptively.

From the examples presented in Figure 2.6, we observe that SAFE achieves more
faithful prompt interpretation than the baselines by effectively handling contextual cues
and syntactic variations within captions. In Example 7, the subjects “clothing”, “shoes”,
and “students” are semantically related but require correct syntactic parsing to preserve
their relationships. SAFE successfully captures these dependencies, producing images
with visible shoes and clothing. In contrast, SD 2.1 (Base) fails to represent all key
subjects, particularly the shoes. SD 2.1 (CR) generates a more grounded image but
misinterprets the contextual framing, rendering the scene as a sketch rather than a
realistic photo. This reflects how caption rewriting can distort the original style cues
embedded in the caption structure. In Example 8, a contextual focus is placed on the
“keyboard”; requiring the model to understand both the object and its role within the

scene. SD 2.1 (Base) again overlooks this nuance, producing an image where the keyboard
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is missing. SAFE, however, correctly maintains the contextual intent and learns the
syntactic variation of the caption, resulting in a composition that aligns closely with the

described scenario.

Model Total Preferred Samples Preference (%)
SAFE (DFE + GPT-3.5) 185 102 55.13
Stable Diffusion 2.1 185 83 44.86

Table 2.5. Human Evaluation Results on ANCHOR. We show that there exists higher preference
among users for images generated by SAFE compared to T2l baselines.

2.7.3 Human Evaluation highlights Preference for SAFE Outputs

We perform human evaluation of SAFE vs baseline Stable Diffusion on Amazon MTurk to
understand perceived variations in subject understanding. From the ANCHOR Non-Entity
test set, we randomly sample and filter 300 captions for our survey. The questions in our
survey require participants to pick the image that is most related to the provided caption
and also rate the difficulty of choosing between the two images on a 5-point scale. The
scale ranges from 1 - "Very easy to distinguish" to 5 - "Very difficult to distinguish". This
measure is utilized to understand the rater’s confidence in assessing the image-caption
pairs. We removed all samples rated as "Very difficult to distinguish" from our analysis to
ensure the rating confidence. With each rater labeling a max of 10 samples, we removed
all submissions where raters failed our attention checks. Thus, a min of 3 and a max of 5
annotations per sample were present in our final evaluation set. Our analysis presented
in Table 2.5 shows that raters consistently preferred images generated by SAFE over the

baseline model, complementing our quantitative results.

Model Identity Detect (1) FIDcrip IR (1) HPS V2
(1) () (1)

SAFE (DFE + GPT-3.5) 0.3323 0.9498 30.7756 0.6072 0.2564

Stable Diffusion 2.1 (Base) 0.3391 0.9533 30.0651 0.6060 0.2565

Table 2.6. Results of Abstractive Text-to-Image synthesis on ANCHOR Entity Test-set averaged
across all classes. As expected, the introduction of ANCHOR results in a drop in generation
quality of NE features while retaining image-caption alignment. This supports our hypothesis
that Non-Entity and Entity features are represented differently by encoders such as CLIP.
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Original SD 2.1 (Base) SAFE (DFE + GPT-3.5)

Ex11: London’s mayor Boris Johnson gives a big thumbs up to photographers during the unveiling of
the 2012 Olympic rings on Tower Bridge.

Ex13: Hillary Clinton greets audience members following a campaign organizing event at Eagle Heights
elementary in Clinton Iowa.

Figure 2.7. Qualitative comparison of different T2l models on ANCHOR Entity Set. Words

highlighted in Orange are used for subject conditioning. Although images generated using

SAFE improve on multi-subject representations, the accurate generation of visual features of

NEs still serves as a challenge.
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Which Image do you think captures the coption's subjects better
(ie More related) ?

Caption: A guitar painted in the colours of the French fiag with
the words peace love and death metal inscribed was one of the
iterns left at the memaorial

Caption:
Gianni Infantine of Switzerland was elected the new president of
FIFA Do nt count on big changes

Are the imoge and Caption reloted?

Y Yes

Is the Caption abstractive in nature?
|s the selected image also the most visually pleasing?
) Yes
) No
How do you rate the complexity of the image?
O very easy to understond

Rate the difficulty of selecting the most related image from the

f [ slightly cormplex 10 understond
options presented? L Slightly complex to

() Highty complex and hard to understand

() Very diffioult to distingush

 Sommwhol ek (b) Data Quality Evaluation Study

| Both have different interpretations of some caption
() Somewhot ey to datinguizh

() Very sasy to distingush
(a) Generated Image Evaluation Study

Figure 2.8. Survey Uls used in the user studies

2.7.4 Insights on Subject Grounding for NEs

For ANCHOR Entity, we report the average metric scores across all entity classes in Table

2.6. Our results show that captions with NEs are highly sensitive to visual degradation
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upon embedding re-weighting [144], as evidenced by the overall lower Detect and Identity
scores. The generated images using SAFE cohesively include most objects presented in
the caption, while the images generated by SD 2.1 (Base) focus primarily on the NEs
present. As shown in the Figure 2.7, although SD 2.1 (Base) does have challenges such
as the repeatedly generating the same entity, the overall quality of NE features is higher.
This presents itself as better alignment across metrics. Although multiple entities may
be better represented through re-weighting, the overall quality of the generated image is
impacted adversely, demonstrating the challenging nature of this problem. This justifies

our development of two subsets within ANCHOR to support this analysis.

2.7.5 Ablation Study

Model FIDCLIP (\L) IR (T) HPS V2 (T)
SAFE (GPT-3.5) 7.2614 0.0624 0.2392
SAFE (GPT-4) 7.2482 0.0673 0.2391
SAFE (Mixtral 8x7B) 7.2649 0.0723 0.2394
SAFE (Orca Mini-13B) 7.3571 0.0298 0.2381

Table 2.7. Ablation study evaluating the impact of different LLM Agents for subject weight
extraction. Open Source LLM backbones perform equally well when compared to proprietary
models for subject weighting.

Subject Weight Quality Across LLM Models To assess the variation in common-
sense reasoning and world knowledge of different LLM architectures, we collect subject
weights from 4 different LLMs: GPT-3.5, GPT-4, Orca Mini-13B, and Mixtral 8x7B
Mixture of Experts (MoE). For our ablation study, we replace only the provided subject
weights from each model during inference using SD 2.1 (Base) as our T2I backbone as
shown in Table 2.7. We can observe a clear correlation between LLM performance on
other commonsense reasoning tasks and key subject delineation with Mixtral and GPT-4
outperforming other models. Subject weights generated by models with lower number of
parameters like Orca Mini-13B still show improvements on 2 of the 3 metrics compared to
our baselines. This demonstrates the potential of open-source LLMs in boosting caption

understanding for cross-modal generative tasks.
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Model FIDcLip (1) IR (1) HPS V2 (1)

SAFE (DFE + GPT 3.5) (x2) 7.2804 0.0664 0.2393
w/o GPT-3.5 7.4851 0.0249 0.2385
w/o DFE 7.2614 0.0624 0.2392
SAFE (DFE + GPT 3.5) (x') 7.3729 0.0564 0.2395
SAFE (DFE + GPT 3.5) (x%) 7.3049 0.0040 0.2361
SAFE (DFE + GPT 3.5) (x%) 7.8825 -0.1835 0.2255

Table 2.8. Ablation study evaluating the effectiveness of different scale multiplier values (x")

and model components.

Impact of Subject Conditioning In this section, we investigate the impact of each
of SAFE’s components on generation quality as shown in Table 2.8. We observe that
Subject Conditioning provides a significant contribution towards the observed metric
performance. The addition of DFE boosts the image-caption understanding without
majorly impacting image fidelity, as reflected in all 3 metrics presented. The positive
correlation between IR and HPS V2 even with the addition of DFE, confirms that the

fine-tuning process hasn’t overfit on the reward model.

Impact of Subject Scale Multiplier We evaluate various candidate score multipliers
as shown in Table 2.8. Here, x! refers to a scale factor of 1.1, x? refers to a scale factor of
(1.1)%, and so forth. We selected a multiplier of x* as it scores the highest in 2 out of 3

metrics tested. Increasing it beyond x? does not provide any meaningful improvements.

Model FIDcLe (1) ImageReward (1) HPS V2 (1)
SAFE (GPT 3.5) 8.4124 0.2700 0.2521
Stable Diffusion 2.1 8.3883 0.2414 0.2516

Table 2.9. Ablation Results of T2I synthesis on CC3M dataset. We show the extendability of
SAFE to other T2I benchmarks that contain Non-Entity captions.

Generalizability of Subject Weighting across T2I Benchmarks To understand if
our proposed subject weighting methodology is generalizable to other task domains apart
from news image synthesis, we evaluate our approach on existing benchmark T2I datasets.
We selected the Conceptual Captions (CC3M) dataset [47] as a relevant benchmark.
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Since CC3M is sourced from web-scraped articles and blog posts, it offers a comparable
level of caption complexity to ANCHOR. Our experiments cover both baseline and SAFE
models on the public validation set of CC3M as described in Table 2.9. We show that
our proposed weighting approach improves context relatedness and human preference

alignment, even without any domain fine-tuning.

2.8 Limitations

Since we build on top of open-source Large Foundational Models such as Stable Diffusion,
GPT-3.5, GPT-4, Mixtral-8x7B, and Orca, our approach inherits all their biases. We
do not analyze T2I models that use multi-encoder architectures [145, 146] given the
challenges in disentangling the influence of individual encoders towards multi-subject and
context comprehension. The lack of task-specific fine-tuning to improve entity likeness
generation is another limitation that our approach faces. Future research directions
include development of entity concept datasets and analyzing unified multimodal encoders

that learn on both image and text tokens simultaneously.

2.9 Ethics Statement

We only source data from publicly available news media repositories that are licensed for
use in research. We will also release our dataset under the same license restrictions for
public access (CC BY-NC-SA 4.0). To remove NSFW content, we apply a combination of
profanity word-lists [147] and machine learning-based caption filtering methods [148]. Our
goal for launching a news media-focused abstractive captions dataset is solely to evaluate
the quality and alignment of image-text embeddings used for conditional guidance.
However, to mitigate any potential risk of these models being used for misinformation
generation, we recommend strict guidelines on the responsible use of this technology. This
includes using the model only for illustrative purposes and not for creating images that
represent real-world events without human oversight. We used Al-based proofreading
tools solely for minor language and grammar corrections after completing the scientific
content. These tools were not used for ideation, writing, analysis, or data generation.

All intellectual contributions are those of the authors.
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2.10 Summary

We present ANNA and ANCHOR, two novel datasets for evaluating image-text encoders
such as CLIP on abstractive captions, identifying key challenges in multi-subject un-
derstanding and context-based reasoning. To mitigate this, our subject conditioning
strategy: SAFE helps improve subject grounding and interpreting syntax variations. With
SAFE being able to re-rank the importance of specific subjects at an embedding-level, we
improve contextual alignment without increasing parameter size or retraining the encoder.
Through fine-tuning, we integrate both image-level and human-preference alignment
objectives, building on top of traditional techniques such as LoRA and ReFL. Compared
to other LLM + Diffusion methods [113,133], SAFE requires only one LLM query with

significantly fewer tokens returned, lowering inference cost and processing time.
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Chapter 3

Uncertainty-Aware Reasoning for
Active Testing of Language Mod-
els

3.1 Introduction

The rapid proliferation of Large Language Models (LLMs) has necessitated robust
benchmarks to validate their capabilities across diverse tasks. While comprehensive
benchmarks like MMLU [149] and HellaSwag [150] provide valuable insights into factual
and commonsense reasoning, their increasing scale creates a significant bottleneck:
evaluation cost. This challenge is particularly acute in specialized high-stakes domains
such as biomedicine and health informatics. In tasks such as Medical Prior Authorization,
determining coverage eligibility often relies on complex clinical questionnaires [151, 152]
structured as a series of context-based Multiple-Choice Question Answers (MCQA).
Validating models on these workflows requires gold-standard labels from expert annotators
(e.g. clinicians), whose time is limited and prohibitively expensive compared to compute
resources [153]. Consequently, annotated data is strictly prioritized for training, leaving
a scarcity of high-quality data for reliable evaluation.

To address this, we turn to Active Testing [76,154], an Active Learning-inspired
paradigm for acquiring the most informative test samples to estimate model performance.
A key component of Active Testing is the use of "surrogate" models to guide acquisition
functions by estimating uncertainty. However, standard MCQA tasks lack a fixed label
space, confining uncertainty estimates to the local context of each question. This frag-

mentation prevents meaningful comparison of confidence scores between different samples,
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making it challenging to gauge the model’s grasp of the broader data distribution. Option
dynamics also play a crucial role where confusing candidates can serve as distractors,

potentially increasing model uncertainty. We investigate two core research questions:

RQ1: Can we transform dynamic MCQA tasks into a fixed proxy that makes uncertainty
comparable across different questions, enabling a reliable estimate of the model’s grasp of
the global data distribution?

RQ2: How can we design LLM-based acquisition functions that leverage model uncertainty

to select informative samples more effectively than traditional baselines?

We propose a Generative Active Testing framework that transforms dynamic
MCQA tasks into a fixed Statement Verification task. This adaptation converts genera-
tive outputs into a pseudo-classification format (True/False), satisfying the requirements
for unbiased risk estimation using different oracle strategies for option selection. Finally,
we propose LLM-based acquisition functions that leverage surrogate model distributions
to estimate sample informativeness through entropy regularization. These "prior" distri-
butions represents a reference belief about possible outcomes before incorporating the
specific confidence estimates of the main model being evaluated. Crucially, our approach
operates in a zero-shot manner, requiring no task-specific fine-tuning. This eliminates
the high computational overhead typically associated with training custom uncertainty
estimators, making our framework highly scalable and easy to integrate into existing
pipelines compared to baselines like Random Sampling. This efficiency gain offers a
viable pathway for reducing expert annotation costs in healthcare applications without

compromising benchmark reliability or incurring additional training debt.

3.2 Methodology

3.2.1 Task Definition

Consider a model F : X — ), where z € X is a sample we wish to evaluate on our
task. Active Testing is a framework that aims to select a subset of samples (Dgyp)
from a large pool of candidates (Dy.s) to evaluate the performance of a selected model.
In a discriminative task, Dy.s contains {(z1,y1), (22, y2), ..., (zn,yn)}, where z; and y;
correspond to each data point and its output label respectively where ¢« < N. The
Empirical Risk R, which is the average loss L across the entire candidate set, is used to

evaluate the model’s estimation error on D;.s. A key constraint that drives the selection
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Question:
Start Do mutations causing low HOL-C promote increased carotid intima-
media thickness?

l Context:
Raw QA Sample «— Although chservational data support an inverse relationship between
high-density lipoprotein (HDL) cholesterol and coronary heart diseass
l (CHD), genetic HOL deficiency states eften da not cormelate with

Oracle Model (Fyq000) I

J’ Selected Option e

CQuestion

B) No C) Maybe

Stat t: Mutations that cause low HDL-C indeed promote an
increase in carolid inima-meadia thickness.

Statement Ad; ion Modula

l

Answer is
Corract

Label: Label:
True Fal=e:
Statement
Adapted Sample

—

End

Figure 3.1. Step-wise flow diagram detailing tasks performed by the Statement Adaptation
Module.

of samples is the sampling budget M, which limits the number of samples that can
be acquired for evaluation [154]. This sampling budget is representative of real-world
constraints such as annotation costs or time constraints for model evaluation. When
we consider a subset Dy, selected from D, the Empirical Risk of the subset ]%sub is
defined as:

Ruw = 37 2 £l () (31)

The goal of Active Testing is to select samples that are most informative for model
evaluation at every sampling budget, while still maintaining the representativeness of
the data distribution. This approach is different from adaptive testing [155,156], where
the objective is to reduce the number of samples required to assess a particular task
when having access to labeled samples. Here, f?sub should be an unbiased estimate of the
model’s estimation error when using only the subset Dy, for evaluation with ]:Esub - R
as M — N. Existing unbiased estimators such as the Levelled Unbiased Risk Estimator
(Rrure) [157] and Active Surrogate Estimators [153] have been shown to provide good
estimates of the model’s estimation error when using only a subset of the original data.
However, the format of generative tasks such as QA may not be directly extendable to

these estimators.
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3.2.2 Generative Active Testing: An Overview

Our proposed GAT framework consists of 2 key components: Statement Adaptation
and Acquisition Functions. The Statement Adaptation module enables the conversion
of dynamic Natural Language Generation tasks, such as Question Answering, into a
fixed-schema classification setting. Through this Natural Language Verification (NLV)
task, we obtain a constrained set of binary classes (True/False) against which the model’s
uncertainty can be standardized. Using this fixed output space, we devise LLLM-based
acquisition functions for efficient sample selection. These acquisition functions leverage
the entropy distributions of the surrogate models on the unlabeled test set to inform the
sampling process. Finally, we compare the performance of LLMs across these different
acquisition functions to evaluate their suitability in minimizing the estimation error of
the global risk.

Statement Adaptation To deploy unbiased risk estimators for Active Testing, the
target task must operate over a fixed, context-independent label space (e.g. discrete
classes). Standard Question Answering (QA) tasks violate this requirement, as output
options vary dynamically per input [158,159]. To resolve this, we propose a Statement
Adaptation module (Figure 3.1) that transforms the QA task into a binary Natural
Language Verification (NLV) task with fixed labels {True, False} [160,161].

Crucially, our evaluation targets the high-confidence regime (> 0.7), where the model’s
native uncertainty often fails to distinguish between correct predictions and "silent failures"
(hallucinations) [162]. These errors are particularly dangerous in biomedical settings, as
they bypass standard low-confidence review filters. To recover a usable error signal in
this regime, we construct proxy statements using an oracle model F,..q. (Figure 3.1)
and investigate three probing strategies: MostConf (targeting the primary prediction),
LeastConf (lowest-probability option), and RunnerUp (second most probable option).
To assess the efficacy of these strategies, we calculate the Conditional Area Under the
Receiver Operating Characteristic curve (Cond. AUROC). Unlike standard metrics, this
specifically measures the proxy task’s discriminative power within the high-confidence
subset quantifying its ability to "unmask" hallucinations by separating them from robust
knowledge.

As shown in Table 3.1, strategies like MostConf and LeastConf exhibit high variance
due to dataset-specific option dynamics where the presence of strong distractors or
ambiguous "Maybe" options can skew the proxy task’s difficulty, leading to degradation

in discrimination power (e.g. -49.9% in PubMedQA). By preserving accuracy and more
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A Conditional AU-ROC (Conf > 0.7)

Strategy PubMedQA MedQA AI2__ARC
MostConf +3.9% -6.1% -49.3%
LeastConf -49.9% +25.6% +11.0%
RunnerUp +2.1% +4.9% +3.3%
Subset Size (N) 352 (70%) 304 (31%) 363 (59%)

Table 3.1. Ablation of Option Selection Strategies. Values represent the change (A)
in Conditional AUROC (Conf > 0.7), with the RunnerUp strategy showing consistent, robust
improvements across all datasets.

importantly scoring a higher Cond. AUROC score on all datasets as shown in Table
3.2, the RunnerUp strategy forces the proxy task to resolve the specific ambiguity
that confuses the model most, effectively acting as a margin-sampling technique [163].
Additionally, the reduction of variance in the output entropy distribution after statement
adaptation makes it a much more stable signal. Thus, we adopt this strategy as the
robust choice for general-purpose Active Testing given our choice of F,,4;, = Llama 3.1
8B. We utilize GPT-40 [21] for text reformatting.

Acquisition Functions Our goal is to leverage the uncertainty of the statement-
adapted proxy task to perform importance sampling, selecting informative samples earlier
in the acquisition process. We process the candidate pool using a main model F,,,;, and,
optionally, a surrogate Fsyrrogate- For each sample z, we compute a utility score derived
from the predictive probability distribution over the fixed binary classes p(y|z). These
scores are converted into a Probability Mass Function (PMF) for weighted sampling

without replacement.

Metric PubMedQA MedQA AI2__ARC
Accuracy (QA) 0.74 0.59 0.80
Accuracy (Stmt) 0.77 0.64 0.74
Entropy o (QA) 0.25 0.41 0.41
Entropy o (Stmt) 0.16 0.12 0.09
Cond. AUROC (QA) 0.693 0.687 0.769
Cond. AUROC (Stmt) 0.707 0.721 0.794

Table 3.2. Impact of RunnerUp Statement Adaptation. Compared to the QA task, the
statement adapted task has a lower spread of entropy o values.

Baseline Uncertainty-based Acquisition (SelfEntropyAcq & UCBAcq): The most direct
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measure of uncertainty is the raw Shannon Entropy of the predictive distribution:

H(ylz) = = >_ p(yilz) log p(yi|z) (3-2)
i=1
To balance exploration and exploitation, we also employ an Upper Confidence Bound
(UCB) strategy:

UCB(y|z) = pulylz) + B - o(y|z) (3.3)

where 3 = \/log(2/n=9/2) is a hyperparameter dependent on dataset size n.
Surrogate-Based Uncertainty (MultiLM _CFEAcq) To capture epistemic uncertainty
without uniform regularization, we employ MultiLM __CFEAcq, which computes the cross-

entropy between the main model p and a surrogate model g:

m

Hyr(ylz) = — Z q(yi|z) log p(yi|x) (3.4)
i=1

While using standard approaches, we observe that LLMs often exhibit uncalibrated
confidence, leading to being "confidently wrong" on hallucinations. To mitigate this, we
propose a family of Regularized Acquisition Functions that interpret uncertainty not as

raw entropy, but as divergence from a uniform prior.
Zero-Shot Regularization (UniformLM__CEAcq): This function measures the cross-
entropy between the model’s prediction and a uniform distribution U(y|z) = . By
penalizing deviations from maximum entropy, this effectively down-weights samples where

the model is deceptively confident, smoothing the selection distribution.

K
1
Z/{Uniform(x) = _Zglogp(yzhj) (35)
i=1
Ensemble Regularization (MultiLMUniform_CEAcq): We extend this by incorporating
a surrogate model (e.g. an NLV model) to capture distributional disagreement. We
calculate the cross-entropy of Fiuqin against a mixture distribution ¢'(y|x) that combines

the surrogate’s belief ¢(y|z) with a uniform prior, balanced by weights wy, ws:

/ 1
q (yilz) = wig(yilz) + W27z (3.6)

This hybrid approach captures both epistemic uncertainty (disagreement between
models) and aleatoric uncertainty (divergence from uniform), offering a robust signal for

active testing.
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Jensen-Shannon Divergence (JSD) Finally, we evaluate symmetric divergence mea-
sures. MultiLM JSDAcq calculates the JSD between the main and surrogate distributions,

capturing uncertainty as bidirectional disagreement:

JSD(P||Q) = 5 (Drr(P||M) + Dir(Q|[M)) (3.7)

N | —

where M is the average distribution P;—Q. We also extend this to MultiL M Uniform__JSDAcq
(Eq. 3.8) which calculates divergence between the main, surrogate, and uniform distribu-

tions:

JSD(P|QIIU) = ;[DKL(PHM/) + Drr(QIIM') + Dri(U||M')] (3.8)

3.2.3 Differentiation of Active Testing from Active Learning

Active Testing is a well defined topic in the field of sample-efficient evaluation, as
evidenced by past research with predictive Machine Learning models [75,76,154]. Our
work primarily attempts to extend this setting with Language Models (LM) when the
tasks are generative in nature. Active testing is fundamentally different from active
learning because it focuses on accurately estimating a model’s performance, not improving
it. Unlike active learning, which avoids noisy (aleatoric) regions and can tolerate biased
estimates, active testing often needs to sample from those uncertain areas and requires
unbiased, low-variance error estimation [76]. This is our main motivation behind adapting

theoretically sound unbiased estimators for generative tasks in GAT.

3.3 Experiments

3.3.1 Task Settings

We perform a structured evaluation of our GAT Framework across different generative
tasks: (RQ2.1) Performance of LLM-based Acquisition on pure classification tasks and
(RQ2.2) Performance of LLM-based Acquisition on our adapted NLV Task. Since using
models based on the same architecture may not capture the full diversity of the data
distribution, we aim to select models with different architectures as surrogates. This
way we show whether the uncertainty estimates provided by our proposed acquisition
functions work with the default classification-based unbiased risk estimator prU rE When

adapted to a wide range of generative tasks. In the direct text-classification setting, we
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evaluate models Llama 3.1 8B and BART Classifier as both main and surrogate models.
With MCQA tasks requiring statement adaptation, we evaluate the performance of the

task-equivalent setting: F,rqce = RunnerUp and F,,q:, = Llama 3.1 8B in Table 3.4.

3.3.2 Datasets

For (RQ2.1), we employ the dataset AGNews [164] to establish a baseline for our
acquisition functions in a traditional classification setting. In GAT (RQ2.2), we prioritize
tasks that demand context-based reasoning over simple factual recall. We select three
Multiple-Choice QA datasets: PubMedQA [158] (Extractive Reasoning), MedQA [165]
(Clinical Reasoning), and AI2_ARC [166] (Scientific Reasoning). These benchmarks were
chosen because they require the model to synthesize information from specific contexts,
ranging from clinical patient vignettes to complex scientific scenarios, thereby rigorously

testing the model’s inferential stability under uncertainty.

PubMedQA PubMedQA is a biomedical question-answering dataset derived from

non

PubMed abstracts, designed to answer research questions with "yes," "no," or "maybe"
responses. The dataset contains 1,000 expert-annotated QA instances, 61,200 unan-
notated instances, and 211,300 artificially generated QA instances. Similar to other
approaches, we use 500 samples from the 100 expert-annotated samples for active sample
selection. The uniqueness of PubMedQA lies in its deep mining of PubMed data sources.
Approximately 760,000 PubMed article titles are presented in the form of questions,
which are often directly related to the conclusion part of the abstract, providing a direct

answer source for QA systems.

MedQA MedQA is a multiple-choice medical question-answering dataset sourced
from medical licensing exams in the United States, mainland China, and Taiwan, which
evaluate physicians’ professional knowledge and clinical decision-making skills. Answering
questions about a wide range of medical topics requires a deep understanding of relevant
concepts. The dataset includes 61,097 questions, with 12,723 in English, 34,251 in
Simplified Chinese, and 14,123 in Traditional Chinese. The dataset is available in both
its original form and a refined version with four answer choices. For our experiments, we

use the test set with 1273 examples for active sample selection.

AI2 Reasoning Challenge (ARC) ARC is a multiple-choice QA dataset, containing

7,787 genuine grade-school level science questions. The dataset has two partitions, notably
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the Easy and Challenge set, where the latter has questions that were incorrectly answered
by both an retrieval-based and word co-occurrence algorithm. For our experiments, we
exclusively focus on the challenge set, and filter the test set based off whether the question
has multiple sentences or not. This is done to ensure that we segregate the context away
from the actual question, consistent with our evaluation strategy and prompt templates
for other datasets. By this filtering, we remove ~52% of samples and perform Active

Testing on 616 samples for our experiments.

AGNews AGNews is a text classification dataset comprising a total of 127,600 news
articles gathered from more than 2000 news sources. All the articles were collected using
ComeToMyHead, which is an academic news search engine that has been running since
July 2004. The dataset includes 120,000 training samples and 7,600 test samples, each
categorized into one of four distinct classes: World, Sports, Business, and Science/Tech-
nology. Each entry in the dataset consists of a short news article accompanied by its
title. The dataset is provided by the academic community for research purposes in data
mining (clustering, classification, etc), information retrieval (ranking, search, etc), XML,
data compression, data streaming, and any other non-commercial activity. We perform

Active Testing on the test set containing 7600 samples for our experiments.

3.3.3 Metrics

To evaluate the efficiency of our Active Testing framework (RQ2), we assess how quickly
the estimated model performance converges to the true performance as the annotation
budget increases. We define the Estimation Error as the Squared Error (SE) between
the estimated risk (}A%S) derived from the selected subset and the true risk (Rye)
calculated on the full test set. We compute this error across a range of sampling budgets
b € [5%,50%)] and integrate the resulting curve to produce the Estimation Error Area
Under the Curve (AUC) [79]. A lower Estimation Error AUC indicates that the acquisition
function identifies a representative subset of samples more rapidly than random sampling,
directly quantifying the reduction in expert annotation effort required to achieve reliable

benchmarking.

3.3.4 Prompt Templates and Evaluation Settings

For all our acquisition functions, we report the average of 10 runs on all datasets compared.

We use a custom random generator with an initial seed set to 42 for all our experiments.
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Figure 3.2. Variance and Average Estimation Error. Results across acquisition runs
on the PubMedQA dataset. Experimental settings: Fpain = Llama 3.1 8B, Furrogate =

NLIVerifier, and Fyracle = RunnerUp.

We use a template QA prompt for Llama 3.1 8B on both Classification and NLV tasks

as described below.
Llama 3.1 8B (Default QA)

Context: <insert-context>
Question: <insert-question>

Choices: { A. <insert-optionl>, B. <insert-option2>, ... }

Answer:

Llama 3.1 8B (Natural Language Verification)

Context: <insert-context>
Statement: <insert-statement>

Is the claim supported by the given context? Return only the option corresponding to the

correct choice.
Choices: { A. true, B. false }
Answer:
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Llama 3.1 8B (AGNews)

User: Please help me perform a news classification task. I will give you a news title and the
corresponding description. You should classify the news into the categories of "World", "Sports",
"Business', and "Technology". You are only allowed to give me a word, selecting from these four
categories.

Context: <insert-context>

Category: { A. World, B. Sports, C. Business, D. Technology }

Answer:

NLIVerifier (Natural Language Verification)

Premise: <insert-premise>

Hypothesis: <insert-hypothesis>

Given the premise, is the hypothesis correct?
Answer:

3.4 Findings and Discussion

Acquisition Function Fmain = Llama 3.1 8B Fmain = BARTClassifier
RandomAcq 0.00095 0.00031
SelfEntropyAcq 0.00153 0.00037
UCBAcq 0.00044 0.00032
MultiLM__CEAcq 0.00096 0.00022
UniformLM__CEAcq 0.00066 0.00024
MultiLMUniform_ CEAcq 0.00045 0.00032
MultiLM__JSDAcq 0.00099 0.00021
UniformLM_ JSDAcq 0.00096 0.00029
MultiLMUniform_ JSDAcq 0.00067 0.00028
Performance Gain +53.68% +32.26%

Table 3.3. Estimation Error AUC (]). Performance of acquisition functions on traditional
text classification datasets such as AGNews.

3.4.1 Surrogate-based Acquisition in Text Classification

Looking at the performance of acquisition functions in Table 3.3 on the AGNews dataset,
we see that UniformLM CFEAcq and MultiLM JSDAcq outperforms our baseline Rando-
mAcq for both variations of F,qin and Fsyrrogate. We also observe that including a uniform

prior is much more effective for F,,.;, = Llama 3.1 8B (53.7%) compared to Faim =
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Acquisition Function PubMedQA MedQA AI2__ARC Geo Mean

AUC
RandomAcq 0.00339 0.00061 0.00058 0.00106
SelfEntropyAcq 0.01526 0.00055 0.00094 0.00199
LMClusterEntropyAcq 0.00531 0.00117 0.00049 0.00145
UCBAcq 0.01772 0.00099 0.00069 0.00230
MultiLM__CEAcq 0.00425 0.00051 0.00126 0.00140
UniformLM_CEAcq 0.00160 0.00041 0.00039 0.00064
MultiLMUniform_ CEAcq 0.00112 0.00048 0.00060 0.00069
MultiLM__JSDAcq 0.11365 0.15805 0.00710 0.05034
UniformLM__JSDAcq 0.03877 0.01035 0.01716 0.01903
MultiLMUniform_ JSDAcq 0.00574 0.00457 0.00277 0.00417
Performance Gain +66.96% +32.79% +32.76% +39.62%

Table 3.4. Estimation Error AUC (}). Performance of acquisition functions, where
the geometric mean highlights robustness across multiple datasets. Experimental settings:
Fmain = Llama 3.1 8B, Fgurrogate = NLIVerifier, and Foracle = RunnerUp.

BART Classifier (22.5%). This shows that regularization mitigates mis-calibration of
entropy distributions for non-discriminative models such as LLMs while models finetuned
for discriminative tasks have more stable decision boundaries. These results support our
hypothesis on the extendibility of LLMs for Active Testing (RQ2.1).

3.4.2 Acquisition Performance on Proxy Classification Task

Leveraging the stabilized uncertainty profile of the RunnerUp proxy task, our proposed
acquisition functions demonstrate substantial efficiency gains over traditional baselines.
As detailed in Table 3.4, UniformLM __CFEAcq emerges as the robust winner, achieving a
39.6% reduction in geometric mean estimation error compared to RandomAcg. Similarly,
MultiL M Uniform__CEAcq yields a 34.9% reduction, validating its efficacy across diverse
datasets. Crucially, the comparison reveals the necessity of our regularization approach:
SelfEntropyAcq and UCBAcq perform significantly worse than random sampling. This
failure of uncalibrated methods shows that raw LLM confidence is often unreliable as

visualized in Figure 3.2.

3.4.3 Cross-Entropy vs Entropy Divergence

In our results, we observe that the best-performing acquisition functions in our proxy task

utilize Cross-Entropy over Entropy Divergence-based metrics to predict uncertainty. This
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indicates that cross-entropy more closely signifies the true expected loss for LLMs and
in a given test set. When looking into each F,qin and Fgurrogate Pairs, we observe that
when using a classification-based model as F,,q;, such as NLIVerifier or BART Classifer,
MultiLMUniform_ JSDAcq outperforms the baseline on all oracle strategies. This shows
the impact that task-specific customization and logit calibration can have on our choice

of loss/distance function selection for LLM-based acquisition.

3.4.4 Ablation Studies

Evaluation of Clustering-based Acquisition Functions To evaluate the efficacy
of structural diversity in sampling, we also evaluate a hierarchical clustering approach
inspired by [79]. We first generate embeddings for the entire test set using Llama 3.1
8B and group them using balanced k-means clustering to ensure non-sparse partitions.
The acquisition function operates in two stages to reduce computational overhead. In
each step, we first identify the set of valid clusters (those containing remaining samples)
and select one uniformly at random, ¢ ~ U(Clyaiq). We then compute the predictive
entropy only for the samples within the selected cluster ¢ to form a local probability
mass function P(x|c). The final sample is drawn from this local distribution, and the
global inclusion probability is calculated as m, = P(z|c) - P(c).

Table 3.5 highlights a critical bias-variance trade-off in this hierarchical setting. The
Unbiased Estimator, which utilizes the calculated weights 7, for risk estimation (LURE),
exhibits high estimation error (e.g. 0.00531 on PubMedQA). This is attributed to the
"variance explosion" inherent in two-stage sampling: the compounding of cluster selection
probability (1/|C|) and local sampling probability creates extremely small m; values,
resulting in volatile importance weights. In contrast, the Biased Estimator (Simple Mean),
which ignores these weights, achieves significantly lower error (0.00166) by sacrificing

theoretical unbiasedness for variance reduction.

Acquisition Function PubMedQA MedQA AI2__ARC
RandomAcquisition 0.00339 0.00061 0.00058
LMClusterAcquisition (Unbiased Estimator) 0.00531 0.00117 0.00049
LMClusterAcquisition (Biased Estimator) 0.00166 0.00084 0.00062

Table 3.5. Estimation Error AUC (/). Performance of different Cluster Acquisition
functions. Experimental settings: Fiain = Llama 3.1 8B, Fyurrogate = NLIVerifier, and Foracle =
LeastConf.
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Acquisition Function PubMedQA

RandomAcq 0.01289
AccuracyAcq 0.03950
SelfEntropyAcq 0.06692
UCBAcq 0.02147
UniformLM__CrossEntropyAcq 0.02337
UniformLM_ JSDAcq 0.03831

Table 3.6. Estimation Error AUC (] ). Performance of acquisition functions without state-
ment adaptation on the PubMedQA dataset. Experimental settings: M, = Llama 3.1 8B.

Metric PubMedQA MedQA AI2__ARC
Accuracy (QA) 0.75 0.59 0.80
Accuracy (Stmt) 0.69 0.60 0.43
Entropy o (QA) 0.25 0.41 0.41
Entropy o (Stmt) 0.23 0.10 0.07
Cond. AUROC (QA) 0.693 0.687 0.769
Cond. AUROC (Stmt) 0.720 0.645 0.390

Table 3.7. Impact of Most Confident Statement Adaptation. Verifying the model’s
top choice fails to consistently improve calibration. On AI2_ARC, the method suffers a severe
collapse (AUROC 0.77 — 0.39), and accuracy drops significantly, confirming that this strategy
is prone to confirming the model’s original errors.

Importance of Statement Adaptation With our unbiased estimators functioning
effectively for classification-style tasks, we analyzed whether they would be effective
directly for MCQA sample selection without Statement Adaptation. In PubMedQA, all
questions have the same options, allowing us to test this hypothesis and validate whether
Statement Adaptation is crucial for informed sample selection. Here, we consider every
option index to be a unique class and model the entropy to measure the uncertainty of
selecting a particular index as the answer. From our results in Table 3.6, we observe
that Active Testing performance is significantly worse compared to simple Random
Sampling across all acquisition functions tested, even when the options for each question
are seemingly the same. Our ablation experiments underscore the effectiveness of the
Statement Adaptation module as a key component of the GAT pipeline, enabling the

accurate quantification of uncertainty across QA tasks with varying question and option

types.

48



Metric PubMedQA MedQA AI2__ARC

Accuracy (QA) 0.75 0.59 0.80
Accuracy (Stmt) 0.44 0.77 0.82
Entropy o (QA) 0.25 0.41 0.41
Entropy o (Stmt) 0.18 0.18 0.12
Cond. AUROC (QA) 0.693 0.687 0.769
Cond. AUROC (Stmt) 0.347 0.863 0.853

Table 3.8. Impact of Least Confident Statement Adaptation. Unlike the RunnerUp
strategy, picking the least confident option results in high variance. While it improves dis-
crimination on MedQA and AI2_ARC, it causes a catastrophic collapse in performance on
PubMedQA (AUROC 0.69 — 0.35), making it unreliable for general deployment.

Model Model ID

Llama 3.1 8B meta-1llama/Meta-Llama-3-8B

NLI Verifier soumyasanyal/nli-entailment-verifier-xxl
GPT-40 gpt-40-2024-07-01-preview (Azure OpenAI)

Table 3.9. Overview of models evaluated for Active Testing. For open-source models,
this table shows the model names in Huggingface.

3.5 Limitations

In our current setup for GAT, we only utilize zero-shot surrogates for providing sample-
level uncertainty estimates. Finetuning surrogates on acquired samples to inform the
selection of future candidates is a future direction we wish to pursue. Secondly, although
our evaluation includes datasets that handle different types of QA tasks, the answer
format is limited to choosing an option from multiple-choice candidates. We aim to
explore how our adaptation module can be extended for Active Testing on open-domain

QA and other long-form generation tasks.

3.6 Summary

In this work, we introduce Generative Active Testing (GAT), a framework that
addresses the bottleneck of expert annotation in high-stakes domains by converting
dynamic MCQ tasks into fixed Statement Verification proxies. We demonstrate that
our novel RunnerUp adaptation strategy effectively stabilizes uncertainty estimates
and targets the model’s decision boundaries, significantly improving error detection

in the critical high-confidence samples. By leveraging this proxy task with zero-shot,
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uniform-prior acquisition functions (e.g. UniformLM CFEAcq), we achieve around 40%
reduction in estimation error AUC compared to random sampling. These results offer a
scalable pathway for reliable model benchmarking in industrial healthcare applications,
substantially reducing the volume of data requiring expert clinician review without the

need for expensive fine-tuning.
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Chapter 4

Discourse Coherence and Prag-
matic Reasoning in Multimodal
Language Models

4.1 Introduction

The recent advancements in Multimodal Large Language Models (MLLMs) enable
them to effectively capture diverse representations of problem domains [23, 167-169].
These MLLMs are capable of adapting to various downstream tasks with limited data
through Parameter-Efficient Fine-Tuning (PEFT) [139] and In-Context Learning (ICL)
[2] approaches. Existing Vision-based MLLM benchmarks assess different aspects of
model performance such as Perception, Cognition, and Reasoning [28] through various
downstream tasks.

Current benchmark design strategies often focus on evaluating the ability of MLLMs
to utilize the intersection of input sources to solve a common problem [67]. Although
this helps assess the model’s ability to interpret its inputs factually and logically, it does
not fully capture the model’s understanding of the relationships between these modalities.
Similarly, benchmarks that evaluate the alignment between images and text [30], utilize
curated or synthetically generated image-text pairs. These methods focus solely on
literal relations that measure the level of overlap between the image and text. On
the other hand, pragmatic cues provide information on non-literal relations where the
true intent/message of an example may not be directly referenced in both modalities
as shown in Figure 4.1. These cues are leveraged routinely in real-world multimodal

discourses, which are characterized by the use of multiple modes of communication to
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Figure 4.1. CORDIAL presents a combination of literal and pragmatic relations for analyzing
the intermodal reasoning capabilities of MLLMs. We evaluate MLLMs on the task of Multimodal
Discourse Analysis through the prediction and verification of Coherence Relations across three
different discourse domains.

convey different components of a message. Multimodal Discourse Analysis (MDA) studies
how the interaction between these different modes can create semiotic meaning [170].

To operationalize the assessment of these intermodal relationships, we turn to theories
of Discourse Coherence [11], which offer a way to quantify the organization and flow
of ideas across information sources. From these theories, we focus on the concept of
Coherence Relations [171], which provides a finite structure to link different parts of
a discourse. Recent studies have extended these traditionally text-only theories to
multimodal discourses, showing that Coherence Relations can be effectively applied to
image-text pairs [43]. With Coherence Relations being a fundamental aspect of human
communication, we evaluate whether MLLMs can effectively predict and verify these
relations.

In this work, we propose CORDIAL (COherence Relations in Discourse for Images
And Language), the first benchmark for evaluating MLLMs on the task of MDA. COR-
DIAL consists of a diverse set of Coherence Relations across three different discourse
domains: Disaster Management, Social Media, and Online Articles. Each domain also
offers different levels of complexity in the evaluated Coherence Relations, from binary re-
lations to more challenging settings such as multi-class and multi-label relations assigned
by human annotators. We evaluate the performance of 10+ MLLMs on CORDIAL,
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focusing on three research questions:

RQ1: Can MLLMs predict Coherence Relations effectively?
RQ2: Can MLLMs verify Coherence Relations accurately?
RQ3: Can we teach MLLMs to understand Coherence Relations better?

Our analysis reveals that both Coherence Relation prediction (RQ1) and verification
(RQ2) are challenging tasks for MLLMs when these relations focus on pragmatic cues.
Although larger MLLMs perform better than their smaller, open-source counterparts,
traditional classifier baselines consistently outperform them across discourse domains.

To summarize, our key takeaways are as follows:

o We propose CORDIAL, the first benchmark for evaluating MLLMs for Multimodal
Discourse Analysis (MDA) using Coherence Relations.

o Our experiments show that MLLMs struggle to predict and verify Coherence Relations,

especially when these relations are more pragmatic.

o« We demonstrate the need for coherence-aware fine-tuning approaches to improve

intermodal reasoning capabilities of MLLMs.

4.2 The CORDIAL Benchmark

4.2.1 Motivation

With Coherence Relations providing a finite representation of image-text linkages, we
aim to measure MLLM performance through relation classification and verification
tasks. Traditional alignment benchmarks often evaluate models using similarity scores.
But multiple states of alignment between image-text pairs can exist, at the object-
level, scene-level, or even at the discourse-level [44]. A pragmatic understanding of the
context surrounding these pairs informs our ability to describe this alignment accurately.
Thus, similarity scores alone may not be sufficient to capture the true performance
of MLLMs. Additionally, with Coherence Relations being context-driven, the type of
relations present in a discourse can vary across different domains. This necessitates
the evaluation of MLLMs on multiple real-world discourse domains to assess their
generalization capabilities. With MLLMs-as-a-judge [172] becoming more popular in

tasks where acquiring human judgment is expensive and time-consuming, the importance
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Freshly picked  Cartel leader

off my whose arrest
allotment sparked
today, well killings is
chuffed. sentenced to
(strawberry) prison in
Dallas court
Rel: Insertion Rel:
Projection

Amazon
Prime delivers
anything these

days!
(delivering a
(u\t)

Rel:
Extension

Eiffel Tower
shuts down as
snow, freezing
rain pummel

France

Rel:
Restatement

A path winds
through an
ancient

CLUE bamboo forest

Rels: Visible

A model walks
the runway for
the collection

A city in
winter is such
a beautiful

during, city
fashion week
Rels: Visible, Rels:
Meta, Action Subjective,
Story

%

People know
that curb
appeal is not a
thing to take
lightly when
remodeling a
home

Rels: Story

Seals fighting

for a spot to

sleep on the
rocks

Rels: Action

Table 4.1. Examples from each dataset for all Coherence Relations. The words in red are
important cues present in the caption, while the words in orange show pragmatic cues inferred
from the image-text pair. The relations highlighted in blue are the selected relations for CLUE

Single-Label.
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DisREL Tweet Subtitles CLUE Single Label

Coherence Relations:
— 4%
5%
12%‘ “

13%
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I
150% ‘
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= Extension ® Meta

® Similar  ® Complementary

38%

® Restaternent ® Story
B |nsertion ® Subjective
® Projection u Action

34%

Figure 4.2. An overview of the Image-Text label (i.e., Coherence Relations) distributions
across CORDIAL

of this task is further highlighted. We carefully pick and curate real-world image-text
pairs with expert human annotations with the pre-processing details described in Section
4.3.4. The three different discourse domains we evaluate are: Disaster Management,
Social Media, and Online Articles.

4.2.2 Coherence Relations

Each dataset we include in CORDIAL assesses a unique set of Coherence Relations. To
understand how communication in a discourse can be quantified by Coherence Relations,
we turn to the Theory of Coherence [11]. We define communication as the transfer of
information and ideas from a speaker to a listener. For successful communication, a
discourse needs to satisfy 4 conditions: (1) The message contents should be present in
the discourse (2) The message must be relevant to the overall context of the discourse (3)
Any new /unpredictable attributes of the message must build on the listener’s existing
world knowledge (4) The speaker must provide cues to guide the listener to grasp their
intended meaning. The goal of defining Coherence Relations is to serve any of the above-
mentioned communicative functions. This way, for tasks such as MDA, we can analyze
the communicative patterns present in a multimodal discourse. We consider Coherence
Relations to be a constrained set of connections that describe the structural and causal
relationships between different parts of a discourse. Consider the examples from Table
4.1, certain relations such as Visible and Concretization deal with presenting the same
message content across modalities. On the other hand, relations such as Insertion and
Extension require the reader to understand the union of information along with the

context surrounding each modality to get the full message.
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Visible, Action
6.68%

Figure 4.3. An overview of the Image-Text Label (i.e., Coherence Relations) distribution
across CLUE ML

4.2.3 Data Sources

To construct our benchmark, we leverage existing datasets that provide image-text pairs
along with human-annotated Coherence Relations across different discourse domains.
We select three datasets that offer a diverse set of Coherence Relations: DisRel (Disaster
Management), Tweet Subtitles (Social Media), and CLUE (Online Articles).

DisRel This dataset [101] explores the relationship of image-text pairs from disaster-
related tweets, with labels collected through crowd-sourcing on Amazon MTurk. The
dataset contains 4600 multimodal tweets with a test set size of 500 examples with a 50%

split between the two classes:

o Similar: The image and text share the same focus and attempt to convey the same
message. There exists a significant overlap in the information conveyed between

modalities.

o Complementary: The image and text do not share the same focus, but one modality
helps understand the other better. Both modalities provide independent information
which when combined, provide a more complete picture of the message/event. There

may be divergence in the information conveyed between modalities.
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Tweet Subtitles To measure cross-modal coherence relations between image and text,
this dataset [44] contains 16000 image-text pairs sourced from Twitter on open-domain
topics. The test set for this dataset consists of 1600 examples, which is 10% of the
entire dataset. The dataset provides single-label annotations from expert annotators on

3 entity-level and 2 scene-level relations:

o Insertion (Entity-level): Both the text and the image focus on the same visual

entity but it is not explicitly mentioned in the text.

« Concretization (Entity-level): Both the text and image contain a mention of the

main visual entity but may differ in types of details shared.

« Projection (Entity-level): The main entity mentioned in the text is implicitly related
to the visual objects present in the image. The image contains a reference to objects

related to the main entity rather than the entity itself.

« Restatement (Scene-level): The text directly describes the image contents. Both

modalities convey the same message.

« Extension (Scene-level): The image expands upon the story or idea in the text,
presenting new elements or elaborations, effectively filling in narrative gaps left by the

text.

CLUE This dataset presents a novel conceptualization of image-text relations by
extending text-only coherence relations to the multimodal setting [43]. The publicly
available version of the dataset contains 4770 image-text pairs sourced from the Con-
ceptual Captions Dataset [47]. The samples were provided multi-label annotations by

expert annotators for 5 different relationship types:

» Visible: The text presents information that is intended to recognizably characterize

what is depicted in the image.

o Action: The text describes an extended, dynamic process in which the moment

captured in the image is a representative snapshot.

o Meta: The text allows the reader to draw inferences not just about the scene depicted

in the image but about the production and presentation of the image itself.

o Subjective: The text provides information about the speaker’s reaction to, or evalua-

tion of, what is depicted in the image.
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o Story: The text provides a freestanding description of the circumstances depicted in
the image, analogous to including instructional, explanatory, and other background

relations.

We evaluate this dataset in two different settings: Multi-Label (ML) and Single-Label
(SL). In the ML setting, we treat the dataset as a multi-label classification task where
MLLMs predict all applicable labels. For CLUE SL, we follow the original dataset’s label
mapping strategy to select the most applicable label from the present annotations for each
sample [43]. This provides two different settings for evaluating MLLM’s understanding

of coherence relations on the same image-text pairs with 1183 examples in the test set.

4.2.4 Baseline Classifier

Our goal of including a baseline classifier is to capture the existing signal in our datasets
and to provide a reference point for MLLM performance. Understanding that human
annotations can be noisy, we utilize this simple, generalizable classifier to identify relations
where MLLMs are particularly under-performing on our benchmark. We employ CLIP
Text and Image encoders to extract multimodal embeddings in a zero-shot manner [4].
We then train a Multi-Layer Perceptron (MLP) classifier using these embeddings on the
train sets of each of these datasets to predict Coherence Relations. This ensures that our
classifier is not biased towards any specific domain and can generalize across different
discourse contexts. More details about the classifier are present in Appendix Section
4.3.8.
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Model Prompt Sim Compl Macro F1
Random Guess Baseline 0.490 0.478 0.484
Zero 0.253 0.541 0.397
LLaVA 1.6 7B CoT 0.544 0.489 0.516 130.0%
Zero 0.666 0.000 0.333
LLaVA 1.6 138 CoT 0.408 0.675 0.542 ta2.s
Zero 0.000 0.666 0.333
LLaVA 1.6 34B Few 0.139 0.679 0.409 122.8%
CoT 0.353 0.571 0.462 138.7%
Zero 0.626 0.391 0.509
LLaVA OneVision 7B Few 0.549 0.541 0.545 17.1%
CoT 0.549 0.601 0.575 113.0%
Zero 0.654 0.268 0.461
Qwen2-VL 7B Few 0.664 0.148 0.406 J11.9%
CoT 0.446 0.602 0.524 113.7%
Zero 0.388 0.635 0.512
Llama 3.2 Vision 11B Few 0.509 0.479 0.494 13.5%
CoT 0.292 0.615 0.453 111.5%
Zero 0.655 0.177 0.416
Phi3.5 Vision 4.2B Few 0.409 0.662 0.536 128.8%
CoT 0.549 0.601 0.575 138.2%
Zero 0.618 0.698 0.658
InternVL 2.5 26B Few 0.633 0.633 0.633 13.8%
CoT 0.393 0.670 0.531 119.3%
Zero 0.025 0.667 0.346
GPT-40 Few 0.443 0.667 0.555 160.4%
CoT 0.361 0.676 0.519 150.0%
Zero 0.714 0.715 0.715
Gemini 1.5 Flash Few 0.363 0.688 0.525 126.6%
CoT 0.593 0.699 0.646 19.7%
Zero 0.719 0.679 0.699
Gemini 1.5 Pro Few 0.611 0.727 0.669 14.3%
CoT 0.630 0.717 0.673 13.7%
Zero 0.722 0.615 0.669
Claude 3.5 Sonnet v2 Few 0.710 0.559 0.634 15.2%
CoT 0.603 0.703 0.653 12.4%
CLIP Classifier Baseline 0.750 0.715 0.733

Table 4.2. Results for Coherence Relation Prediction on DisRel. The coherence relations

predicted are Similar (Sim) and Complementary (Compl).



Model Prompt Ins Concr Proj Restmt Ext Macro F1

Random Guess Baseline 0.094 0.340 0.068 0.123 0.165 0.158

Zero 0.000 0.693 0.062 0.066 0.082 0.181
CoT 0.019 0.822 0.081 0.050 0.114  0.217 119.9%

Zero 0.085 0.044 0.000 0.000 0.095 0.045
CoT 0.070 0.477 0.000 0.122 0.054  0.145 1222%

Zero 0.000 0.176 0.094 0.104 0.253  0.125
LLaVA 1.6 34B Few 0.026 0.630 0.198 0.060 0.211  0.225 180.0%
CoT 0.024 0.063 0.108 0.154 0.169  0.104 16.8%

Zero 0.023 0.000 0.066 0.125 0.032  0.049
LLaVA OneVision 7B Few 0.067 0.000 0.087 0.071 0.177  0.081 165.3%
CoT 0.062 0.005 0.057 0.124 0.101  0.070 t42.9%

LLaVA 1.6 7B

LLaVA 1.6 13B

Zero 0.000 0.728 0.121 0.142 0.011  0.201
Qwen2-VL 7B Few 0.094 0.148 0.078 0.144 0.068  0.106 {47.3%
CoT 0.156 0.167 0.068 0.170 0.000  0.112 [a4.3%

Zero 0.000 0.779 0.000 0.093 0.000 0.175
Llama 3.2 Vision 11B Few 0.035 0.388 0.000 0.092 0.113  0.126 y28.0%
CoT 0.097 0.421 0.055 0.167 0.086  0.165 15.7%

Zero 0.043 0.790 0.109 0.171 0.030  0.229
Phi3.5 Vision 4.2B Few 0.183 0.179 0.000 0.159 0.093  0.123 J46.3%
CoT 0.025 0.745 0.164 0.156 0.022  0.223 12:6%

Zero 0.101 0.389 0.090 0.090 0.011  0.136
InternVL 2.5 26B Few 0.090 0.002 0.041 0.292 0.000  0.085 \137.5%
CoT 0.118 0.450 0.102 0.199 0.083  0.190 139.7%

Zero 0.126 0.564 0.111 0.200 0.167 0.234
GPT-40 Few 0.171 0.599 0.131 0.268 0.199  0.274 117.1%
CoT 0.076 0.346 0.146 0.217 0.187  0.194 7a%

Zero 0.172 0.783 0.138 0.183 0.011  0.257
Gemini 1.5 Flash Few 0.027 0.681 0.139 0.257 0.193  0.259 10.8%
CoT 0.068 0.734 0.133 0.259 0.071  0.253 1.6%

Zero 0.200 0.692 0.141 0.290 0.034 0.271
Gemini 1.5 Pro Few 0.113 0.661 0.247 0.270 0.000  0.258 4.8%
CoT 0.102 0.657 0.101 0.278 0.022  0.232 114.4%

Zero 0.132 0.764 0.183 0.328 0.175  0.316
Claude 3.5 Sonnet v2 Few 0.144 0.567 0.122 0.285 0.246  0.273 113.6%
CoT 0.180 0.725 0.138 0.316 0.256  0.323 12.2%

CLIP Classifier Baseline 0.542 0.866 0.286 0.388 0.514 0.519

Table 4.3. Results for Coherence Relation Prediction on Tweet Subtitles. The Coherence
Relations predicted are Insertion (Ins), Concretization (Concr), Projection (Proj), Restatement
(Restmt) and Extension (Ext).
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Model Prompt Visible Subj Action Story Meta Macro F1

Random Guess Baseline 0.233 0.069 0.030 0.162 0.266  0.152
Zero 0.484 0.135 0.000 0.158 0.096 0.174

LLaVA 1.6 7B CoT 0.534 0.198 0.068 0.043 0.004  0.169 $2:9%
Zero 0.541 0.027 0.039 0.158 0.000 0.153

LLaVA 1.6 138 CoT 0.529 0.043 0.054 0.034 0.016  0.135 $11.8%
Zero 0.545 0.000 0.000 0.012 0.004 0.112

LLaVA 1.6 34B Few 0.457 0.097 0.058 0.318 0.086  0.203 181.3%
CoT 0.537 0.143 0.062 0.210 0.004  0.191 170.5%
Zero 0.541 0.000 0.087 0.043 0.000 0.134

LLaVA OneVision 7B Few 0.146 0.000 0.025 0.172 0.243  0.117 §12:7%
CoT 0.535 0.000 0.048 0.092 0.000  0.135 10.7%
Zero 0.533 0.068 0.000 0.034 0.000 0.127

Qwen2-VL 7B Few 0.539 0.000 0.000 0.000 0.004  0.109 $14:2%
CoT 0.530 0.156 0.057 0.080 0.004  0.166 130.7%
Zero 0.537 0.136 0.098 0.023 0.000 0.159

Llama 3.2 Vision 11B Few 0.542 0.000 0.026 0.000 0.000 0.114 $28.3%
CoT 0.533 0.189 0.026 0.083 0.020  0.170 16.9%
Zero 0.542 0.038 0.053 0.104 0.000  0.147

Phi3.5 Vision 4.2B Few 0.485 0.256 0.021 0.255 0.162  0.236 160.5%
CoT 0.534 0.000 0.087 0.083 0.000  0.141 $4.1%
Zero 0.558 0.273 0.071 0.312 0.027  0.248

InternVL 2.5 26B Few 0.498 0.211 0.048 0.253 0.127  0.228 §81%
CoT 0.537 0.333 0.052 0.254 0.087  0.252 11.6%
Zero 0.544 0.345 0.064 0.178 0.065  0.239

GPT-40 Few 0.549 0.352 0.023 0.390 0.134  0.289 120.9%
CoT 0.558 0.321 0.054 0.324 0.024  0.256 17.1%
Zero 0.543 0.215 0.091 0.168 0.020  0.207

Gemini 1.5 Flash Few 0.543 0.380 0.054 0.402 0.071  0.290 140.1%
CoT 0.557 0.300 0.000 0.329 0.072  0.252 121.7%
Zero 0.559 0.329 0.039 0.440 0.112  0.296

Gemini 1.5 Pro Few 0.531 0.391 0.070 0.451  0.253  0.339 114.5%
CoT 0.558 0.330 0.000 0.350 0.057  0.259 $12.5%
Zero 0.516 0.408 0.070 0.439 0.113  0.309

Claude 3.5 Sonnet v2 Few 0.467 0.430 0.077 0.434 0.338  0.349 112.9%
CoT 0.537 0.378 0.058 0.382 0.119  0.295 14.5%

CLIP Classifier Baseline 0.548 0.270 0.150 0.479 0.687 0.427

Table 4.4. Results for Coherence Relation Prediction on CLUE Single-Label. The Coherence
Relations predicted are Visible, Subjective (Subj), Action, Story and Meta
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Model Prompt Visible Subj Action Story Meta Macro F1

Zero 0.864 0.117 0.113 0.048 0.029 0.234

LLaVA 1.6 78 CoT 0.848 0.245 0.247 0.058 0.013  0.282 120.5%
Zero 0.869 0.147 0.389 0.115 0.401  0.384

LLaVA 1.6 13B CoT 0.849 0.095 0.237 0.090 0.048  0.264 (312%
Zero 0.868 0.165 0.470 0.369 0.298 0.434

LLaVA 1.6 34B Few 0.859 0.000 0.471 0.453 0.166  0.390 (10.1%
CoT 0.858 0.117 0.317 0.175 0.163  0.326 124.9%
Zero 0.820 0.034 0.380 0.024 0.000  0.252

LLaVA OneVision 7B Few 0.757 0.109 0.510 0.150 0.000  0.305 121.0%
CoT 0.856 0.150 0.349 0.213 0.154  0.345 136.9%
Zero 0.864 0.045 0.211 0.086 0.013 0.244

Qwen2-VL 7B Few 0.864 0.162 0.461 0.368 0.017  0.374 153.3%
CoT 0.865 0.082 0.094 0.080 0.021  0.228 16.6%
Zero 0.869 0.157 0.424 0.349 0.284  0.417

Llama 3.2 Vision 11B Few 0.828 0.248 0.571 0.443  0.499 0.518 124.2%
CoT 0.850 0.183 0.391 0.420 0.371  0.443 16.2%
Zero 0.866 0.000 0.092 0.036 0.013  0.201

Phi3.5 Vision 4.2B Few 0.527 0.226 0.311 0.490 0.036  0.318 158.2%
CoT 0.819 0.047 0.475 0.294 0.064  0.340 169.2%
Zero 0.822 0.291 0.448 0.324 0.029  0.383

InternVL 2.5 26B Few 0.496 0.266 0.491 0.400 0.128  0.356 {'7.0%
CoT 0.757 0.397 0.444 0.331 0.059  0.397 13.7%
Zero 0.858 0.451 0.453 0.291 0.060  0.423

GPT-40 Few 0.874 0.495 0.561 0.525 0.123  0.515 121.7%
CoT 0.865 0.506 0.357 0.354 0.084  0.433 12.4%
Zero 0.875 0.368 0.554 0.355 0.065  0.443

Gemini 1.5 Flash Few 0.847 0.420 0.648 0.480 0.163  0.512 115.6%
CoT 0.871 0.419 0.308 0.358 0.109  0.413 [6.8%
Zero 0.884 0.485 0.544 0.313 0.106  0.467

Gemini 1.5 Pro Few 0.866 0.532 0.668 0.464 0.206  0.547 117.1%
CoT 0.880 0.403 0.180 0.278 0.090  0.366 $21.6%
Zero 0.891 0.535 0.681 0.479 0.220 0.561

Claude 3.5 Sonnet v2 Few 0.829 0.503 0.643 0.553  0.360  0.578 13.0%
CoT 0.876 0.515 0.596 0.389 0.174  0.510 $9.1%

CLIP Classifier Baseline 0.905 0.176 0.627 0.615 0.642 0.593

Table 4.5. Results for Coherence Relation Prediction on the CLUE Multi-Label dataset. The
Coherence Relations predicted are Visible, Subjective (Subj), Action, Story and Meta with
multiple relations being applicable to a single image-text pair.
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4.3 Experiments

To answer our research questions, we conduct experiments on the CORDIAL benchmark
with top open-source and proprietary MLLMs. For (RQ1), we evaluate the performance
of 12 MLLMs from 9 different model families across our benchmark along with a classifier
baseline. The 4 settings in our benchmark are structured with increasing difficulty, with
DisRel and Tweet Subtitles being the simpler settings while CLUE Single-Label (SL)
and CLUE Multi-Label (ML) are more complex. To answer (RQ2), we pick a selection of
MLLMs and investigate their ability to verify coherence relations as correct or incorrect
when provided along with image-text pairs. This provides a measure of the model’s grasp
of concepts such as discourse coherence and intermodal reasoning. For understanding
(RQ3), we evaluate the effectiveness of different prompting strategies in enabling these
MLLMs to discern coherence relations. We also fine-tune an MLLM on our benchmark

to see if it can enhance its intermodal reasoning capability.

Dataset CR Claude Gemini GPT40
Similar 70.4% 57.2% 14.8%

DisREL Complementary 91.2% 10.8% 96.8%
Overall 80.8% 34.0% 55.8%

Insertion 20.59% 0.0% 11.76%

Concretization 74.1% 57.35% 37.61%

Tweet Projection 81.82% 0.0% 15.91%
Subtitles Restatement 65.73% 64.34% 21.68%
Extension 66.29% 0.0% 38.29%

Overall 70.44% 47.69% 34.56%

Visible 83.37% 90.21% 75.4%

Subjective 58.0% 20.0% 52.0%

Action 72.73% 9.09% 54.55%

CLUE SL Story 29.12% 3.85% 35.711%
Meta 9.98% 0.0% 0.8%

Overall 42.77% 35.0% 36.52%

CII\J/[[IJJE Overall 48.82% 32.71% 44.21%

Table 4.6. Accuracy of MLLMs in verifying each Coherence Relation (CR) of every dataset.

4.3.1 Models Evaluated

We evaluate 4 proprietary MLLMs: GPT-4o [21], Gemini 1.5 Flash [23], Gemini 1.5
Pro [23], and Claude 3.5 Sonnet v2 [22] and 8 open-source MLLMs: LLaVA 1.6 (7B,
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13B, 34B) [173], LLaVA OneVision 7B [174], Qwen2-VL-7B [175], Llama 3.2 11B Instruct
[176], Phi3.5 Vision Instruct [177], and InternVL 2.5 26B [178] published on Huggingface
Hub. We also include a pre-trained classifier fine-tuned for the task of coherence relation
prediction. For all models, we set temperature to 0 or do_sample=False, maximum
output tokens to 512 and the random seed set to 42, wherever possible to ensure
reproducibility. The model responses in our experiments were collected between January
12, 2025 and February 12, 2025. LLaVA 1.6 34B and Llama 3.2 11B Vision were evaluated
using the LMDeploy ! framework. We evaluate Qwen2-VL using code released by the
authors. All other models, were evaluated using the VLLM ? framework. Refer to Table

4.7 for the models we evaluate.

OpenAI GPT: We access the GPT-40 model via the official OpenAI API. We evaluate
gpt-40-2024-08-06.

Anthropic Claude: We access Claude 3.5 Sonnet v2 via the Vertex Al API, using
Google Cloud. We evaluate claude-3-5-sonnet-v2020241022.

Google Gemini: We access Gemini 1.5 Flash and Gemini 1.5 Pro via the Vertex AT API,
using Google Cloud. We evaluate gemini-1.5-flash-002 and gemini-1.5-pro-002.

Model Model ID

InternVL 2.5 26B OpenGVLab/InternVL2_5-26B

Llama 3.2 Vision 11B meta-llama/Llama-3.2-11B-Vision-Instruct
LLaVA 1.6 7B llava-hf/llava-vl.6-mistral-7b-hf
LLaVA 1.6 13B llava-hf/llava-v1.6-vicuna-13b-hf
LLaVA 1.6 34B liuhaotian/llava-v1.6-34b

LLaVA OneVision 7B llava-hf/llava-onevision-qwen2-7b-ov-hf
Phi 3.5 Vision microsoft/Phi-3.5-vision-instruct
Qwen2-VL-7B Qwen/Qwen2-VL-7B-Instruct

Claude 3.5 Sonnet v2 claude-3-5-sonnet-v2020241022
GPT-40 gpt-40-2024-08-06

Gemini 1.5 Flash gemini-1.5-flash-002

Gemini 1.5 Pro gemini-1.5-pro-002

Table 4.7. MLLMs we evaluate in this paper. For open-source models, this table shows the
model names in Huggingface.

'https://github.com/InternlLM/1mdeploy
’https://github.com/vllm-project/v1llm
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4.3.2 Benchmark Setup

This section provides details about the evaluation task (RQ1) mentioned in Section 4.3.1.

Prompt Templates In addition to zero-shot evaluation, we also investigate the
contribution of few-shot and Chain-of-Thought (CoT) prompting strategies in enabling
MLLMs to learn coherence relations better. For few-shot, we include one example per
coherence relation in each prompt as examples in the 3 single-label classification settings.
For multi-label classification on CLUE ML, we include 6 different examples covering
different combinations of relations in our prompt. To perform CoT, we include a reasoning
step in our prompt that asks the model to generate a rationale before predicting the

coherence relation. Every prompting strategy utilizes three different messages:

o System Message: We explain the task and the definitions of each Coherence

Relation present in the dataset being evaluated.

o User Message: This message is used to reiterate the task again, along with the
required output format. The image and text that needs to be evaluated, is also
added here.

» Assistant Message: We use this optional message for certain models, to guide its

responses towards the intended output format.

Few Shot Prompting In this prompting strategy, we utilize user-assistant message
pairs that are inserted right after the user message which specifies output format. For
the Tweet Subtitles and CLUE Single-Label datasets, we utilize 5-shot examples to
include all possible coherence relations. In the case of CLUE Multi-Label and DisREL,

we utilize 6-shot examples and 2-shot examples respectively.

We do not evaluate LLaVA 1.6 7B and 13B using this prompting technique, as our
prompt (text + multimodal tokens) does not fit into the context length (4096) of these

models.

Chain-of-Thought Prompting We instruct the model to analyze the image-text pair,
before assigning a Coherence Relation in this prompting strategy. We incorporate the
instruction "Let’s think step by step", to make the model respond with concise sentences

that detail its reasoning process.
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System Message for DisREL

You are an expert linguist and your task is to predict the Coherence Relations of a given
image-text pair. A coherence relation captures the structural, logical, and purposeful
relationships between an image and its text, capturing the author’s intent.

These are the possible coherence relations you can assign to an image-text pair:

- Similar: The image and text provide the same information and share the same focus. There
exists significant overlap in information conveyed between modalities.

- Complementary: The image and text do not provide the same information or share the same
focus but one modality helps understand the other better.

Preprocessing Images for Claude We noticed that some images were above the 5
MB per file size limit imposed by Anthropic for their API. As per their recommendations,
we evaluate Claude on images that are resized to 1.3 megapixels, while preserving the

aspect ratio.

Postprocessing MLLM Responses In the case of single-label datasets, we remove
instances of the phrase "Coherence Relation:" along with other punctuation and whites-
pace. If there exists only one occurrence of a particular coherence relation, we use that

as the prediction result for the image-text pair.

While working with CLUE Multi-Label responses, we remove instances of the phrase
"Coherence Relations:". All valid JSON in the response is parsed using regular expressions.

If the output format is comma-separated values, those responses are parsed appropriately.

After this, if we cannot find any valid label for an image-text pair from the MLLM’s
response, we discard the sample from our test set. To ensure test set consistency, we
discarded around 200 samples across all datasets and calculated the final evaluation

metrics as mentioned in Section 4.3.5.

4.3.3 MLLM Verification Details

This section provides details about the verification task (RQ2) mentioned in Section
4.3.1.

Prompt Templates For this task, we utilize a Chain-of-Thought prompting strategy.

Each model is given the same system message as before, but along with the image-text
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System Message for Tweet Subtitles

You are an expert linguist and your task is to predict the Coherence Relations of a given
image-text pair. A coherence relation captures the structural, logical, and purposeful
relationships between an image and its text, capturing the author’s intent.

These are the possible coherence relations you can assign to an image-text pair:

- Insertion: The salient object described in the image is not explicitly mentioned in the text.

- Concretization: Both the text and image contain a mention of the main visual entity.

- Projection: The main entity mentioned in the text is implicitly related to the visual objects
present in the image.

- Restatement: The text directly describes the image contents.

- Extension: The image expands upon the story or idea in the text, presenting new elements or
elaborations, effectively filling in narrative gaps left by the text.

System Message for CLUE Single-Label and Multi-Label

You are an expert linguist and your task is to predict the Coherence Relations of a given
image-text pair. A coherence relation captures the structural, logical, and purposeful
relationships between an image and its text, capturing the author’s intent.

These are the possible coherence relations you can assign to an image-text pair:

- Visible: The text presents information that is intended to recognizably characterize what is
depicted in the image.

- Action: The text describes an extended, dynamic process of which the moment captured in
the image is a representative snapshot.

- Meta: The text allows the reader to draw inferences not just about the scene depicted in the
image but about the production and presentation of the image itself.

- Subjective: The text provides information about the speaker’s reaction to, or evaluation of,

what is depicted in the image.
- Story: The text provides a free-standing description of the circumstances depicted in the image,
analogous to including instructional, explanatory and other background relations.

pair, we also give the ground truth Coherence Relation. The model is then asked to

respond with a True/False answer, along with its rationale for its response.

Preprocessing Images for Claude We use the same strategy as mentioned in Section

4.3.2, only for the images that don’t come under the file size limit.

Postprocessing MLLM Responses We parse boolean values from each MLLM
response, and assign False to an image-text pair, only if there is any occurrence of
the same. For CLUE ML, we provide only overall verification accuracies since it is a

multi-label verification problem.
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Zero/Few Shot Prompt for DisREL, Tweet Subtitles and CLUE Single-Label

System
<insert-system-message>

User

Based on provided information, predict the most applicable Coherence Relation for the next
image-text pair. Output only one relation (<insert-coherence-relations>) and do not include
any other information in your response.

Use the format "Coherence Relation: <insert-coherence-relation>" for your response.
(Added to finetuned LLaMA 3.2 Vision’s prompt in CLUE Single-Label, to enhance output
format adherence.)

<add-few-shot-examples>
<insert-image-text-pair>

Assistant
Coherence Relation:

CoT Prompt for DisREL, Tweet Subtitles and CLUE Single-Label

System
<insert-system-message>

User
Before assigning a coherence relation, let’s think step by step and analyze the image-text pair in
depth.

<insert-image-text-pair>

Assistant
Analysis: <add-analysis-from-model>

User

Based on provided information, predict the most applicable Coherence Relation for the next
image-text pair. Output only one relation (<insert-coherence-relations>) and do not include
any other information in your response.

Assistant
Coherence Relation:

4.3.4 Data Preparation

This section sheds light on the methods used while preparing all the datasets mentioned

in this paper for model evaluation. We verify all three datasets used to construct this

benchmark have a permissive license that allows usage for research purposes without
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Zero/Few Shot Prompt for CLUE Multi-Label

System
<insert-system-message>

User

Based on provided information, predict the correct Coherence Relations for the next image-text
pair. Output them as a JSON value to the key "labels" and do not include any other information
in your response. (Default output format for all models)

Give your predicted labels as comma separated values. Do not include any other information in
your response.
(Alternate output format for LLaMA 3.2, Phi 3.5, Qwen2-VL and LLaVA-OneVision)

Use the format "Coherence Relation: <insert-coherence-relation>" for your response.
(Added to LLaVA 1.6 13B prompt to enhance output format adherence.)

<add-few-shot-examples>
<insert-image-text-pair>

Assistant
Coherence Relations:

restrictions (DisRel - MIT License, Tweet Subtitles - MIT License, CLUE - Sourced from

Conceptual Captions and free for research use).

DisREL Due to limited number of samples in the Unrelated category, these image-
text pairs were discarded from our train and test set. All placeholder instances of <URL>

were removed from the text as a part of our data cleaning.

Tweet Subtitles This dataset contains two types of captions for tweets: actual and
text generated by an image captioning model. We use only the actual caption as part of

our evaluation.

CLUE The labels other than the ones mentioned in Section 4.2.3 were disregarded
from our train and test set for both settings, due to the lack of examples. We construct
the CLUE Single-Label dataset with the same heuristic used by [43]:

Step 1: If the set contains a Meta relation, assign it to the image-text pair. Else, proceed

to the next step.
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CoT Prompt for CLUE Multi-Label

System
<insert-system-message>

User
Before assigning a coherence relation, let’s think step by step and analyze the image-text pair in
depth.

<insert-image-text-pair>

Assistant
Analysis: <add-analysis-from-model>

User

Now, using your analysis, predict the correct Coherence Relations for the image-text pair.
Output them as a JSON value to the key "labels" and do not include any other information in
your response. (Default output format for all models)

Give your predicted labels as comma separated values. Do not include any other information in
your response.

(Alternate output format for LLaMA 3.2, Phi 3.5, Qwen2-VL and LLaVA OneVision)

Use the format "Coherence Relation: <insert-coherence-relation>" for your response.
(Added to LLaVA 1.6 13B prompt to enhance output format adherence.)

Assistant
Coherence Relations:

Verification Prompt Template

System
<insert-system-message>

User
Based on provided information, reply True (if appropriate) or False (if not appropriate) for the
following image-text pair. Give your rationale behind it.

<insert-image-text-pair>
<insert-coherence-relation>

Sample Assistant Response

<True/False>
Rationale: <model-response>

Step 2: If the set contains a Visible relation and doesn’t contain either a Meta or Subjective

relation, assign it to the image-text pair. Else, proceed to the next step.
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Step 3: If none of the above rules are met, randomly sample one relation from the 5

available, and assign it to the pair.

4.3.5 Evaluation Metrics

On the task of coherence relation prediction, we report the per-class F1 score and overall
F'1 score across all 4 settings. We select Macro F1 for overall performance as it treats all
classes equally, which is important for our benchmark as it contains imbalanced classes.

We report response accuracy for measuring performance on the verification task.

4.3.6 Fine-tuning Details

We fine-tune LLaMA 3.2 Vision 11B Instruct (unsloth/Llama-3.2-11B-Vision-Instr
uct in Huggingface) using the Unsloth® framework. We opted for this framework due to
its memory efficiency and rapid fine-tuning capabilities. We perform Parameter Efficient
Fine-Tuning (PEFT) of all layers (Vision & Language) and modules (Attention & MLP)
present. We use the hyperparameters mentioned in Section 4.3.7 on each dataset for

fine-tuning. Other parameters have been initialized to their default values.

Train Set Preparation for CLUE During experimentation, we noticed that models
fine-tuned on CLUE Single-Label and Multi-Label, tend to skew their responses towards
the majority classes (Visible, Story and Meta) in the dataset. In order to curb this
behavior, we decided to randomly sample 200 examples from the CLUE Single-Label
train set for these coherence relations alone. The same image-text pairs were used for

the multi-label setting as well.

4.3.7 Hyperparameters

Common Parameters
o LoRA Parameters: r=16
e num_train_epochs = 3
« warmup_steps = 100 since our train sets are relatively small.

e per_device_train_batch_size = 32

3https://unsloth.ai/blog/vision
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e gradient_accumulation_steps = 1

e dtype = torch.bfloatl6

e optim = adamw_torch
e weight decay = 0.01

e 1r scheduler_type = cosine

DisREL
o LoRA Parameters: lora_alpha=16

o Learning Rate = le™®

Tweet Subtitles
o LoRA Parameters: lora_alpha=16

o Learning Rate = 1le™®

CLUE Single-Label
o LoRA Parameters: lora_alpha=16

o Learning Rate = 1le™®

CLUE Multi-Label
e LoRA Parameters: lora_alpha=8

o Learning Rate = le™7

4.3.8 Baseline Classifier Details

As mentioned in Section 4.2.4, we employ CLIP Text and Image Encoders (openai/c
lip-vit-large-patchi4 in Huggingface) in a zero-shot manner to extract multimodal
embeddings. These embeddings are then concatenated together, to form a tensor of size
1536. This multimodal tensor is then passed through a Multi-Layer Perceptron with two
hidden layers of size 512 and 256, along with an output layer equal to the number of
Coherence Relations in each dataset. The MLP uses RELU in between each layer for
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introducing non-linearity, and a Dropout of 0.2 between the first two layers.

A validation split of 10% was created from the train sets. The DisREL, Tweet
Subtitles and CLUE Single-Label classifiers were trained using the Cross Entropy Loss,
whereas the CLUE Multi-Label classifier used the Binary Cross Entropy Loss along with
a Sigmoid Layer. Due to the large class imbalance in CLUE Single-Label, we use a
weighted loss function in that classifier alone. Every model was trained with a batch
size of 32, using the Adam Optimizer and a learning rate of 1le5. Table 4.8 shows the

number of epochs, for which each classifier was trained in every setting.

Dataset Number of Epochs
DisREL 15
Tweet Subtitles 25
CLUE Single-Label 25
CLUE Multi-Label 50

Table 4.8. Number of epochs for which each classifier was trained.

4.3.9 Computational Resources

To evaluate and fine-tune open-source models, we use 2 NVIDIA H100 80GB HBM3 and
2 NVIDIA A100 SXM4 GPUs for around two days worth of computation.

Model Prompt Sim Compl Macro F1
. Zero 0.629 0.620 0.625

FT-Llama 3.2 Vision 118 Few 0.673 0.327 0.500 [3000%
. Zero 0.388 0.635 0.512

Llama 3.2 Vision 11B Few 0.509 0.479 0.494 [55%

Table 4.9. Per-class Coherence Relation Prediction of Fine-tuned LLama 3.2 Vision 11B
(FT-Llama) on the DisRel dataset. The coherence relations predicted are Similar and Comple-
mentary.
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Model Prompt Ins Concr Proj Restmt Ext Macro F1

Zero 0.440 0.853 0.045 0.042 0.148  0.306
Few 0.231 0.752 0.213 0.100 0.254 0.310 11.3%

Zero 0.000  0.779  0.000 0.093 0.000 0.175
Few 0.035  0.388  0.000 0.092 0.113  0.126 128:0%

FT-Llama 3.2 Vision 11B

Llama 3.2 Vision 11B

Table 4.10. Per-class Coherence Relation Prediction of Fine-tuned LLama 3.2 Vision 11B
(FT-Llama) on the Tweet Subtitles dataset. The Coherence Relations predicted are Insertion
(Ins), Concretization (Concr), Projection (Proj), Restatement (Restmt) and Extension (Ext).

Model Prompt Visible Subj Action Story Meta Macro F1

FT-Llama 3.2 Vision 11B Zero 0.547 0.074 0.042 0.045 0.004 0.142

Few 0516 0.230 0.053 0.228 0.155 0.236 166.2%
. Zero 0.537  0.136  0.098  0.023  0.000 0.159
Llama 3.2 Vision 118 Few 0.542  0.000  0.026  0.000 0.000 0.114 [2813%

Table 4.11. Per-class Coherence Relation Prediction of Fine-tuned LLama 3.2 Vision 11B
(FT-Llama) on the CLUE Single-Label dataset. The Coherence Relations predicted are Visible,
Subjective (Subj), Action, Story and Meta

Model Prompt Visible Subj Action Story Meta Macro F1
. Zero 0.864  0.228  0.520  0.287 0.431  0.466
FT-Llama 3.2 Vision 11B Few 0.864 0.158 0.586 0.282 0.549 0.488 14.7%
. Zero 0.869  0.157 0424  0.349 0.284 0.417
Llama 3.2 Vision 118 Few 0.828  0.248 0.571  0.443 0.499 0.518 124.2%

Table 4.12. Per-class Coherence Relation Prediction of Fine-tuned LLama 3.2 Vision 11B
(FT-Llama) on the CLUE Multi-Label dataset. The Coherence Relations predicted are Visible,
Subjective (Subj), Action, Story and Meta with multiple relations being applicable to a single
image-text pair.

4.4 Findings and Discussion

4.4.1 Main Results

MLLMs Struggle with Coherence Relations From our results in Tables 4.2, 4.3,
4.4, 4.5 we observe that no MLLM shows improvements over our baseline classifier
on Macro F1 scores across all settings. When strictly looking at zero-shot prompts,
Claude 3.5 Sonnet v2 performs the best on Tweet Subtitles, CLUE ML, and CLUE
SL while Gemini 1.5 Flash performs the best on DisRel. However, the CLIP Classifier
can outperform these MLLMs by 2.4% on DisRel, 64.1% on Tweet Subtitles, 38.6%
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on CLUE SL, and 5.6% on CLUE ML in terms of Macro F1 score. This shows that
although these datasets have clearly discernible visual and text features that help in
predicting coherence relations, MLLMs aren’t able to comprehend them effectively. The
trend extends to both proprietary and open-source MLLMs regardless of their size. Our
results reiterate the need for benchmarks such as CORDIAL to evaluate the intermodal

reasoning capabilities of MLLMs.

Pragmatic Relations are Challenging In single-label prediction settings, we observe
that MLLMs come close to the baseline classifier’s scores on DisRel, containing the image-
text relations that are more literal (Similar, Complementary). On the other hand, there
exists a significant gap in performance in other single-label datasets. Looking into
per-relation F1 scores, pragmatic relation categories such as Insertion, Projection, and
Extension are particularly challenging for MLLMs. A similar trend is observed in CLUE
SL and CLUE ML where MLLMs struggle with relation categories such as Story and
Meta.

Verification Accuracy Depends on Settings Analyzing the verification performance
of MLLMs in Table 4.6, we observe that the performance of MLLMs on the verification
task is highly dependent on the setting. Across all settings, Claude 3.5 Sonnet v2 performs
the best, with an accuracy of 80.8% on DisRel, 70.4% on Tweet Subtitles, 42.8% on
CLUE SL and 48.5% on CLUE ML. This shows that MLLMs are able to verify coherence
relations better in settings where the relations are more literal and easier to understand.
However, the performance of MLLMs on the verification task is significantly lower in

settings where the relations are more non-literal and pragmatic.

Inconsistency of Prompting Strategies In our experiments with few-shot and
CoT prompting strategies, we observe that the performance of MLLMs is inconsistent
across different settings and model families. Across DisRel, Tweet Subtitles, CLUE SL
and CLUE ML, a total of 7, 8, 10 and 10 MLLMs respectively show improvements in
performance with either few-shot or CoT prompting strategies. However, only 2 MLLMs:
LLaVA OneVision 7B and GPT-40 show improvements across all settings. Overall, we
observe that in the more difficult settings (CLUE SL and CLUE ML), more number of
models are able to leverage one of these alternate prompting strategies to improve their
performance. But, even with additional examples or reasoning steps, MLLMs are not able

to outperform the baseline classifier. This shows that Coherence Relation Prediction is a
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DisREL  TweetSubtitles  CLUESL | CLUE ML

22.12%

1.13%

-5.74%

10.61% RWEFE
0.4661
75.19% 146.71%
0.3058 0.3058
107.59%
0.2361
-10.22%
0.1424
Few

P
| Zero Few Zero Few Zero Few Zero

Macro F1

Figure 4.4. % Loss/Gain after fine-tuning Llama 3.2-V. Fine-tuning shows significant perfor-
mance gains, either on zero-shot or few-shot prompts across all 4 settings

fundamentally difficult task that cannot be taught to MLLMs only through prompting

strategies.

Fine-tuning Improves MLLM Reasoning Looking at Figure 4.4, we observe that
fine-tuning the Llama 3.2 Vision model on our benchmark proves beneficial for coherence
relation prediction. In both DisRel and Tweet Subtitles, we see gains in both zero-shot
and few-shot prompt scores with Llama 3.2 Vision up to 146.71% compared to its original
performance. On both CLUE ML and SL, we see improvements in either zero-shot or
few-shot performance with minimal performance loss on the other. This shows that
MLLMs are able to learn to recognize coherence relations better when fine-tuned on

a task-specific dataset. Coherence-aware fine-tuning can be a promising direction for
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improving their reasoning and cognition abilities.

4.4.2 Discussion

Model Biases Inhibit Prediction Performance Looking at the per-class F1 scores
across MLLMs, we observe they are biased towards certain relation categories. This
includes the prediction of only a small subset of relations across all samples in an
evaluation setting. From Figure 4.2, we acknowledge that the distribution of relation
categories in our benchmark is imbalanced. However, this response imbalance of MLLMs
is observed even on majority classes such as Concretization in Tweet Subtitles and Meta
relations in CLUE SL and ML. This shows that despite providing few-shot examples and
prompt optimization strategies, MLLMs display biases towards certain relation categories.
When we look at the results of our fine-tuned model, we can see that prediction results
on relations ignored by the base model are improved. This shows that fine-tuning can

help mitigate these reasoning biases in MLLMs.

Cross-Discourse Generalization of CR Taxonomies With our evaluation of
MLLMs performing MDA, we show that they perform much worse compared to baseline
classifiers within each discourse type. Since CR taxonomies are designed specifically
for the discourses analyzed, it is difficult to directly infer the cross-domain translation
of model performances from one discourse to another. Previous studies on text-only
discourses report poor cross-domain adaptation of traditional classifiers across discourse
types [179]. As CORDIAL extends evaluation to multiple discourses, we are able to
provide a better assessment of MLLM capabilities in Discourse Analysis. A natural
extension of our benchmark would be designing a unified set of CRs that can be applied
across complementary discourses. This setting would be especially challenging for our
classifier baselines due to the varying distribution of images and text from different
sources, compared to MLLMs which are more robust to these changes. The grouping
of complementary discourse domains and definition of new unified CRs is a challenging

task which we aim to investigate as a part of our future work.

4.5 Limitations

While our proposed benchmark provides a comprehensive assessment of intermodal
reasoning in current MLLMs, several limitations must be acknowledged. The benchmark

is currently limited to analyzing coherence relations in single-turn discourses. This is
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due to a lack of publicly available datasets that provide multi-turn image-text pairs with
annotated coherence relations. We plan to extend our benchmark to include multi-turn
discourse relations as future work. Our benchmark is currently limited to the English

language and must be extended to multi-lingual discourses as well.

4.6 Summary

We propose CORDIAL, a novel benchmark to evaluate how MLLMs perform MDA
using Coherence Relations. Our experiments show existing state-of-the-art MLLMs
struggle to match simple baseline classifiers in predicting Coherence Relations across
different discourse domains. We also show the impact of evaluating different prompt
strategies and the importance of using diverse datasets to probe intermodal reasoning
capabilities of MLLMs. Finally, we show that fine-tuning MLLMs on coherence relations
can help alleviate model biases and improve their performance on these tasks. This
work highlights the need for MLLM benchmarks to evolve beyond factual & perceptual
assessment tasks and focus on understanding both literal and pragmatic relationships
between multimodal components of real-world discourses. We hope that CORDIAL
will serve as a stepping stone for future research in MDA and encourage the community

to explore new methods to improve MLLMs on these tasks.
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Chapter 5

Applications of Coherence-Aware
Reasoning for Figurative Language
Understanding

5.1 Introduction

Figurative language constitutes a sophisticated form of communication where the intended
meaning often diverges from the literal interpretation of the constituent modalities.
Whether manifested as metaphors, irony, or sarcasm [180, 181], understanding these
constructs requires Pragmatic Reasoning, the ability to infer intent, context, and the
subtle interplay between literal and implied elements. This level of understanding is
critical across a spectrum of Visio-linguistic tasks. In generative applications, such as
Wrriting Assistants, users require content that goes beyond literal description to convey
specific messages, offer unique perspectives, and utilize multimodal implicatures to make
communication engaging and relatable [12,182]. Conversely, in discriminative tasks like
social media analysis, systems must detect when an image and text effectively contradict
one another to mock or convey contempt, a hallmark of multimodal sarcasm [183].
Success in these domains depends not merely on recognizing objects, but on grasping the

"how" and "why" behind the combination of modalities.

Despite significant advancements with Multimodal Large Language Models (MLLMs),
these systems face substantial challenges when tasked with interpreting multimodal
figurative language. The failure to understand the underlying Coherence Relations
that bind modalities together serves as a good example of this behavior [29]. The

complexity of these tasks stems from the fact that they incorporate a combination of
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A mouthwatering burger topped with a perfectly fried egg and
crispy onions, looking like it jurmped straight out of an ad
This restaurant delivers exactly what they promise - a picture-
perfect burger with all the promised toppings

‘ Reference Image ‘ @ %W A gorgeous gourmet burger featuring a sunny-side-up egg that Low :
w rivals any promotional photo Pragmatic
i*}

Variation
MLLMs When reality meets expectations: a beautifully presented

burger that matches its manu phatograph

An Instagram-warthy burger that proves some restaurants
actually serve food that looks as good as their marketing photos

Ins Fine dining meets comfort food in this mouthwatering creation
servad on artistic paper.

Con | A perfectly assembled burger topped with a sunny-side-up egg
delivers on its menu promise.

Don't you just love a burger
that looks thesame asitin
the menu picture?

1
[}
1
1
1
1
1
1
1
1
1
1
4

When restaurant expectations align perfectly with High
delicious reality on your plate. Pragmatic
Variation

Rstt A juicy burger stacked with meat, crispy onions, and crowned
with a perfectly cooked egg sits on decorative paper.

Coherence Unlike typical disappointing fast-food i this gourmet
Relation Ext burger exceeds expectations with its generous portions, quality
ingredients, and artistic presentation, making it

\ S a testament to truth in advertising.

Ground Truth Caption

Figure 5.1. An overview of RONA. The CRs used are Insertion (Ins), Concretization (Con),
Projection (Proj), Restatement (Rstt) and Extension (Ext). These relations provide a finite but
flexible axis of variation for diverse caption generation compared to instruction-based prompts.

semantic, pragmatic, and analogical cues, which are not always aligned with the logical
and sequential nature of traditional reasoning strategies of language models [184, 185].
Consequently, models frequently take shortcuts, such as over-reliance on uni-modal
features, leading to a lack of creativity in generation and a failure to discern sarcasm
from other figurative forms in detection [186, 187].

To address these limitations, we propose a unified framework that utilizes Coherence
Relations (CRs) as contextual pragmatic scaffolds. Derived from Discourse Theory, CRs
provide a structured overview of image-text relationships [11,170,188], from the perspec-
tive of satisfying different communicative goals [189,190]. By explicitly modeling how
modalities relate, whether through elaboration, contrast, or explanation, we hypothesize
that we can bridge the gap between logical processing and pragmatic comprehension.
In this chapter, we investigate the effectiveness of providing these Coherence Relations
as scaffolds to describe inter-modal relationships, enabling deeper figurative language

understanding through two primary research questions:

RQ1: Can Coherence Relations serve as a controllable axis of pragmatic varia-

tion for Multimodal Writing Assistants?
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RQ2: Do Coherence Relations enhance reasoning quality for Multimodal figu-

rative language identification tasks?

To answer this, we first propose RONA (Relation-based cOhereNce-aware cAptioning)
for the task of diverse image captioning. Unlike methods that rely purely on vocabulary
expansion [130,191], RONA uses CRs as specific communicative functions to guide
MLLMs in generating captions that maintain semantic coherence while exploring different
pragmatic angles. We evaluate this on news captions (ANNA) and social media captions
(Tweet Subtitles), datasets rich in abstractive content [60]. By analyzing popular MLLMs
like Claude-3.5 Sonnet V2 [22] and GPT-4o [21], we investigate if CRs can act as an axis
of variation for next-generation Writing Assistants.

Secondly, we present IRONIC (expllcit Reasoning with cOherence relatioNs as
cognltive struCtures). Inspired by text-only cognition-aware strategies [192,193], IRONIC
leverages multimodal Coherence Relations [29,43] to provide a structured reasoning
pathway. We test whether this framework allows models to better analyze image-text
incongruencies essential for sarcasm detection. Our analysis covers both proprietary
(GPT-40) and open-source models (InternVL3) [21,194] on datasets like MMSD2.0 [187]
and RedEval [195], comparing CR-based reasoning against standard Chain-of-Thought
(CoT) prompting [196].

The contributions of this chapter are consolidated as follows:

o We propose RONA, a novel prompting strategy that leverages Coherence Relations
(CRs) to generate pragmatically diverse image captions, demonstrating that it outper-

forms existing MLLM baselines in diversity and ground-truth similarity.

o We introduce IRONIC, a coherence-aware in-context reasoning framework that utilizes
CRs to effectively analyze image-text incongruencies, enabling MLLMs to outperform

existing multi-step reasoning strategies in zero-shot settings.

« We provide a unified analysis demonstrating the viability of Coherence Relations
as contextual scaffolds for both generating and understanding figurative language,

effectively enhancing the intent-aware capabilities of MLLMs.
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5.2 Methodology

5.2.1 Coherence Relations

Both RONA and TRONIC leverage in-context explanations of Coherence Relations
(CRs) as guidance for generating pragmatically diverse captions. We utilize CRs that
characterize both entity-level and scene-level linkages between an image and its expected
caption [44]. Entity-level relations describe the relationships between specific objects in
the image and their corresponding elaboration in the caption. Scene-level relations, on the
other hand, capture the overall context and narrative of the image, providing a broader
understanding of the visual content. The selection of these relations are motivated by
their generalizability across different domains. Overall, the 5 types of relations that we

utilize are:

o Insertion: An entity-level relation that describes a type of pragmatic ellipsis, i.e.where
the focal object described in the image and caption does not have an explicit mention

in the caption.

o Concretization: An entity-level relation that utilizes an anchor object which is
prominently referenced in the image and caption, with the caption providing additional

meaning about its context.

o Projection: An entity-level relation where the caption’s description revolves around a
particular topic, but this topic is not directly featured in the image. Alternatively, the
image contains objects that can be associated to this topic instead, forming an implied

link between modalities.

Restatement: A scene-level relation that describes the overall context of the image,

with the caption providing a more detailed description of the visual scene.

o Extension: A scene-level relation in which the caption elaborates further on the visual

scene in terms of new ideas or stories.

5.2.2 RONA

Datasets Popular datasets such as COCO Captions [1] or Flickr30K [197] are often

used for image captioning evaluation, but the ground-truth captions do not cater to
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Task Model BLEURT 1 CLIPScore T Self-BLEURT | Div-2 7

Imase-onl Claude -1.227 14.049 0.226 0.860

ge-onty RONA + Claude -1.141 14.068 0.108 0.903
. | GPT-40 -1.237 13.117 0.198 0.885
mage-onty RONA + GPT-40  -1.137 14.505 0.205 0.879
. - Canti Claude -0.931 13.833 0.294 0.843
mage T Laphol pONA + Claude -0.879 13.866 0.158 0.882
Image + Cantion GPT-40 -0.650 13.200 0.355 0.805

& p RONA + GPT-4o -0.615 13.891 0.383 0.823

Table 5.1. Results for Diverse Image Captioning with RONA on the Tweet Subtitles Dataset.

Task Model BLEURT 1T CLIPScore T Self-BLEURT | Div-2 1
. | Claude -1.191 14.617 0.258 0.854
mage-only RONA + Claude -1.038 14.471 0.134 0.899
aseon] GPT-40 -1.159 13.954 0.249 0.883
age-only RONA + GPT-40 -1.057 15.022 0.209 0.878
I - Canti Claude -0.669 14.582 0.341 0.845
mage = Laptol g ONA + Claude -0.559 14.549 0.217 0.883
Imae + Cantion GPT-40 -0.356 14.338 0.436 0.796
& p RONA + GPT-4o0 -0.363 14.869 0.394 0.824

Table 5.2. Results for Diverse Image Captioning with RONA on the ANNA Dataset.

sharing messages or perspectives that are more aligned with human-written captions.
Instead, we select datasets from 2 different task domains for image captioning: news
and social media. These domains provide representative examples of real-world scenarios
for the usage of WAs: (1) The Tweet Subtitles dataset [44] contains 16,000 image-text
pairs sourced from Twitter and cleaned to remove noisy, low-quality samples, and (2)
ANNA [60] on the other hand contains 29,625 image-text pairs collected from The New
York Times news articles focusing on non Named Entity objects. Both datasets contain
“abstractive" or non-descriptive captions with a wide range of image subjects and topics.
For our evaluation, we used the entire test set of 1,600 samples from Tweet Subtitles
and a random sample of 1,500 images from the test set of ANNA using seed 42. Tweet
Subtitles contains 2 types of captions for tweets: actual and text generated by an image
captioning model. We use only the actual caption as part of our evaluation. We verify
both datasets have a permissive license that allows usage for research purposes (Tweet
Subtitles: MIT License and ANNA: CC BY-NC-SA 4.0 License). Since both

datasets feature image-caption pairs on a wide selection of topics, around 50 images
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were flagged by the safety filter or rejected by the model for captioning. To ensure test

set consistency, we remove these examples from our evaluation.

Task Types For our analysis of the effectiveness of RONA, we define 2 task types:
Image-only and Image + Caption. In the Image-only task, we define this as a classic
image captioning task in which the model is provided only with the image as input. On
the other hand, for the Image + Caption task, we provide the model with both the
image and a ground-truth caption as input. Since both of these components are part of
understanding the overall meaning of an image-caption pair, we wish to understand how
MLLMs utilize both modalities to generate diverse captions without the divergence of
meaning. This is similar to the prompt-guided image captioning task for MLLMs [198].
In both tasks, the baseline MLLM is prompted to use the inputs to generate captions
with “as much diversity as possible while retaining their original meaning and message."
RONA utilizes in-context learning where simplified definitions of CRs are provided as
system prompts. We generate 5 captions per input for each type of task, with RONA
generating one caption per CR. Additional generated caption examples are presented in
Figures 5.4, 5.3.

Interpretative Reasoning
( Task-Specific \

Relation Extraction

‘ Reference Image | Insertion

Rationale: This relation Instructions
= is NOT applicable..
1 Text-lmage
Concretization Incongruity
BYG 3 BURN GRILL 3A — Rationale: This relation
| is NOT licable.. - -
@ :.I:!, i AR Figurative
W=, = La

28 W Projection Di nguaget
Rationala: This relation ISCARTTRE

MLLMs 3 is MOST applicable..

51

Was:
128

Restatement
Rationale: This relation

icl
is NOT applicable.. Sarcastic!

@

\'_', Non Sarcastic!

N O i

Hey <user> great sale! -
Extension

Rationale: This relation

Ground Truth Caption

is NOT applimble..

| E—

. Y

Final Prediction

Figure 5.2. Overview of the proposed IRONIC framework



5.2.3 IRONIC

The proposed IRONIC framework, as shown in Figure 5.2, constructs a reasoning chain

with 2 main components: (1) Relation Extraction (2) Interpretative Reasoning.

Relation Extraction We utilize CRs that provide coverage of referential, analogical,
and pragmatic reasoning types with varying levels of granularity. This includes cues that
focus on both entity-level and scene-level features, supporting a comprehensive analysis
of image-text relations. The selection of these CRs is supported by their applicability to
analyzing image-text pairs from social media domains [44], ensuring strong generalizability
with the datasets utilized for multimodal sarcasm detection. The outputs of this step

include the predicted CRs and their supporting rationales for each sample.

Distribution of Predicted Coherence Relations As an extended analysis, we
present the distribution of predicted Coherence Relations by GPT4o0 coupled with
TRONIC in Tables 5.3 and 5.4. This distribution has been constructed by parsing the
Relation Extraction reasoning step. In MMSD 2.0 and RedEval, eight and two image-text
pairs respectively do not have predicted Coherence Relations because their rationales

exceeded the maximum token limit.

CR Non-Sarcastic Sarcastic
Insertion 122 75
Extension 248 297
Concretization 84 39
Projection 458 283
Restatement 456 339

Table 5.3. Distribution of CRs in the MMSD 2.0 Dataset

CR Non-Sarcastic Sarcastic
Insertion 51 24
Extension 96 129
Concretization 27 16
Projection 101 75
Restatement 334 149

Table 5.4. Distribution of CRs in the RedEval Dataset

Interpretative Reasoning Although MLLMs show limited ability in explicit coherence
understanding tasks such as predicting CRs [29,199], recent studies have shown that
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language models are effective in utilizing coherence-aware reasoning chains for downstream
higher-order reasoning tasks [45,200]. This motivates the second step of our reasoning
chain, where we integrate the image-text pair, the predicted CR, and the generated
rationale for distinguishing if a sample contains multimodal sarcasm. In addition to
these inputs, we provide task-specific instructions to discern simple humor or satirical
commentary from sarcasm indicators such as mockery or irony concerning a specific
referent. This enables our Interpretative Reasoning step to be robust, where the coherence-
aware rationale is used as a supporting element while basing the final decision on the full
multimodal input. Thus, by providing both general coherence rationales and task-specific
instructions, we develop a flexible prompting strategy that can handle inconsistencies in

upstream reasoning steps.

Datasets We select two popular multimodal sarcasm detection datasets: MMSD2.0
[187] and RedEval [201] for evaluating the effectiveness of IRONIC. It builds on the
popular Twitter-based MMSD dataset [202] by removing spurious cues such as hashtags
and unreasonable labels through re-annotation. MMSD2.0’s test set contains 1037 and
1372 examples for the sarcasm and the non-sarcasm classes. RedEval was constructed
for Out-of-Domain evaluation of models trained on Twitter-based datasets. Samples in
RedEval are sourced from Reddit, with 395 sarcastic examples selected from the "sarcasm”

subreddit and 609 negative examples from other subreddits.

5.3 Experiments

5.3.1 Image Captioning Evaluation

To evaluate the performance of MLLMs on the task of diverse captioning, we measure 4 key
attributes: image-caption similarity, ground truth caption similarity, contextual diversity,
and bi-gram diversity. CLIPScore [59] effectively measures image-caption similarity by
converting both modalities into a common representation space. For validating similarity
of generated captions with the ground truth text, we turn to BLEURT [203] score. Unlike
traditional similarity metrics such as BLEU [204], METEOR [205] and BERTScore [206],
BLEURT is trained to balance contextual similarity and human preference judgments,
making it better suited for non-descriptive captions. All similarity metrics are computed
pairwise between the ground truth modality and generated captions, with the average

score reported in our benchmarks. For judging contextual diversity, we reformulate
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System Message for Baseline Captioning

You are an expert linguist, and your task is to write image captions.

it as a task of minimizing the pairwise similarity between generated captions. This
homogenization process is applied to BLEURT score, converting it into the diversity
metric Self-BLEURT [207]. Finally, we calculate the overall bi-gram diversity of generated
captions using the Div-2 metric [208], which reports the ratio of unique bi-grams to the

total count of bi-grams in a sentence.

Dataset Model Type Accuracy Precision Recall F1
Zero-Shot 0.7107 0.7952 0.7107 0.7024
GPT4o Zero-Shot CoT 0.7468 0.8096 0.7468 0.7430
53 CoT 0.6559 0.7863 0.6559 0.6344
AMMSD 2.0 TRONIC 0.7659 0.7729 0.7659 0.7670
Zero-Shot 0.7393 0.7427 0.7393 0.7322
Zero-Shot CoT  0.7406 0.7752 0.7406 0.7400
InternVL3-14B S3 CoT 0.6874 0.7727 0.6874 0.6775
IRONIC 0.7177 0.7294 0.7177 0.7032
Zero-Shot 0.7799 0.8423 0.7799 0.7807
CPTio Zero-Shot CoT 0.7669 0.8290 0.7669 0.7677
53 CoT 0.7002 0.8172 0.7002 0.6939
IRONIC 0.8406 0.8501 0.8406 0.8422

RedEval

Zero-Shot 0.8327 0.8319 0.8327 0.8309
Zero-Shot CoT 0.7420 0.8039 0.7420 0.7428
InternVL3-14B 53 CoT 0.7122 0.8201 0.7122 0.7075
IRONIC 0.8197 0.8188 0.8197 0.8175

Table 5.5. Results for Multimodal Sarcasm Detection on MMSD2.0 and RedEval datasets

5.3.2 Multimodal Sarcasm Detection Evaluation

To measure the performance of MLLMs on multimodal sarcasm detection, we use the F1
score (weighted) as our main metric since it is framed as a binary classification task. We

also report overall Accuracy, Precision, and Recall for all models.

5.3.3 Baselines Compared

To understand how MLLMs utilize different types of reasoning chains compared to

TRONIC, we include a variety of prompting strategies in our experiments. Zero-Shot
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System Message for RONA

You are an expert linguist, and your task is to write image captions with the help of Coherence
Relations. A coherence relation describes the structural, logical, and purposeful relationships
between an image and its caption, capturing the author’s intent.

These are the possible coherence relations you can assign to an image-text pair:

- Insertion: The salient object described in the image is not explicitly mentioned in the text.

- Concretization: Both the text and image contain a mention of the main visual entity.

- Projection: The main entity mentioned in the text is implicitly related to the visual objects
present in the image.

- Restatement: The text directly describes the image contents.

- Extension: The image expands upon the story or idea in the text, presenting new elements or
elaborations, effectively filling in narrative gaps left by the text.

Prompt for Baseline Captioning

System
<insert-system-message>

User

You will be given an image (or) image-caption pair as input. Analyze the image and write 5
suitable captions that are diverse, but relevant. Create diverse captions while retaining the
same overall meaning of the original image-caption pair.

Return the captions as a JSON Array with the following format:
L

"<insert-caption-text-1>",

"<insert-caption-text-2>",

"<insert-caption-text-3>",

"<insert-caption-text-4>",

"<insert-caption-text-5>"

]

<insert-image>
<insert-caption>

serves as a simple baseline where only the input image and text are provided with a single
task prompt for sarcasm prediction. Zero-Shot CoT requires the model to generate a
step-by-step rationale before deciding whether sarcasm is present in the inputs. We also
compare S CoT, a strategy based on S* Agent [109] for multimodal sarcasm detection.
S3 Agent analyzes image-text pairs from 3 critical perspectives: superficial expression,
semantic information, and sentiment expression using a multi-agent framework. To ensure
consistency, we combine the parallel agent prompts that generate 3 separate rationales

into one single prompt, followed by a decision agent to predict sarcasm. This way, S°
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Prompt for RONA

System
<insert-system-message>

User
You will be given an image (or) image-caption pair as input. Write 5 image captions, one for

each coherence relation as your output.

Return the captions as a JSON object with the following format:

{

"Insertion": '"<insert-caption-text-1>",
"Concretization": '"<insert-caption-text-2>",
"Projection": '"<insert-caption-text-3>",
"Restatement": '"<insert-caption-text-4>",
"Extension": '"<insert-caption-text-5>"

X

<insert-image>
<insert-caption>

CoT is also a two-step strategy, serving as an alternate reasoning chain baseline.

System Message for Baseline Zero-Shot/CoT Evaluation

You are an expert linguist. Your task is to analyze a image-text pair and determine if it is
'sarcastic’ or 'non-sarcastic’.

5.3.4 Model Availability

This section focuses on the details regarding model availability and evaluation parameters.
For all models, we set temperature to 0 or do_sample=False, maximum output tokens

to 512 and the random seed set to 42, wherever possible to ensure reproducibility.

OpenAlI GPT: We access the GPT-40 model via a custom deployment using Azure
OpenAl. We evaluate gpt-40-2024-11-20 with a custom safety filter to restrict content
of high severity level. We also use GPT-40’s public version via the official OpenAI API.

Anthropic Claude: We access Claude 3.5 Sonnet v2 via the Vertex AI API, using
Google Cloud. We evaluate claude-3-5-sonnet-v2020241022.
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System Message for IRONIC

You are an expert linguist, and your task is to analyze and predict the most applicable
Coherence Relations for image-text pairs. A coherence relation describes the structural, logi-
cal, and purposeful relationships between an image and its caption, capturing the author’s intent.

These are the possible coherence relations you can assign to an image-text pair:

- Insertion: The salient object described in the image is not explicitly mentioned in the text.

- Concretization: Both the text and image contain a mention of the main visual entity.

- Projection: The main entity mentioned in the text is implicitly related to the visual objects
present in the image.

- Restatement: The text directly describes the image contents.

- Extension: The image expands upon the story or idea in the text, presenting new elements or
elaborations, effectively filling in narrative gaps left by the text.

Baseline Zero-Shot Prompt

System
<insert-system-message>

User
Output 0 if it does not contain sarcastic content, and 1 if it does. Do not add anything else in

your response.

<insert-image-text-pair>

Baseline Zero-Shot CoT Prompt

System
<insert-system-message>

User
Let’s think step-by-step and analyze the relationship between the text and image carefully.

<insert-image-text-pair>

Assistant
Analysis: <add-analysis-from-model>

User
Using your rationale, please determine if the image-text pair is sarcastic in nature. Output 0 if it
does not contain sarcastic content, and 1 if it does. Do not add anything else in your response.

Open-Source Models We evaluate InternVL3 14B MLLM (OpenGVLab/InternVL3-14B
on Huggingface) using the VLLM ! framework.

'https://github.com/vllm-project/v1ilm
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5.4 Findings and Discussion

IRONIC Prompt

System
<insert-system-message>

User
Let’s think step-by-step and analyze the relationship between the text and image carefully.
Please also identify the most appropriate coherence relation between the text and image.

<insert-image-text-pair>

Assistant
Analysis: <add-analysis-from-model>

User

Using the coherence relation analysis and the input image-text pair, please determine if the
content contains multi-modal sarcasm. Content where both image and text together create a
sarcastic effect is considered multi-modal sarcasm, do not focus on the sarcasm in only the
image or text. Clearly distinguish simple humor and satire which is not sarcastic from mockery
and irony which is sarcastic.

Output 0 if it does not contain multi-modal sarcasm, and 1 if it does. Do not add anything else
in your response.

RONA Improves Relevance and Diversity We present our evaluation of MLLMSs
on the task of Diverse Image Captioning in Tables 5.1 and 5.2 along with qualitative
examples in 5.4, 5.3. Our assessment spans 8 different settings: 2 tasks per dataset, 2
models per task and 2 different dataset domains. From our results, both GPT-40 and
Claude combined with RONA outperforms their respective baselines in 7/8 settings
on both ground truth similarity and diversity metrics. Particularly, we see a positive
agreement between Div-2 and Self-BLEURT, as they rate captions from RONA-based
models as more diverse over 5/8 baselines. With image & text similarity metrics such
as BLEURT and CLIPScore preferring RONA-based models 7/8 and 6/8 times over
baselines respectively, we can conclude that our observed diversity has not come at the

cost of contextual relevance.

Diversity and Similarity Trade-off Across Modalities From our experiments
across task types, we observe a small decrease in image similarity but improved caption
similarity and diversity in the Image + Caption task compared to Image-only task.

This confirms that image-only descriptive captioning approaches are limited in terms
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S Agent Prompt

User
Given the following image and text, please judge whether there is sarcasm based on the 3
perspectives below.

1. Superficial Expression: This includes detect underlying critiques in contexts through
image-text discrepancies.
2. Semantic Information: This includes detect extreme portrayals and metaphorical in

contexts through image-text semantic.

3. Sentiment Expression: This includes detect criticize emotion on specific subjects or
behaviors in the content.

Without considering conclusions drawn solely from images or text, both must be considered
together. Then, you should output the corresponding chain-of-thought to support your answer.

<insert-image-text-pair>

Assistant
Analysis: <add-analysis-from-model>

User

Unmask the hidden intent! Given the above rationales, delve into its layers of meaning.
Analyze the surface - the literal words used. Pierce deeper to uncover the semantic information
- the intended meaning behind those words. Finally, gauge the sentiment - the emotional
undercurrent. By weaving these insights together, can you crack the code of sarcasm and
determine if the comment is meant to be sincere or laced with sarcastic?

Follow these rules:

1. If any perspective cannot determine sarcasm due to lack of information, disregard that
perspective.

2. If any of the views conflict, choose the view with the most well-founded reasoning.

3. Output 0 if it does not contain sarcastic content, and 1 if it does. Do not add anything
else in your response.

of expression and rely heavily on listing visual features. This motivates the need for

WASs to be evaluated on captions with pragmatic variations to test their true ability in

understanding the overall message of a sample.

IRONIC Improves over CoT Baselines
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From our presented results on both datasets
in Table 5.5, we observe that IRONIC outperforms S CoT across all settings and Zero-
Shot CoT in 3 out of the 4 settings compared. With GPT-40, we see an improvement
of 3.23% and 9.70% on both MMSD2.0 and RedEval, respectively, compared to Zero-
Shot CoT. Similarly, for InternVL3, we observe a 10.06% improvement over Zero-Shot



CoT in RedEval. TRONIC when combined with GPT-40 beats all previous state-
of-the-art Zero-Shot approaches for MLLM-based sarcasm detection on both datasets
[110,195]. This demonstrates the benefits of a structured cognitive framework for sarcasm
identification over empirical prompting strategies in Zero-Shot settings, supporting our

initial hypothesis.

Challenges in Explicit Reasoning Incorporation An interesting observation that
we find when testing InternVL3-14B, is the strong zero-shot performance without separate
reasoning steps on both datasets. The introduction of reasoning chains, both general
and coherence-aware, does not provide meaningful performance improvements. This
suggests that the model may rely on implicit heuristics for sarcasm recognition. Another
potential reason for this behavior may be the lack of capacity to generate high-quality
intermediate rationales [29]. This indicates that larger models may demonstrate higher

internal reasoning fidelity to make use of cognitive reasoning scaffolds such as CRs.

5.5 Limitations

Our current analysis of RONA is limited to a couple of top-performing MLLM archi-
tectures. Evaluating how open-source MLLMs can leverage CRs for image captioning
is a part of our future work. Additionally, our evaluation strategy does not validate
the prompt following accuracy of MLLMs in adhering to specific CRs, which would be
a significant challenge for smaller, low-resource models. These inaccuracies may lead
to hallucinations, harming the factual accuracy of generated captions. Incorporating
Factual Consistency metrics and Human preference ratings to identify potential types of

hallucinations in diverse captioning tasks is a direction of future work we wish to pursue.

93



~

Original Caption: It’s raining, it’s pouring. The sleepy fox is snoring.

Baseline (Image-only)

Sleepy fox curled up contentedly on white
sheets.

Red fox showing its fluffy belly while napping
peacefully.

A comfortable fox enjoying a lazy day in bed.
Beautiful russet-colored fox in complete relax-
ation mode.

Wild spirit at rest: fox taking an adorable
snooze on soft bedding.

RONA (Image-only)

Insertion: Sweet dreams are made of soft
white sheets and peaceful afternoon naps.
Concretization: A red fox lies contentedly on
its back, nestled in crisp white bedding.
Projection: Finding complete comfort and
trust in one’s surroundings is a rare and pre-
cious thing.

Restatement: A fox is sleeping upside down
on white sheets, with its red-orange fur con-
trasting against the white background, showing
its belly and paws in the air.

Extension: Like many domestic pets, this
rescued fox has adapted to human comforts,
choosing the soft embrace of fresh linens over
its natural forest bedding, showing how wild an-
imals can adapt to domesticated environments
when given the chance.

Baseline (Image 4+ Caption)

A cozy fox napping peacefully on white sheets.
Red fox curled up in blissful slumber, paws in
the air.

Playful fox showing its belly while taking a
comfortable nap.

Beautiful russet-colored fox in deep sleep on
soft bedding.

Adorable fox stretched out and snoring on pris-
tine white linens.

RONA (Image + Caption)

Insertion: The gentle pitter-patter outside
creates the perfect atmosphere for afternoon
rest.

Concretization: A sleepy red fox lies curled
up, snoring peacefully on white bedding.
Projection: Dreaming of chasing rabbits while
the storm rages outside.

Restatement: A red fox is sleeping on its
back, completely relaxed on white sheets while
it’s raining outside.

Extension: As rain drums against the win-
dowpane, this rescued fox demonstrates how
domesticated wildlife can find comfort in hu-
man spaces, sprawled out on clean linens just
like a household pet.

Figure 5.3. Qualitative examples of Tweet Subtitles. Baseline models are shown in blue, and
RONA models are shown in red.



Baseline (Image-only)

Creamy vanilla ice cream topped with crispy
honeycomb pieces.

Homemade ice cream dessert garnished with
crunchy toffee bits.

Sweet and crunchy: vanilla gelato with
caramelized sugar shards.

Classic vanilla scoops adorned with brittle
candy fragments.

Artisanal ice cream featuring golden honey-
comb crumble topping.

RONA (Image-only)

Insertion: The perfect way to end a summer
evening on the patio.

Concretization: Vanilla ice cream garnished
with crispy honeycomb pieces in a blue ceramic
bowl.

Projection: Sweet memories of childhood
desserts come flooding back with every spoon-
ful.

Restatement: Scoops of creamy white ice
cream topped with crunchy golden candy pieces,
served in a light blue bowl against a wooden
background.

Extension: This artisanal dessert combines
locally-sourced dairy with house-made honey-
comb brittle, showcasing how simple ingredients
can create an extraordinary taste experience
when crafted with care.

al

Caption: JUST NUTS: The creaminess of this dessert comes from churned almond milk.

Baseline (Image + Caption)

Creamy almond milk ice cream topped with
crunchy toasted nut brittle.

Dairy-free frozen dessert made with almond
milk and garnished with caramelized nuts.
Smooth vegan ice cream featuring almond milk,
decorated with crispy nut pieces.

Artisanal almond milk gelato adorned with
handmade nutty crumble.

Plant-based frozen treat with rich almond flavor
and crunchy nut topping.

RONA (Image + Caption)

Insertion: A refreshing frozen treat perfect
for hot summer days, churned to creamy per-
fection.

Concretization: Scoops of almond milk ice
cream topped with crunchy toasted nuts in a
blue ceramic bowl.

Projection: The dairy-free dessert revolution
takes shape in this plant-based frozen delight.
Restatement: Creamy white almond milk ice
cream served in a light blue bowl, garnished
with crushed nuts on top.

Extension: This artisanal vegan ice cream
demonstrates how nut-based alternatives can ri-
val traditional dairy desserts, offering both sus-
tainable ingredients and decadent taste while
catering to those with dietary restrictions.

Figure 5.4. Qualitative examples of ANNA Examples. Baseline models are shown in blue,
and RONA models are shown in red.



5.6 Ethics Statement

We acknowledge the potential for alternate prompting strategies like RONA to be used
for generating misleading content, especially from specific domains such as news media.
However, from our evaluation, we find that MLLM safety filters are robust in capturing
potentially harmful content in either the input images or captions. With CRs leveraging
pragmatic and common-sense knowledge of MLLMs to generate diverse captions, there
exists a possibility of model biases and stereotypes clouding the quality of our generations.
This is especially a problem in cases where culturally sensitive material is present in our
input samples. We advocate for the responsible use of Writing Assistants with adequate
human oversight to prevent such situations. The types of CRs we analyze are optimized
for image-text linkages present in English. This may result in unexpected behavior when
evaluating sarcasm in multi-lingual or code-mixed settings. Thus, we advocate the safe

use of these approaches with human-in-the-loop validation.

5.7 Summary

We propose RONA and IRONIC, which utilize Coherence Relation-based reasoning
frameworks that apply for both generative and discriminative tasks. Our study presents
a holistic evaluation of top MLLMs on their ability to utilize these relationships through
in-context learning. Our results show that RONA enables the generation of a greater
variety of captions while improving their overall semantic and contextual relevance across
domains. Similarly, we observe that IRONIC elicits improved reasoning capabilities
from MLLMs compared to other CoT approaches. Both these approaches serve as a new
baseline for future work leveraging image-text relationships for improving the quality of

pragmatic reasoning.
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Chapter 6
Conclusions and Future Work

6.1 Summary of Contributions

This dissertation has explored the critical role of Visio-Linguistic Reasoning in
bridging the gap between purely factual, logical comprehension and true communicative
intent in multimodal generative models.

We begin by investigating limitations in multimodal encoders used for tasks such as
T2I Synthesis in representing captions from real-world information domains through the
introduction of two large-scale benchmarks, ANNA and ANCHOR. Our analysis shows
their inability to interpret abstractive, linguistically-diverse captions even after transfer
learning. In response, we proposed SAFE, a modular fine-tuning strategy that significantly
improves image-caption alignment and subject representation without requiring full model
retraining.Secondly, we extend our focus to evaluating generative models such as LLMs in
specialized domains, specifically when sample annotation is a costly and time-consuming
process through the proposal of Generative Active Testing (GAT).

Thirdly, we identify a disconnect in existing vision and text reasoning benchmarks for
assessing the understanding of non-literal, inter-modal relationships. To solve this, we
design the CORDIAL benchmark focused on the task of multimodal discourse analysis
through the lens of CRs. We show even state-of-the-art MLLMs struggle to interpret
pragmatic relations along with interventions to strengthen pragmatic alignment. Finally,
we integrate pragmatic context and CRs as a part of the reasoning process for diverse
image captioning and multimodal sarcasm detection through RONA and IRONIC

respectively, achieving state-of-the-art performance on both tasks.
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6.2 Future Research Directions

While this dissertation makes significant strides in multimodal reasoning, several avenues
remain open for future investigation. Building on the limitations identified in our studies,

we propose the following directions:

Cross-Discourse and Multi-Turn Reasoning Our evaluation of intermodal rea-
soning in MLLMs was limited to single-turn discourses due to data availability. Future
research should focus on multi-turn discourse analysis, where coherence relations evolve
over a conversational thread. Additionally, developing a unified taxonomy of Coherence
Relations that generalizes across complementary discourse domains and downstream tasks
remains a challenging but necessary step for robust general-purpose MLLMs. Expanding

these benchmarks to multi-lingual settings is also critical for global applicability.

Adaptive and Open-Ended Evaluation In our active testing framework, we rely
on zero-shot surrogates for quantifying model uncertainty. A promising extension is
the adaptive fine-tuning of surrogates on acquired samples during the testing process
to progressively refine uncertainty estimates. Additionally, extending the Statement
Adaptation module to support open-domain QA and long-form generation tasks would

broaden the applicability of active testing frameworks beyond multiple-choice formats.

Expanding Linguistic Scope for Multimodal Interactions In our work, we show
how applying linguistic theories such as coherence relations helps support downstream
tasks that require pragmatic inference. To extend our work further, we advocate the
operationalization of linguistic theories from the fields of semiotics and cognitive science

to better define how multimodal interactions take place across discourse domains.

98



Bibliography

1]

CHEN, X., H. FANG, T.-Y. LIN, R. VEDANTAM, S. GUPTA, P. DOLLAR, and
C. L. ZrTNICK (2015) “Microsoft COCO Captions: Data Collection and Evaluation
Server,” arXiv preprint arXiv:1504.00325.

Brown, T. B., B. MANN, N. RYDER, M. SUBBIAH, J. KAPLAN, P. DHARI-
WAL, A. NEELAKANTAN, P. SHYAM, G. SASTRY, A. ASKELL, S. AGARWAL,
A. HERBERT-VO0SS, G. KRUEGER, T. HENIGHAN, R. CHILD, A. RAMESH, D. M.
ZIEGLER, J. Wu, C. WINTER, C. HESSE, M. CHEN, E. SIGLER, M. LITWIN,
S. GrAy, B. CHEsS, J. CLARK, C. BERNER, S. MCCANDLISH, A. RADFORD,
I. SUTSKEVER, and D. AMODEI (2020) “Language Models are Few-Shot Learners,”
arXiv:2005.14165 [cs].

Karran, J., S. McCanprisH, T. HENIGHAN, T. B. BrowN, B. CHESS,
R. CHILD, S. GRAY, A. RADFORD, J. WU, and D. AMODEI (2020) “Scaling laws
for neural language models,” arXiv:2001.08361.

RADFORD, A., J. W. KiMm, C. HALLACY, A. RAMESH, G. GOH, S. AGAR-
WAL, G. SASTRY, A. ASKeLL, P. MisHKIN, J. CLARK, G. KRUEGER, and
I. SUTSKEVER (2021) “Learning Transferable Visual Models From Natural Lan-
guage Supervision,” in International Conference on Machine Learning, PMLR, pp.
8748-8763.

Ho, J. and T. SALIMANS (2022) “Classifier-Free Diffusion Guidance,” arXiv:2207
.12598.

Wu, P. and S. X1E (2024) “V?: Guided Visual Search as a Core Mechanism in
Multimodal LLMs,” in Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, pp. 13084—13094.

SHEK, C. L., X. Wu, W. A. SUTTLE, C. BUSART, E. ZAROUKIAN, D. MANOCHA,
P. TOKEKAR, and A. S. BEDI (2024) “LANCAR: Leveraging language for context-
aware robot locomotion in unstructured environments,” in 2024 IEEE/RSJ Interna-
tional Conference on Intelligent Robots and Systems (IROS), IEEE, pp. 9612-9619.

XENOS, A., T. STAFYLAKIS, I. PATRAS, and G. TZIMIROPOULOS (2023) “A simple
baseline for knowledge-based visual question answering,” in Proceedings of the 2023

99


2001.08361
2207.12598
2207.12598

[10]

[11]

[12]
[13]

[19]

Conference on Empirical Methods in Natural Language Processing, Association for
Computational Linguistics, Stroudsburg, PA, USA, pp. 14871-14877.

Lu, P.; S. Misura, T. Xi1a, L. Qiu, K.-W. CHANG, S.-C. ZHU, O. TAFJORD,
P. CLARK, and A. KALYAN (2022) “Learn to Explain: Multimodal Reasoning
via Thought Chains for Science Question Answering,” in The 36th Conference on
Neural Information Processing Systems (NeurIPS).

WipDowsoN, H. G. (1978) Teaching Language as Communication, Oxford Applied
Linguistics, Oxford University Press, London, England.

HoBss, J. R. (1978) Why is discourse coherent?, vol. 176, SRI International Menlo
Park, CA.

FEDERICO, S. (2016) “These are NPR’s photo caption guidelines,” NPR.

ALiKHANI, M., S. NAG CHOWDHURY, G. DE MELO, and M. STONE (2019)
“CITE: A Corpus of Image-Text Discourse Relations,” in Proceedings of the 2019
Conference of the North, Association for Computational Linguistics, Stroudsburg,
PA, USA, pp. 570-575.

MARrsH, E. E. and M. WHITE (2003) “A taxonomy of relationships between
images and text,” J. Documentation, 59, pp. 647-672.

Liu, Y., Z. Ya0o, X. Lv, Y. FaN, S. CA0, J. Yu, L. Hou, and J. L1 (2024) “Untan-
gle the KNOT: Interweaving Conflicting Knowledge and Reasoning Skills in Large
Language Models,” in Proceedings of the 2024 Joint International Conference on

Computational Linguistics, Language Resources and Evaluation (LREC-COLING
2024), pp. 17186-17204.

RoOBERTS, R. M. and R. J. KREUZ (1994) “Why do people use figurative language?”
Psychol. Sci., 5(3), pp. 159-163.

Fu, X., M. HEg, Y. Lu, W. Y. WANG, and D. RoTH (2024) “Commonsense-T2I
Challenge: Can Text-to-Image Generation Models Understand Commonsense?” in
First Conference on Language Modeling.

SHENG, E., K.-W. CHANG, P. NATARAJAN, and N. PENG (2021) “Societal
biases in language generation: Progress and challenges,” in Proceedings of the 59th
Annual Meeting of the Association for Computational Linguistics and the 11th
International Joint Conference on Natural Language Processing (Volume 1: Long
Papers), Association for Computational Linguistics, Stroudsburg, PA, USA, pp.
4275-4293.

BriMo, D., K. APEL, and T. FOUNTAIN (2017) “Examining the contributions

of syntactic awareness and syntactic knowledge to reading comprehension: EX-
AMINING THE CONTRIBUTIONS OF SYNTAX,” J. Res. Read., 40(1), pp.
D7-T74.

100



[20]

DosoviTskiy, A., L. BEYER, A. KOLESNIKOV, D. WEISSENBORN, X. ZHAI,
T. UNTERTHINER, M. DEHGHANI, M. MINDERER, G. HEIGOLD, S. GELLY,
J. UszkOREIT, and N. HouLSBY (2021) “An Image is Worth 16x16 Words:
Transformers for Image Recognition at Scale,” in International Conference on
Learning Representations.

OPENAI, A. HURST, A. LERER, A. P. GOUCHER, A. PERELMAN, A. RAMESH,
A. CLARK, A. J. OsTROW, A. WELIHINDA, A. HAYES, A. RADFORD, A. MADRY,
A. BAKER-WHITCOMB, A. BEUTEL, A. BORZUNOV, A. CARNEY, A. CHOW,
A. KiriLLov, A. NicHOL, A. PAINO, A. RENzIN, A. T. PAssos, A. KIRILLOV,
A. CHRISTAKIS, A. CONNEAU, A. KAMALI, A. JABRI, A. MOYER, A. TAM,
A. CrROOKES, A. TOOTOOCHIAN, A. TOOTOONCHIAN, A. KUMAR, A. VAL-
LONE, A. KARPATHY, A. BRAUNSTEIN, A. CANN, A. CoDISPOTI, A. GALU,
A. KONDRICH, A. TULLOCH, A. MISHCHENKO, A. BAEK, A. JIANG, A. PELISSE,
A. WOODFORD, A. GOSALIA, A. DHAR, A. PANTULIANO, A. NAYAK, A. OLIVER,
B. ZoprH, B. GHORBANI, B. LEIMBERGER, B. ROSSEN, B. SOKOLOWSKY,
B. WANG, B. Zweic, B. HoovEr, B. Samic, B. McGREw, B. SPERO,
B. GIERTLER, B. CHENG, B. LicHTCAP, B. WALKIN, B. QUINN, B. GUAR-
RACI, B. Hsu, B. KELLOGG, B. EASTMAN, C. LUGARESI, C. WAINWRIGHT,
C. Bassin, C. Hubson, C. CHu, C. NELSON, C. L1, C. J. SHERN, C. CONGER,
C. BARETTE, C. Voss, C. Ding, C. Lu, C. ZHANG, C. BEAUMONT, C. HAL-
LAcy, C. KocH, C. GiBsoN, C. Kim, C. CHo1, C. McLEAVEY, C. HESSE,
C. Fi1sCcHER, C. WINTER, C. CZARNECKI, C. JArvis, C. WEI, C. KOUMOUZELIS,
D. SHERBURN, D. KAPPLER, D. LEVIN, D. LEVY, D. CARR, D. FARHI, D. MELY,
D. RoBINSON, D. Sasaki, D. JIN, D. VALLADARES, D. Tsipras, D. L1, D. P.
NGUYEN, D. FINDLAY, E. O1woH, E. WONG, E. ASDAR, E. PROEHL, E. YANG,
E. ANTONOW, E. KRAMER, E. PETERSON, E. SIGLER, E. WALLACE, E. BREVDO,
E. MAvs, F. Knorasant, F. P. SucH, F. Raso, F. ZHANG, F. VON LOHMANN,
F. Surit, G. GoH, G. ODEN, G. SALMON, G. STARACE, G. BROCKMAN,
H. SatmaN, H. Bao, H. Hu, H. WongG, H. WANG, H. ScamipT, H. WHITNEY,
H. Jun, H. KiRCHNER, H. P. D. O. PinTO, H. REN, H. CHANG, H. W. CHUNG,
I. KivLicHAN, I. O’CONNELL, I. O’CONNELL, I. OSBAND, I. SILBER, I. SOHL,
I. Okuvucu, I. LAN, I. KOSTRIKOV, I. SUTSKEVER, I. KANITSCHEIDER, I. GUL-
RAJANI, J. COXON, J. MENICK, J. PACHOCKI, J. AUNG, J. BETKER, J. CROOKS,
. LENNON, J. Kir0S, J. LEIKE, J. PARK, J. KWON, J. PHANG, J. TEPLITZ,
. WE1, J. WOLFE, J. CHEN, J. HARRIS, J. VARAVVA, J. G. LEE, J. SHIEH,
LiN, J. Yu, J. WENG, J. TANG, J. YU, J. JANG, J. Q. CANDELA, J. BEUTLER,
LANDERS, J. PARISH, J. HEIDECKE, J. SCHULMAN, J. LACHMAN, J. McKAy,
. UesAToO, J. WARD, J. W. Kim, J. HUizINGA, J. SITKIN, J. KRAAIJEVELD,
. GRosSS, J. KAPLAN, J. SNYDER, J. AcHiAM, J. J1A0, J. LEE, J. ZHUANG,
. HARRIMAN, K. FrICKE, K. HAvasHI, K. SINGHAL, K. SHI, K. KARTHIK,
K Woob, K. RiMmBACH, K. Hsu, K. NGUYEN, K. GU-LEMBERG, K. BUTTON,
K. Liv, K. Howg, K. MUTHUKUMAR, K. LUTHER, L. AHMAD, L. KaIl, L. ITOW,
L. WorkMAN, L. PaTHAK, L. CHEN, L. JiNG, L. Guy, L. FEDUS, L. ZHOU,

101



[22]

23]

[24]

[25]

L. MamIiTsukA, L. WENG, L. McCALLuMm, L. HELD, L. OuyaNg, L. FEU-
VRIER, L. ZHANG, L. KONDRACIUK, L. KAISER, L. HEWITT, L. METZ, L. DOSHI,
M. ArLAK, M. SIMENS, M. BoyD, M. THOMPSON, M. DUKHAN, M. CHEN,
M. GrAy, M. HuDNALL, M. ZHANG, M. ALJUBEH, M. LITWIN, M. ZENG,
M. JOHNSON, M. SHETTY, M. GUPTA, M. SHAH, M. YATBAZ, M. J. YANG,
M. ZuoNG, M. GLAESE, M. CHEN, M. JANNER, M. LAMPE, M. PETROV,
M. Wu, M. WaNG, M. FrabpiN, M. Pokrass, M. CasTtrOo, M. O. T.
DE CASTRO, M. PAvLov, M. BRUNDAGE, M. WANG, M. KHAN, M. MURATI,
M. BavariaN, M. LiN, M. YESILDAL, N. SOTO, N. GIMELSHEIN, N. CONE,
N. STAUDACHER, N. SUMMERS, N. LAFONTAINE, N. CHOWDHURY, N. Ry-
DER, N. STATHAS, N. TURLEY, N. TEzZAK, N. FELIX, N. KUDIGE, N. KESKAR,
. DEUTsCH, N. BUunDICK, N. PUCKETT, O. NACHUM, O. OKELOLA, O. BOIKO,
. MURK, O. JAFFE, O. WATKINS, O. GODEMENT, O. CAMPBELL-MOORE,
. CHAO, P. McMiLLaN, P. BELov, P. Su, P. BAK, P. BAkkuM, P. DENG,
DoLAN, P. HOESCHELE, P. WELINDER, P. TiLLET, P. PRONIN, P. TILLET,
. DHARIWAL, Q. YUAN, R. Dias, R. Lim, R. ArRORA, R. TRrROLL, R. LIN,
. G. Lopes, R. Puri, R. Mivara, R. LEIKE, R. GAUBERT, R. ZAMANTI,
. WANG, R. DONNELLY, R. HONSBY, R. SMITH, R. SAHAI, R. RAMCHANDANTI,
. HUET, R. CARMICHAEL, R. ZELLERS, R. CHEN, R. CHEN, R. NIGMATULLIN,
. CHEU, S. JAIN, S. ALTMAN, S. SCHOENHOLZ, S. TOIZER, S. MISERENDINO,
AGARWAL, S. CULVER, S. ETHERSMITH, S. GRAY, S. GROVE, S. METZGER,
HERMANI, S. JAIN, S. ZHAO, S. WU, S. JomoTO, S. WU, SHUAIQI, XIA,
PHENE, S. PAPAY, S. NARAYANAN, S. COFFEY, S. LEE, S. HALL, S. BALAUJI,
. BRODA, T. STRAMER, T. XU, T. GOGINENI, T. CHRISTIANSON, T. SANDERS,
. PATWARDHAN, T. CUNNINGHMAN, T. DEGRy, T. DiMsoN, T. RAOUX,
. SHADWELL, T. ZHENG, T. UNDERWOOD, T. MARKOV, T. SHERBAKOV,
. RuBIN, T. StAs1, T. KAFTAN, T. HEYwWoOD, T. PETERSON, T. WALTERS,
. ELounpou, V. QI1, V. MOELLER, V. MoNAcO, V. Kuo, V. FOMENKO,
W. CHANG, W. ZHENG, W. ZHOU, W. MANASSRA, W. SHEU, W. ZAREMBA,
Y. Patin, Y. QI1AN, Y. KM, Y. CHENG, Y. ZHANG, Y. HE, Y. ZHANG, Y. JIN,
Y. Da1, and Y. MALKOV (2024) “GPT-40 System Card,” arXiv:2410.21276.

HHEHHEHEH®RNNNIIIITTYTTOZ

ANTHROPIC, “Claude 3.5 Sonnet,” https://www.anthropic.com/claude/sonnet,
accessed: 2025-2-14.

PicuAl S. (2024), “Our next-generation model: Gemini 1.5,” https://blog.goo
gle/technology/ai/google-gemini-next-generation-model-february-202
4/, accessed: 2025-2-2.

Liu, H., C. L1, Y. L1, and Y. J. LEE (2023), “Improved Baselines with Visual
Instruction Tuning,” arXiv:2310.03744.

Wu, Z., X. CHEN, Z. PAN, X. Liu, W. Liu, D. DA1, H. Gao, Y. Ma, C. Wu,
B. Wang, Z. X1, Y. Wu, K. Hu, J. WANG, Y. SuN, Y. L1, Y. P1ao, K. GUAN,
A. Liu, X. XIE, Y. You, K. Dong, X. Yu, H. ZHANG, L. ZHAO, Y. WANG,

102


2410.21276
https://www.anthropic.com/claude/sonnet
https://blog.google/technology/ai/google-gemini-next-generation-model-february-2024/
https://blog.google/technology/ai/google-gemini-next-generation-model-february-2024/
https://blog.google/technology/ai/google-gemini-next-generation-model-february-2024/
2310.03744

[30]

[31]

32]

[33]

[34]

[35]

and C. RUAN (2024) “DeepSeek-VL2: Mixture-of-Experts vision-Language Models
for advanced multimodal understanding,” arXiv:2412.10302.

Bar, J., S. Bar, S. YANG, S. WANG, S. TaN, P. WANG, J. LiN, C. ZHOU, and
J. ZHOoU (2023) “Qwen-VL: A versatile vision-language model for understanding,
localization, text reading, and beyond,” arXiv:2308.12966.

Lv, T., Y. HUANG, J. CHEN, Y. ZHAO, Y. JiA, L. Cur, S. MA, Y. CHANG,
S. HuanGg, W. WaNG, L. Dong, W. Luo, S. Wu, G. WANG, C. ZHANG, and
F. WEr (2023) “KOSMOS-2.5: A Multimodal Literate Model,” arXiv:2309.11419.

L1, J., W. Lu, H. Fe1, M. Luo, M. DaA1, M. X1A, Y. JIN, Z. GAN, D. Q1, C. Fu,
Y. Tar, W. YANG, Y. WANG, and C. WANG (2024) “A Survey on benchmarks of
Multimodal Large Language Models,” arXiv:2408.08632.

ANANTHA RAMAKRISHNAN, A., A. ANANTHA RAMAKRISHNAN, and D. LEE
(2025) “CORDIAL: Can Multimodal Large Language Models Effectively Understand
Coherence Relationships?” in Proceedings of the 63rd Annual Meeting of the
Association for Computational Linguistics (Volume 1: Long Papers), Association
for Computational Linguistics, Stroudsburg, PA, USA, pp. 21277-21297.

THrRUSH, T., R. JIANG, M. BARTOLO, A. SINGH, A. WILLIAMS, D. KIELA,
and C. Ross (2022) “Winoground: Probing vision and language models for
visio-linguistic compositionality,” in Proceedings of the IEEE/CVF Conference on
Computer Vision and Pattern Recognition, pp. 5238-5248.

L1, Y., A. Dao, W. Bao, Z. Tan, T. CHEN, H. Liu, and Y. KONG (2024)
“Facial Affective Behavior Analysis with Instruction Tuning,” in Computer Vision —
ECCV 2024: 18th Furopean Conference, Milan, Italy, September 29 — October 4,
202/, Proceedings, Part XVIII, Springer-Verlag, Berlin, Heidelberg, p. 165-186.

KamaTH, A., J. HESSEL, and K.-W. CHANG (2023) “What’s “up” with vision-
language models? Investigating their struggle with spatial reasoning,” in The 2023
Conference on Empirical Methods in Natural Language Processing.

ZHANG, Y., Z. XU, Y. SHEN, P. KOrRDJAMSHIDI, and L.. HUANG (2025) “SPAR-
TUN3D: Situated Spatial Understanding of 3D World in Large Language Model,”
in The Thirteenth International Conference on Learning Representations.

RajaBI, N. and J. KOSECKkA (2024) “GSR-Bench: A Benchmark for Grounded
Spatial Reasoning Evaluation via Multimodal LLMs,” in NeurlPS 2024 Workshop
on Compositional Learning: Perspectives, Methods, and Paths Forward.

NIg, J., G. ZHANG, W. AN, Y.-P. TaN, A. C. Kor, and S. Lu (2024) “MMRel:
A relation understanding benchmark in the MLLM era,” arXiv:2406.09121.

103


2412.10302
2308.12966
2309.11419
2408.08632
2406.09121

[36]

[37]

[39]

[40]

[41]

[43]

[45]

Kamor, R., Y. ZHANG, S. S. S. Das, R. H. ZHANG, and R. ZHANG (2025)
“VisOnlyQA: Large Vision Language Models Still Struggle with Visual Perception
of Geometric Information,” in Second Conference on Language Modeling.

Wang, K., J. PAN, W. SHI, Z. Lu, H. REN, A. ZHou, M. ZHAN, and H. L1 (2024)
“Measuring Multimodal Mathematical Reasoning with MATH-Vision Dataset,” in
The Thirty-eight Conference on Neural Information Processing Systems Datasets
and Benchmarks Track.

JoHnsoN, J., B. HARIHARAN, L. VAN DER MAATEN, L. FEI-FEI,
C. LAWRENCE ZITNICK, and R. GIRSHICK (2017) “Clevr: A diagnostic dataset
for compositional language and elementary visual reasoning,” in Proceedings of the
IEEFE conference on computer vision and pattern recognition, pp. 2901-2910.

SCHWENK, D.; A. KHANDELWAL, C. CLARK, K. MARINO, and R. MOTTAGHI
(2022) “A-OKVQA: A Benchmark for Visual Question Answering Using World
Knowledge,” in Computer Vision — ECCV 2022: 17th European Conference, Tel
Aviv, Israel, October 23-27, 2022, Proceedings, Part VIII, Springer-Verlag, Berlin,
Heidelberg, p. 146-162.

ZENG, Y., W. KANG, Y. CHEN, H. 1. Koo, and K. LEE (2024) “Can MLLMs
Perform Text-to-Image In-Context Learning?” in First Conference on Language
Modeling.

ZONG, Y., O. BOHDAL, and T. HOSPEDALES (2024) “VL-ICL Bench: The Devil
in the Details of Multimodal In-Context Learning,” in The Thirteenth International
Conference on Learning Representations.

SHAO, H., S. QiaN, H. X1a0, G. SONG, Z. ZoNG, L. WaANG, Y. Liu, and
H. L1 (2024) “Visual CoT: Advancing Multi-Modal Language Models with a
Comprehensive Dataset and Benchmark for Chain-of-Thought Reasoning,” in The
Thirty-eight Conference on Neural Information Processing Systems Datasets and
Benchmarks Track.

ALIKHANI, M., P. SHARMA, S. L1, R. Soricut, and M. STONE (2020) “Cross-
modal coherence modeling for caption generation,” in Proceedings of the 58th Annual
Meeting of the Association for Computational Linguistics (D. Jurafsky, J. Chai,
N. Schluter, and J. Tetreault, eds.), Association for Computational Linguistics,
Stroudsburg, PA, USA, pp. 6525-6535.

Xu, C., H. TaN, J. L1, and P. L1 (2022) “Understanding social media cross-
modality discourse in linguistic space,” in Findings of the Association for Computa-

tional Linguistics: EMNLP 2022 (Y. Goldberg, Z. Kozareva, and Y. Zhang, eds.),
Association for Computational Linguistics, Stroudsburg, PA, USA, pp. 2459-2471.

ANANTHA RAMAKRISHNAN, A.; A. ANANTHA RAMAKRISHNAN, and D. LEE
(2025) “RONA: Pragmatically diverse image captioning with coherence relations,” in

104



[48]

[50]

[51]

[52]

[53]

Proceedings of the Fourth Workshop on Intelligent and Interactive Writing Assistants
(In2Writing 2025), Association for Computational Linguistics, pp. 74-86.

(2025) “IRONIC: Coherence-aware reasoning chains for multi-modal Sar-

casm Detection,” in The First Workshop on Pragmatic Reasoning in Language
Models (PragLM).

SHARMA, P., N. DING, S. GOODMAN, and R. SoricuT (2018) “Conceptual
Captions: A Cleaned, Hypernymed, Image Alt-text Dataset For Automatic Image
Captioning,” in Proceedings of the 56th Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers), Association for Computational
Linguistics, Melbourne, Australia, pp. 2556—2565.

CHANGPINYO, S., P. SHARMA, N. DING, and R. Soricut (2021) “Concep-
tual 12M: Pushing web-scale image-text pre-training to recognize long-tail visual
concepts,” in 2021 IEEE/CVF Conference on Computer Vision and Pattern Recog-
nition (CVPR), IEEE, pp. 3558-3568.

SCHUHMANN, C., R. KACZMARCZYK, A. KOMATSUZAKI, A. KATTA, R. VENCU,
R. BeaumonT, J. JiTsev, T. CooMmBEs, and C. MuLLis (2021) “LAION-
400M: Open Dataset of CLIP-Filtered 400 Million Image-Text Pairs,” in NeurIPS
Workshop Datacentric AL

SCcHUHMANN, C., R. BEaumonT, R. VENcU, C. GORDON, R. WIGHTMAN,
M. CHERTI, T. COOMBES, A. KATTA, C. MULLIS, M. WORTSMAN, and OTHERS
(2022) “Laion-5b: An open large-scale dataset for training next generation image-
text models,” Advances in neural information processing systems, 35, pp. 25278~
25294.

ScHUHMANN C, KOpr A, VENCU R, CooMBEs T, AND BEAUMONT R (2022),
“Laion coco: 600m synthetic captions from laion2b-en,” https://laion.ai/blog/
laion-coco/.

Yu, J., Y. Xu, J. Y. KoH, T. LuoNG, G. BAID, Z. WANG, V. VASUDEVAN,
A. Ku, Y. YANG, B. K. AvaN, B. HurcHINSON, W. HAN, Z. PAREKH, X. LI,
H. ZuanG, J. BALDRIDGE, and Y. WU (2022) “Scaling Autoregressive Models
for Content-Rich Text-to-Image Generation,” Transactions on Machine Learning
Research.

SAHARIA, C., W. CHAN, S. SAXENA, L. L1, J. WHANG, E. L. DENTON,
K. GHASEMIPOUR, R. GONTIJO LOPES, B. KARAGOL AYAN, T. SALIMANS,
and OTHERS (2022) “Photorealistic text-to-image diffusion models with deep
language understanding,” Advances in neural information processing systems, 35,
pp. 36479-36494.

105


https://laion.ai/blog/laion-coco/
https://laion.ai/blog/laion-coco/

[54]

[55]

[57]

[58]

[59]

[61]

[62]

[63]

Li, D., H. Ling, S. W. Kim, K. KRrE1s, S. FIDLER, and A. TORRALBA (2022)
“BigDatasetGAN: Synthesizing ImageNet with pixel-wise annotations,” in Proceed-
ings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition,
pp. 21330-21340.

WanNg, Z. J., E. MoNTOYA, D. MUNECHIKA, H. YANG, B. HOOVER, and D. H.
CHAU (2023) “Diffusiondb: A large-scale prompt gallery dataset for text-to-image
generative models,” in Proceedings of the 61st annual meeting of the association
for computational linguistics (volume 1: Long papers), pp. 893-911.

RaDrorD, A., J. W. KiMm, C. HALLACY, A. RAMESH, G. GOH, S. AGAR-
WAL, G. SASTRY, A. ASkeLL, P. MIsSHKIN, J. CLARK, G. KRUEGER, and
I. SUTSKEVER (2021) “Learning Transferable Visual Models From Natural Lan-
guage Supervision,” arXiv:2103.00020 [cs].

Jia, C.; Y. YANG, Y. X1A, Y.-T. CHEN, Z. PAREKH, H. PHAM, Q. V. LE,
Y.-H. SungG, Z. L1, and T. DUERIG (2021) “Scaling up visual and vision-language
representation learning with noisy text supervision,” ICML, 139, pp. 4904-4916,
arXiv:2102.05918.

CARON, M., H. TouvroN, I. MisrA, H. JEcoU, J. MAIRAL, P. BOJANOWSKI,
and A. JOULIN (2021) “Emerging properties in self-supervised vision transformers,”
in 2021 IEEE/CVF International Conference on Computer Vision (ICCV), IEEE,
pp. 9650-9660.

HesseL, J., A. HoLtzMAN, M. FOrBEs, R. LE BraAs, and Y. CHOI (2021)
“CLIPScore: A Reference-free Evaluation Metric for Image Captioning,” in Proceed-
ings of the 2021 Conference on Empirical Methods in Natural Language Processing,
Association for Computational Linguistics, Online and Punta Cana, Dominican
Republic, pp. 7514-7528.

ANANTHA RAMAKRISHNAN, A. S. X. HUANG, and D. LEE (2024) “ANNA:
Abstractive Text-to-Image Synthesis with Filtered News Captions,” in The Third
Workshop on Advances in Language and Vision Research, Association for Compu-
tational Linguistics.

Ross, C., M. HALL, A. ROMERO-SORIANO, and A. WILLIAMS (2024) “What
makes a good metric? Evaluating automatic metrics for text-to-image consistency,”
in First Conference on Language Modeling.

ANANTHA RAMAKRISHNAN, A.; S. X. HUANG, and D. LEE (2024) “ANCHOR:
LLM-driven news subject conditioning for text-to-image Synthesis,” arXiv:2404.1
0141.

Wu, X., K. Sun, F. ZHu, R. ZHAO, and H. L1 (2023) “Human preference score:
Better aligning text-to-image models with human preference,” in 2023 IEEE/CVF
International Conference on Computer Vision (ICCV), IEEE, pp. 2096-2105.

106


2102.05918
2404.10141
2404.10141

[64]

[68]

[69]

[70]

[71]

[72]

[73]

KIRSTAIN, Y., A. PoLyAK, U. SINGER, S. MATIANA, J. PENNA, and O. LEVY
(2023) “Pick-a-Pic: An Open Dataset of User Preferences for Text-to-Image Gener-
ation,” in Thirty-seventh Conference on Neural Information Processing Systems.

Xu, J., X. Liu, Y. Wu, Y. TonG, Q. L1, M. DiNg, J. TANG, and Y. DONG
(2023) “ImageReward: learning and evaluating human preferences for text-to-
image generation,” in Proceedings of the 37th International Conference on Neural
Information Processing Systems, NIPS ’23, Curran Associates Inc., Red Hook, NY,
USA.

VEMPALA, A. and D. PREOTIUC-PIETRO (2019) “Categorizing and inferring the
relationship between the text and image of twitter posts,” in Proceedings of the
5Tth Annual Meeting of the Association for Computational Linguistics, Association
for Computational Linguistics, Stroudsburg, PA, USA, pp. 2830-2840.

Kruk, J., J. LuBIN, K. Sikka, X. LIN, D. JURAFSKY, and A. DIVAKARAN
(2019) “Integrating text and image: Determining multimodal document intent in
Instagram posts,” in Proceedings of the 2019 Conference on Empirical Methods
in Natural Language Processing and the 9th International Joint Conference on
Natural Language Processing (EMNLP-IJCNLP), Association for Computational
Linguistics, Stroudsburg, PA, USA.

BATEMAN, J. A. (2014) Tezt and Image: A critical introduction to the visual/verbal
divide, 1st edition ed., Routledge.

INAN, M., P. SHARMA, B. KHALID, R. SoricuT, M. STONE, and M. ALIKHANI
(2021) “COSMic: A coherence-aware generation metric for image descriptions,” in
Findings of the Association for Computational Linguistics: EMNLP 2021 (M.-F.
Moens, X. Huang, L. Specia, and S. W.-T. Yih, eds.), Association for Computational
Linguistics, Stroudsburg, PA, USA, pp. 3419-3430.

AvLIKHANI, M., B. KHALID, and M. STONE (2023) “Image-text coherence and its
implications for multimodal AlL,” Front. Artif. Intell., 6, p. 1048874.

ZHAO, L., T. ZHAO, Z. LiN, X. NING, G. DAI, H. YANG, and Y. WANG
(2024) “FlashEval: Towards fast and accurate evaluation of text-to-image diffusion
generative models,” Proc. IEEE Comput. Soc. Conf. Comput. Vis. Pattern Recognit.,
pp- 16122-16131, arXiv:2403.16379.

SENER, O. and S. SAVARESE (2018) “Active Learning for Convolutional Neu-
ral Networks: A Core-Set Approach,” in International Conference on Learning
Representations.

Su, S., X. L1, T. DoaN, S. BEHPOUR, W. HE, L. Gou, F. M1ao, and L. REN
(2024) “MetaAT: Active Testing for Label-Efficient Evaluation of Dense Recognition
Tasks,” in European Conference on Computer Vision, pp. 325-342.

107


2403.16379

[74]

[81]

[82]

[83]

[84]

Yu, D., W. SHI, and Q. YU (2023) “Actively testing your model while it learns:
Realizing label-efficient learning in practice,” Neural Inf Process Syst, 36, pp.
31404-31427.

OcHial, T., K. SENO, K. MATsu1, and S. HARA (2023) “Active Testing of Binary
Classification Model Using Level Set Estimation,” in NeurIPS 2023 Workshop on
Adaptive Fxperimental Design and Active Learning in the Real World.

KosseN, J., S. FARQUHAR, Y. GAL, and T. RAINFORTH (2021) “Active testing:
Sample-efficient model evaluation,” ICML, 139, pp. 5753-5763, arXiv:2103.05331.

AsSHURY TAHAN, S., A. GERA, B. SzZNAJDER, L. CHOSHEN, L. EIN-DOR,
and E. SHNARCH (2024) “Label-efficient model selection for text generation,”
in Proceedings of the 62nd Annual Meeting of the Association for Computational
Linguistics (Volume 1: Long Papers) (L.-W. Ku, A. Martins, and V. Srikumar, eds.),
Association for Computational Linguistics, Stroudsburg, PA, USA, pp. 8384-8402.

BERRADA, G., J. KOssEN, F. B. SMiTH, M. RAzZzZAK, Y. GAL, and T. RAIN-
FORTH (2025) “Scaling Up Active Testing to Large Language Models,” in The
Thirty-ninth Annual Conference on Neural Information Processing Systems.

Huang, Y., J. Song, Q. Hu, F. JUuerel-XU, and L. MA (2026) “AcTracer:
Active Testing of Large Language Model via Multi-Stage Sampling,” ACM Trans.
Softw. Eng. Methodol., 35(3).

GOODFELLOW, 1., J. POUGET-ABADIE, M. MirRzA, B. XU, D. WARDE-FARLEY,
S. OzAIR, A. COURVILLE, and Y. BENGIO (2014) “Generative Adversarial Nets,”
in Advances in Neural Information Processing Systems, vol. 27, Curran Associates,
Inc.

ZHANG, C., S. BENGIO, M. HARDT, B. RECHT, and O. VINYALS (2017) “Un-
derstanding deep learning requires rethinking generalization,” in International
Conference on Learning Representations.

Xu, T., P. ZHANG, Q. HUANG, H. ZHANG, Z. GAN, X. HUANG, and X. HE (2018)
“AttnGAN: Fine-Grained Text to Image Generation with Attentional Generative
Adversarial Networks,” in 2018 IEEE/CVF Conference on Computer Vision and
Pattern Recognition, IEEE, Salt Lake City, UT, USA, pp. 1316-1324.

Zuu, M., P. PAN, W. CHEN, and Y. YANG (2019) “DM-GAN: Dynamic Memory
Generative Adversarial Networks for Text-To-Image Synthesis,” in 2019 IEEE/CVF
Conference on Computer Vision and Pattern Recognition (CVPR), IEEE, Long
Beach, CA, USA, pp. 5795-5803.

VASWANI, A., N. M. SHAZEER, N. PARMAR, J. USZKOREIT, .. JONES, A. N.
GOMEz, L. KAISER, and I. POLOSUKHIN (2017) “Attention is All you Need,”
Neural Inf Process Syst, 30, pp. 5998-6008, arXiv:1706.03762.

108


2103.05331
1706.03762

[85] CrOWSON, K., S. BIDERMAN, D. KORNIS, D. STANDER, E. HALLAHAN, L. CAs-
TRICATO, and E. RAFF (2022) “VQGAN-CLIP: Open Domain Image Generation
and Editing with Natural Language Guidance,” arXiv:2204.08583 [cs].

[86] ZHOU, Y., R. ZHANG, C. CHEN, C. L1, C. TENSMEYER, T. Yu, J. Gu,
J. Xu, and T. SuN (2022) “Towards Language-Free Training for Text-to-Image
Generation,” in Proceedings of the IEEE/CVE Conference on Computer Vision
and Pattern Recognition, openaccess.thecvf.com, pp. 17907-17917.

[87] SOHL-DICKSTEIN, J., E. WEISS, N. MAHESWARANATHAN, and S. GANGULI
(2015) “Deep Unsupervised Learning using Nonequilibrium Thermodynamics,” in
Proceedings of the 32nd International Conference on Machine Learning, PMLR,
pp. 2256-2265.

[88] NicHOL, A. Q., P. DHARIWAL, A. RAMESH, P. SHYAM, P. MISHKIN, B. Mc-
GREW, I. SUTSKEVER, and M. CHEN (2022) “GLIDE: Towards Photorealistic
Image Generation and Editing with Text-Guided Diffusion Models,” in Proceed-
ings of the 39th International Conference on Machine Learning (K. Chaudhuri,
S. Jegelka, L. Song, C. Szepesvari, G. Niu, and S. Sabato, eds.), vol. 162 of
Proceedings of Machine Learning Research, PMLR, pp. 16784-16804.

[89] RAMESH, A., M. PavLov, G. GOH, S. GRAY, C. Voss, A. RADFORD, M. CHEN,
and I. SUTSKEVER (2021) “Zero-Shot Text-to-Image Generation,” in Proceedings
of the 38th International Conference on Machine Learning (M. Meila and T. Zhang,
eds.), vol. 139 of Proceedings of Machine Learning Research, PMLR, pp. 8821-8831.

[90] DiNG, M., Z. YANG, W. HoNg, W. ZHENG, C. Zrou, D. YN, J. LiN, X. Zou,
Z. SHAO, H. YANG, and J. TANG (2021) “CogView: mastering text-to-image
generation via transformers,” in Proceedings of the 35th International Conference
on Neural Information Processing Systems, NIPS '21, Curran Associates Inc., Red

Hook, NY, USA.

[91] WANG, Y., A. RANJAN, J. M. SUSSKIND, and M. A. BAUTISTA (2025) “INR-
Flow: Flow Matching for INRs in Ambient Space,” in Forty-second International
Conference on Machine Learning.

[92] GErO, K. I., V. Liu, and L. CHILTON (2022) “Sparks: Inspiration for Science
Writing using Language Models,” in Designing Interactive Systems Conference,
ACM, New York, NY, USA.

[93] CHOE, K., S. PARK, S. Juna, H. Kim, J. W. YANG, H. HONG, and J. SEO (2024)
“Supporting novice researchers to write literature review using language models,”

in FExtended Abstracts of the CHI Conference on Human Factors in Computing
Systems, ACM, New York, NY, USA, pp. 1-9.

109



[94]

[95]

[96]

[97]

[98]

[99]

[100]

101]

102]

SINGH, N.,; G. BERNAL, D. SAVCHENKO, and E. L. GLASSMAN (2023) “Where
to hide a stolen elephant: Leaps in creative writing with multimodal machine
intelligence,” ACM Trans. Comput. Hum. Interact., 30(5), pp. 1-57.

SHEN, H., T. KNEAREM, R. GHOSH, M. X. Liu, A. MONROY-HERNANDEZ,
T. Wu, D. YanG, Y. HuanGg, T. MiTrA, Y. L1, and M. HEARST (2025)
“Bidirectional Human-Al Alignment: Emerging Challenges and Opportunities,” in
Proceedings of the Extended Abstracts of the CHI Conference on Human Factors
in Computing Systems, CHI EA ’25, Association for Computing Machinery, New
York, NY, USA.

Lee, M., K. I. GERO, J. J. Y. CHUNG, S. B. SHUM, V. RAHEJA, H. SHEN,
S. VENUGOPALAN, T. WAMBSGANSS, D. ZHou, E. A. ALGHAMDI, T. Au-
GusT, A. BHAT, M. Z. CHOKSI, S. DutTa, J. L. C. Guo, M. N. HOQUE,
Y. Kim, S. KNIGHT, S. P. NESHAEI, A. SHIBANI, D. SHRIVASTAVA, L.. SHROFF,
A. SERGEYUK, J. STARK, S. STERMAN, S. WANG, A. BoSSELUT, D. BUSCHEK,
J. C. CHANG, S. CHEN, M. KREMINSKI, J. PARK, R. PEA, E. H. R. RHO,
Z. SHEN, and P. SIANGLIULUE (2024) “A Design Space for Intelligent and Interac-

tive Writing Assistants,” in Proceedings of the CHI Conference on Human Factors
in Computing Systems, vol. 7, ACM, New York, NY, USA, pp. 1-35.

Na, H. Y. S., T.-Y. Hsu, J. MIn, S. Kim, R. A. Rossi, T. Yu, H. JUNG, and
T.-H. K. HUANG (2024) “Understanding How Paper Writers Use Al-Generated
Captions in Figure Caption Writing,” in 2nd Al4Research Workshop: Towards a
Knowledge-grounded Scientific Research Lifecycle.

MAHAJAN, S. and S. RoTH (2020) “Diverse image captioning with context-object
split latent spaces,” in Proceedings of the 34th International Conference on Neural
Information Processing Systems, NIPS ’20, Curran Associates Inc., Red Hook, NY,
USA.

Liu, L., J. Tang, X. WAN, and Z. Guo (2019) “Generating diverse and descrip-
tive image captions using visual paraphrases,” in 2019 IEEE/CVF International
Conference on Computer Vision (ICCV), IEEE, pp. 4239-4248.

L1, J., D. L1, S. SAVARESE, and S. Hor (2023) “BLIP-2: Bootstrapping Language-
Image Pre-training with Frozen Image Encoders and Large Language Models,” in
International Conference on Machine Learning, PMLR, pp. 19730-19742.

SoSEA, T., I. SIRBU, C. CARAGEA, D. CARAGEA, and T. REBEDEA (2021) “Using
the image-text relationship to improve multimodal disaster tweet classification,”
Int Conf Inf Syst Crisis Response Manag, pp. 691-704.

SCHIFANELLA, R., P. DE JuAN, J. TETREAULT, and L. CAO (2016) “Detect-

ing sarcasm in multimodal social platforms,” in Proceedings of the 24th ACM
international conference on Multimedia, ACM, New York, NY, USA.

110



103]

[104]

[105]

[106]

[107]

[108]

109]

[110]

[111]
[112]

[113]

Das, D. and A. J. CLARK (2018) “Sarcasm detection on Facebook: a super-

vised learning approach,” in Proceedings of the 20th International Conference on
Multimodal Interaction: Adjunct, ACM, New York, NY, USA.

Pan, H., Z. LiN, P. Fu, Y. Qr1, and W. WANG (2020) “Modeling intra and
inter-modality incongruity for multi-modal sarcasm detection,” in Findings of
the Association for Computational Linguistics: EMNLP 2020, Association for
Computational Linguistics, Stroudsburg, PA, USA, pp. 1383-1392.

Wu, Y., Y. ZHao, X. Lu, B. QIN, Y. Wu, J. SHENG, and J. L1 (2021) “Modeling
incongruity between modalities for multimodal sarcasm detection,” IEEE Multimed.,
28(2), pp. 86-95.

CASTRO, S., D. HAZARIKA, V. PEREZ-R0OSAS, R. ZIMMERMANN, R. MIHALCEA,
and S. PORIA (2019) “Towards multimodal sarcasm detection (an _obviously
perfect paper),” in Proceedings of the 57th Annual Meeting of the Association for
Computational Linguistics, Association for Computational Linguistics, Stroudsburg,

PA, USA, pp. 4619-4629.

RAY, A., S. MISHRA, A. NUNNA, and P. BHATTACHARYYA (2022) “A Multimodal
Corpus for Emotion Recognition in Sarcasm,” in Proceedings of the Thirteenth
Language Resources and Fvaluation Conference, pp. 6992-7003.

Jia, M., C. XIE, and L. JING (2024) “Debiasing Multimodal Sarcasm Detection
with Contrastive Learning,” Proc. Conf. AAAI Artif. Intell., 38(16), pp. 18354—
18362.

WaNG, P., Y. ZHANG, H. FEI, Q. CHEN, Y. WANG, J. S1, W. Lu, M. L1, and
L. QIN (2024) “S 3 agent: Unlocking the power of VLLM for zero-shot multi-modal
sarcasm detection,” ACM Trans. Multimed. Comput. Commun. Appl.

ZHANG, Y., C. Zou, B. WANG, and J. QIN (2025) “Commander-GPT: Fully
unleashing the sarcasm detection capability of multi-Modal Large Language Models,”
arXiv:2503.18681.

GRICE, H. P. (1975) “Logic and conversation,” in Speech acts, Brill, pp. 41-58.

VEDANTAM, R., S. BENcIO, K. MURPHY, D. PARIKH, and G. CHECHIK (2017)
“Context-Aware Captions from Context-Agnostic Supervision,” in 2017 IEFEFE
Conference on Computer Vision and Pattern Recognition (CVPR), IEEE, pp.
1070-1079.

Liao, J., X. CHEN, Q. Fu, L. Du, X. HE, X. WANG, S. HAN, and D. ZHANG
(2024) “Text-to-Image generation for Abstract Concepts,” in Proceedings of the
Thirty-Eighth AAAI Conference on Artificial Intelligence and Thirty-Sizth Confer-
ence on Innovative Applications of Artificial Intelligence and Fourteenth Symposium
on Educational Advances in Artificial Intelligence, AAAI'24 /TAAT24/EAAT'24,
AAAT Press, p. 9.

111


2503.18681

[114]

[115]

[116]

[117]

[118]

[119]

[120]

[121]

[122]

[123]

SONG, Z. and X. ZHOU (2021) “Exploring explicit and implicit visual relationships

for image captioning,” in 2021 IEEE International Conference on Multimedia and
Ezpo (ICME), IEEE, pp. 1-6.

SCHLARMANN, C., N. D. SINGH, F. CROCE, and M. HEIN (2024) “Robust CLIP:
Unsupervised Adversarial Fine-Tuning of Vision Embeddings for Robust Large
Vision-Language Models,” in Proceedings of the 41st International Conference on
Machine Learning (R. Salakhutdinov, Z. Kolter, K. Heller, A. Weller, N. Oliver,
J. Scarlett, and F. Berkenkamp, eds.), vol. 235 of Proceedings of Machine Learning
Research, PMLR, pp. 43685-43704.

ABBASI, R., A. NAzARI, A. SEFID, M. BANAYEEANZADE, M. H. ROHBAN,
and M. S. BAGHSHAH (2025) “Analyzing CLIP’s performance limitations in
multi-object scenarios: A controlled high-resolution study,” arXiv:2502.19828.

WANG, Q., Y. LiN, Y. CHEN, L. ScHMIDT, B. HAN, and T. ZHANG (2024) “A
Sober Look at the Robustness of CLIPs to Spurious Features,” in The Thirty-eighth
Annual Conference on Neural Information Processing Systems.

TRAN, A., A. MATHEWS, and L. XIE (2020) “Transform and tell: Entity-aware
news image captioning,” in Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, openaccess.thecvf.com, pp. 13035-13045.

RomBACH, R., A. BLATTMANN, D. LORENZ, P. ESSER, and B. OMMER (2022)
“High-resolution image synthesis with latent diffusion models,” in 2022 IEEE/CVF
Conference on Computer Vision and Pattern Recognition (CVPR), IEEE.

RAaMESH, A., P. DHARIWAL, A. NicHoL, C. CHU, and M. CHEN (2022) “Hierar-
chical Text-Conditional Image Generation with CLIP Latents,” arXiv:2204.06125

[es].

DENG, J., J. Guo, E. VERVERAS, I. KOTsIA, and S. ZAFEIRIOU (2020) “Reti-
naface: Single-shot multi-level face localisation in the wild,” in Proceedings of
the IEEE/CVF conference on computer vision and pattern recognition, IEEE, pp.
5203-5212.

Ma, M. and J. K. Guo (2004) “Automatic image cropping for mobile device with
built-in camera,” in 2003 International Symposium on VLSI Technology, Systems
and Applications. Proceedings of Technical Papers. (IEEE Cat. No.03TH8672),
IEEE, pp. 7T10-711.

Liu, F.; Y. WANG, T. WANG, and V. ORDONEZ (2021) “Visual News: Bench-
mark and Challenges in News Image Captioning,” in Proceedings of the 2021
Conference on Empirical Methods in Natural Language Processing, Association
for Computational Linguistics, Online and Punta Cana, Dominican Republic, pp.
6761-6771.

112


2502.19828

[124]

[125]

[126]

127]

128

129]

[130]

131]

[132]

[133]

[134]

TRrRAN, A.; A. MATHEWS, and L. X1t (2020) “Transform and Tell: Entity-Aware
News Image Captioning,” in 2020 IEEE/CVF Conference on Computer Vision and
Pattern Recognition (CVPR), IEEE, Seattle, WA, USA, pp. 13032-13042.

WANG, J., K. C. K. CHAN, and C. C. Loy (2023) “Exploring CLIP for Assessing
the Look and Feel of Images,” Proceedings of the AAAI Conference on Artificial
Intelligence, 37(2), pp. 2555-2563.

VAN HuwLsT, J. M., F. HAsiBl, K. DERCKSEN, K. BALOG, and A. P. DE VRIES
(2020) “REL: An Entity Linker Standing on the Shoulders of Giants,” in Proceedings
of the 43rd International ACM SIGIR Conference on Research and Development
in Information Retrieval, SIGIR 20, Association for Computing Machinery, New
York, NY, USA, pp. 2197-2200.

SCHROFF, F., D. KALENICHENKO, and J. PHILBIN (2015) “FaceNet: A unified
embedding for face recognition and clustering,” in 2015 IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), IEEE, pp. 815-823.

“Huggingface sentence-transformers/all-MiniLM-L6-v2,” https://huggingface.
co/sentence-transformers/all-MinilLM-L6-v2, accessed: 2024-4-5.

Conn, N. (2003) Visual Syntactic Structures: Towards a Generative Grammar of
Visual Language.

BUGLIARELLO, E. and D. ErLLiOTT (2021) “The role of syntactic planning in
compositional image captioning,” in Proceedings of the 16th Conference of the
FEuropean Chapter of the Association for Computational Linguistics: Main Volume,
Association for Computational Linguistics, Stroudsburg, PA, USA, pp. 593-607.

Zuou, M., G. Luo, A. ROHRBACH, and Z. YU (2022) “Focus! Relevant and Suffi-
cient Context Selection for News Image Captioning,” in Findings of the Association
for Computational Linguistics: EMNLP 2022, pp. 6078-6088.

BETKER, J., G. GOH, L. JING, and T. BROOKS, “Improving Image Generation
with Better Captions,” .

Lian, L., B. L1, A. YALA, and T. DARRELL (2024) “LLM-grounded Diffusion:
Enhancing Prompt Understanding of Text-to-Image Diffusion Models with Large
Language Models,” Transactions on Machine Learning Research.

FenGg, W., W. Zuu, T.-J. Fu, V. JaAmMPANI, A. AKULA, X. HE, S. Basu, X. E.
WANG, and W. Y. WANG (2023) “LayoutGPT: compositional visual planning and
generation with large language models,” in Proceedings of the 37th International

Conference on Neural Information Processing Systems, NIPS '23, Curran Associates
Inc., Red Hook, NY, USA.

113


https://huggingface.co/sentence-transformers/all-MiniLM-L6-v2
https://huggingface.co/sentence-transformers/all-MiniLM-L6-v2

[135]

[136]

[137]

138

[139]

[140]

[141]

142]

[143]

[144]

[145]

JIANG, A. Q., A. SABLAYROLLES, A. RouX, A. MENSCH, B. SAVARY, C. BAM-
FORD, D. S. CHApLOT, D. D. L. CAsAS, E. B. HANNA, F. BRESSAND,
G. LEnGYEL, G. Bour, G. LAMPLE, L. R. LavauD, L.. SAULNIER, M.-A.
LACHAUX, P. STOCK, S. SUBRAMANIAN, S. YANG, S. ANTONIAK, T. L. Scao,
T. GERVET, T. LAVRrIL, T. WANG, T. LACROIX, and W. E. SAYED (2024)
“Mixtral of Experts,” arXiv:2401.04088.

MUKHERJEE, S. S.; A. MITRA, G. JAWAHAR, S. AGARWAL, H. PALANGI, and
A. AWADALLAH (2023) “Orca: Progressive Learning from Complex Explanation
Traces of GPT-4,” arXiv: Computation and Language.

ZHANG, R., P. IsorLa, A. A. EFros, E. SHECHTMAN, and O. WANG (2018)
“The Unreasonable Effectiveness of Deep Features as a Perceptual Metric,” in 2018
IEEE/CVF Conference on Computer Vision and Pattern Recognition, IEEE, Salt
Lake City, UT, pp. 586-595.

LiN, S. and X. YANG (2023) “Diffusion model with perceptual loss,” arXiv:2401
.00110.

Hu, E. J., Y. SHEN, P. WALLIS, Z. ALLEN-ZHU, Y. LI, S. WANG, L. WANG,
and W. CHEN (2022) “LoRA: Low-Rank Adaptation of Large Language Models,”
in International Conference on Learning Representations.

KyNKAANNIEMI, T., T. KARRAS, M. AITTALA, T. AILA, and J. LEHTINEN
(2023) “The Role of ImageNet Classes in Fréchet Inception Distance,” in The
Eleventh International Conference on Learning Representations.

Wu, X., Y. Hao, K. Sun, Y. CHEN, F. ZHu, R. ZHAO, and H. L1 (2023)
“Human Preference Score v2: A solid benchmark for evaluating human preferences
of text-to-image synthesis,” arXiv:2306.09341.

YuaN, G., X. CuN, Y. ZHANG, M. L1, C. Q1, X. WANG, Y. SHAN, and
H. ZHENG (2023) “Inserting anybody in diffusion models via celeb basis,” in

Proceedings of the 37th International Conference on Neural Information Processing
Systems, NIPS ’23, Curran Associates Inc., Red Hook, NY, USA.

HEUSEL, M., H. RAMSAUER, T. UNTERTHINER, B. NESSLER, and S. HOCHRE-
ITER (2017) “GANs Trained by a Two Time-Scale Update Rule Converge to a
Local Nash Equilibrium,” in Advances in Neural Information Processing Systems,
vol. 30, Curran Associates, Inc.

X1a0, G., T. YIN, W. T. FREEMAN, F. DURAND, and S. HAN (2025) “Fast-
composer: Tuning-free multi-subject image generation with localized attention,”
International Journal of Computer Vision, 133(3), pp. 1175-1194.

EssER, P., S. KUuLAL, A. BLATTMANN, R. ENTEZARI, J. MULLER, H. SAINI,
Y. LEvi, D. LORENZ, A. SAUER, F. BOESEL, D. PODELL, T. DOCKHORN,

114


2401.04088
2401.00110
2401.00110
2306.09341

[146]

[147]

148

[149]

[150]

[151]

152]

[153]

[154]

[155]

[156]

Z. EncuisH, K. LACEY, A. GOODWIN, Y. MAREK, and R. ROMBACH (2024)
“Scaling rectified flow transformers for high-resolution image synthesis,” ICML,
abs/2403.03206, pp. 12606-12633, arXiv:2403.03206.

CHEN, J., Y. U. JINCHENG, G. E. CHONGJIAN, L. YA0, E. XIE, Z. WANG,
J. Kwok, P. Luo, H. Lu, and Z. L1 (2023) “PixArt-a: Fast Training of Dif-
fusion Transformer for Photorealistic Text-to-Image Synthesis,” in The Twelfth
International Conference on Learning Representations.

NcuveN, S. T., “PyPi Package “better_ profanity” Version 0.7.0,” .

Zuou, V., “Building a Better Profanity Detection Library with scikit-learn,” https:

//victorzhou.com/blog/better-profanity-detection-with-scikit-learn/,
accessed: 2024-9-11.

HENDRYCKS, D., C. BURNS, S. BASART, A. Zou, M. MAZEIKA, D. SONG, and
J. STEINHARDT (2021) “Measuring Massive Multitask Language Understanding,”
in International Conference on Learning Representations.

ZELLERS, R., A. HorrzMAN, Y. BiskK, A. FARHADI, and Y. CHoOI (2019)
“HellaSwag: Can a machine really finish your sentence?” in Proceedings of the 57th
Annual Meeting of the Association for Computational Linguistics, Association for

Computational Linguistics, Stroudsburg, PA, USA, pp. 4791-4800.

VATSAL, S., A. SINGH, and S. TAFRESHI (2024) “Can gpt improve the state of
prior authorization via guideline based automated question answering?” in Al
for Health Equity and Fairness: Leveraging Al to Address Social Determinants of
Health, Springer, pp. 147-158.

PAaNDEY, H. G., A. AMmoD, and S. KUMAR (2024) “Advancing healthcare au-
tomation: Multi-agent system for medical necessity justification,” in Proceedings
of the 23rd Workshop on Biomedical Natural Language Processing, pp. 39-49.

KOSSEN, J., S. FARQUHAR, Y. GAL, and T. RAINFORTH (2022) “Active Surrogate
Estimators: An active learning approach to label-efficient model evaluation,” Neural
Inf Process Syst, abs/2202.06881, pp. 24557-24570, arXiv:2202.06881.

SAWADE, C., N. LANDWEHR, S. BICKEL, and T. SCHEFFER (2010) “Active Risk
Estimation,” ICML, pp. 951-958.

Poro, F. M., L. WEBER, L. CHOSHEN, Y. SUN, G. XU, and M. YUROCHKIN
(2024) “tinyBenchmarks: evaluating LLMs with fewer examples,” in Proceedings
of the 41st International Conference on Machine Learning, ICML’24, JMLR.org,
Vienna, Austria.

ZHUANG, Y., Q. Liu, Z. PArRDOS, P. C. KYLLONEN, J. ZU, Z. HUANG, S. WANG,
and E. CHEN (2025) “Position: Al Evaluation Should Learn from How We Test

115


2403.03206
https://victorzhou.com/blog/better-profanity-detection-with-scikit-learn/
https://victorzhou.com/blog/better-profanity-detection-with-scikit-learn/
2202.06881

[157]

158

[159]

[160]

[161]

[162]

163

Humans,” in Forty-second International Conference on Machine Learning Position
Paper Track.

FARQUHAR, S., Y. GAL, and T. RAINFORTH (2021) “On statistical bias in active
learning: How and when to fix it,” Int Conf Learn Represent, abs/2101.11665,
arXiv:2101.11665.

JiN, Q., B. DHINGRA, Z. Liu, W. COHEN, and X. LU (2019) “PubMedQA:
A Dataset for Biomedical Research Question Answering,” in Proceedings of the
2019 Conference on Empirical Methods in Natural Language Processing and the 9th
International Joint Conference on Natural Language Processing (EMNLP-1JCNLP)
(K. Inui, J. Jiang, V. Ng, and X. Wan, eds.), Association for Computational
Linguistics, Stroudsburg, PA, USA, pp. 2567-2577.

CLARrk, C., K. LEE, M.-W. CHANG, T. KWIATKOWSKI, M. COLLINS, and
K. TouTANOVA (2019) “BoolQ: Exploring the Surprising Difficulty of Natural
Yes/No Questions,” in Proceedings of the 2019 Conference of the North (J. Burstein,
C. Doran, and T. Solorio, eds.), Association for Computational Linguistics, Strouds-
burg, PA, USA, pp. 2924-2936.

SANYAL, S., T. X1a0, J. Liu, W. WANG, and X. REN (2024) “Are machines
better at complex reasoning? Unveiling human-machine inference gaps in entailment
verification,” in Findings of the Association for Computational Linguistics ACL
2024 (L.-W. Ku, A. Martins, and V. Srikumar, eds.), Association for Computational
Linguistics, Stroudsburg, PA, USA, pp. 10361-10386.

CHEN, J., E. CHoI, and G. DURRETT (2021) “Can NLI models verify QA
systems’ predictions?” in Findings of the Association for Computational Linguistics:
EMNLP 2021 (M.-F. Moens, X. Huang, L. Specia, and S. W.-T. Yih, eds.),
Association for Computational Linguistics, Stroudsburg, PA, USA, pp. 3841-3854.

Isnir, A., N. INOUE, H. SuzUK1, and S. SEKINE (2025) “Fine-grained Confidence
Estimation for Spurious Correctness Detection in Large Language Models,” in Pro-
ceedings of the 14th International Joint Conference on Natural Language Processing
and the 4th Conference of the Asia-Pacific Chapter of the Association for Compu-
tational Linguistics (K. Inui, S. Sakti, H. Wang, D. F. Wong, P. Bhattacharyya,
B. Banerjee, A. Ekbal, T. Chakraborty, and D. P. Singh, eds.), The Asian Fed-
eration of Natural Language Processing and The Association for Computational
Linguistics, Mumbai, India, pp. 1238-1257.

X1e, M., Y. L1, Y. WANG, Z. Luo, Z. GAN, Z. SuN, M. CHi, C. WANG, and
P. WANG (2022) “Learning distinctive margin toward active domain adaptation,”
in Proceedings of the IEEE/CVE Conference on Computer Vision and Pattern
Recognition, pp. 7993-8002.

116


2101.11665

164]

[165]

[166]

[167]

[168]

169]

[170]

[171]

172]

[173]

ZHANG, X., J. ZHAO, and Y. LECUN (2015) “Character-level convolutional
networks for text classification,” Neural Inf Process Syst, 28, pp. 649657, arXiv:15
09.01626.

JiN, D., E. PAN, N. OuraTTOLE, W. WENG, H. FANG, and P. SzoLoviTs
(2020) “What disease does this patient have? A large-scale open domain question
answering dataset from medical exams,” Appl. Sci. (Basel), abs/2009.13081,
arXiv:2009.13081.

CLARK, P., I. CowHEY, O. ETzIONI, T. KHOT, A. SABHARWAL, C. SCHOENICK,
and O. TAFJORD (2018) “Think you have solved question answering? try arc, the
ai2 reasoning challenge,” arXiv preprint arXiv:1803. 05457.

AvAyrac, J.-B., J. DoNnAHUE, P. Luc, A. MiecH, I. BARR, Y. HASSON,
K. LEnc, A. MENscH, K. MiLLICAN, M. REYNOLDS, R. RING, E. RUTHER-
FORD, S. CABI, T. HAN, Z. GONG, S. SAMANGOOEI, M. MONTEIRO,
J. MENICK, S. BORGEAUD, A. BROCK, A. NEMATZADEH, S. SHARIFZADEH,
M. BINKOWSKI, R. BARREIRA, O. VINYALS, A. ZISSERMAN, and K. SIMONYAN
(2022) “Flamingo: A visual language model for few-shot learning,” Neural Inf
Process Syst, abs/2204.14198, arXiv:2204.14198.

CHEN, Z., W. WANG, H. TiaN, S. YE, Z. Gao, E. Cui, W. Tong, K. Hu,
J. Luo, Z. MA, J. Ma, J. WANG, X. DoNG, H. YAN, H. Guo, C. HE, B. SHI,
Z. Jin, C. Xu, B. WaANG, X. WEI, W. L1, W. ZHANG, B. ZHANG, P. CaI,
L. WEN, X. YaN, M. Dou, L. Lu, X. Zuu, T. Lu, D. LIN, Y. Q1A0, J. DAI,
and W. WANG (2024) “How far are we to GPT-4V? Closing the gap to commercial
multimodal models with open-source suites,” Sci. China Inf. Sci., 67(12).

Liu, H., C. L1, Y. L1, and Y. J. LEE (2024) “Improved Baselines with Visual
Instruction Tuning,” in Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, pp. 26296—26306.

KRrEss, G. (2009) Multimodality: A social semiotic approach to contemporary
communication, Routledge, London, England.

ALIKHANI, M. and M. STONE (2019) ““caption” as a coherence relation: Evidence
and implications,” in Proceedings of the Second Workshop on Shortcomings in
Vision and Language, Association for Computational Linguistics, Stroudsburg, PA,

USA, pp. 58-67.

CHEN, D., R. CHEN, S. ZHANG, Y. WANG, Y. Liu, H. ZHOoU, Q. ZHANG,
Y. WaN, P. Zuou, and L. SuN (2024) “MLLM-as-a-Judge: Assessing Multimodal
LLM-as-a-Judge with Vision-Language Benchmark,” in Forty-first International
Conference on Machine Learning.

L, H., C. L1, Y. L1, B. L1, Y. ZHANG, S. SHEN, and Y. J. LEE (2024),
“LLaVA-NeXT: Improved reasoning, OCR, and world knowledge,” .

117


1509.01626
1509.01626
2009.13081
2204.14198

[174]

[175]

[176]

[177]

[178]

[179]

L1, B., Y. ZHANG, D. GUo, R. ZHANG, F. L1, H. ZHANG, K. ZHANG, P. ZHANG,
Y. L1, Z. L1iu, and C. L1 (2025) “LLaVA-OneVision: Easy Visual Task Transfer,”
Transactions on Machine Learning Research.

Wang, P., S. Bai, S. TAN, S. WANG, Z. FAN, J. Bai, K. CHEN, X. Liu,
J. WaAnG, W. GE, Y. FaN, K. DAnGg, M. Du, X. REN, R. MEN, D. Liu,
C. ZHou, J. ZHou, and J. LIN (2024) “Qwen2-VL: Enhancing vision-language
model’s perception of the world at any resolution,” arXiv:2409.12191.

MEeTA Al “Llama 3.2: Revolutionizing edge Al and vision with open, customizable
models,” https://ai.meta.com/blog/llama-3-2-connect-2024-vision-edg
e-mobile-devices/, accessed: 2025-2-2.

ABDIN, M., J. ANEJA, H. AWADALLA, A. AWADALLAH, A. A. AWAN, N. BACH,
A. BAHREE, A. BAKHTIARI, J. BAo, H. BEHL, A. BENHAIM, M. BILENKO,
J. BJORCK, S. BUBECK, M. CAIL, Q. Cal, V. CHAUDHARY, D. CHEN, D. CHEN,
W. CHEN, Y.-C. CHEN, Y.-L. CHEN, H. CHENG, P. CHOPRA, X. DALI,
M. DixoN, R. ELDAN, V. FRAGOSO, J. GAao, M. Gao, M. GAO, A. GARG,
A. DEL GIORNO, A. GOoswAMI, S. GUNASEKAR, E. HAIDER, J. HAao, R. J.
HewgeTT, W. Hu, J. HUYNH, D. ITER, S. A. JACOBS, M. JAVAHERIPI, X. JIN,
N. KARAMPATZIAKIS, P. KAUFFMANN, M. KHADEMI, D. KiMm, Y. J. KiMm,
L. KuriLeENKkO, J. R. LEe, Y. T. LEg, Y. L1, Y. L1, C. LiaNG, L. LIDEN,
X. Lin, Z. LiN, C. Liu, L. Liu, M. Liu, W. Liu, X. Liu, C. Luo, P. MADAN,
A. MAHMOUDZADEH, D. MAJERCAK, M. MazzoLa, C. C. T. MENDES, A. Mi-
TRA, H. Mobi, A. NGUYEN, B. NoORICK, B. PATRA, D. PEREZ-BECKER,
T. PorTET, R. PrRYyzZANT, H. QIN, M. RADMILAC, L. REN, G. DE RoOSA,
C. ROsseT, S. Roy, O. RUWASE, O. SAARIKIVI, A. SAIED, A. SALIM, M. SAN-
TACROCE, S. SHAH, N. SHANG, H. SHARMA, Y. SHEN, S. SHUKLA, X. SONG,
M. TANAKA, A. TupiNI, P. VaADDAMANU, C. WANG, G. WANG, L. WANG,
S. Wang, X. WANG, Y. WANG, R. WAarD, W. WEN, P. WITTE, H. WU,
X. Wu, M. WyarT, B. X1ao, C. Xu, J. Xu, W. Xu, J. XUE, S. YADAV,
F. YANG, J. YANG, Y. YANG, Z. YANG, D. Yu, L. YuaN, C. ZHANG, C. ZHANG,
J. ZHANG, L. L. ZHANG, Y. ZHANG, Y. ZHANG, Y. ZHANG, and X. ZHOU
(2024) “Phi-3 technical report: A highly capable language model locally on your
phone,” arXiv:2404.14219.

CHEN, Z., W. WANG, Y. CA0, Y. Liu, Z. Gao, E. Cur, J. Zuu, S. YE, H. TIAN,
Z. Liu, L. Gu, X. WANG, Q. L1, Y. REN, Z. CHEN, J. Luo, J. WANG, T. JIANG,
B. WaANG, C. HE, B. SHi, X. ZHANG, H. Lv, Y. WaNG, W. SHAO, P. CHU,
Z. Tu, T. HE, Z. Wu, H. DENG, J. GE, K. CHEN, K. ZHANG, L. WANG,
M. Dovu, L. Lu, X. Zau, T. Lu, D. LiN, Y. Q1a0, J. Da1, and W. WANG
(2024) “Expanding performance boundaries of open-source multimodal models with
model, data, and test-time scaling,” arXiv:2412.05271.

BOURGONJE, P. and V. DEMBERG (2024) “Generalizing across languages and
domains for discourse relation classification,” in Proceedings of the 25th Annual

118


2409.12191
https://ai.meta.com/blog/llama-3-2-connect-2024-vision-edge-mobile-devices/
https://ai.meta.com/blog/llama-3-2-connect-2024-vision-edge-mobile-devices/
2404.14219
2412.05271

[180]

[181]

[182]

[183]

[184]

[185]

[186]

[187]

[188]

[189)

Meeting of the Special Interest Group on Discourse and Dialogue, Association for
Computational Linguistics, Stroudsburg, PA, USA, pp. 554-565.

Cawmp, E. (2012) “Sarcasm, pretense, and the semantics/pragmatics distinction,”
Nous, 46(4), pp. b87-634.

GENOVESI, C. (2020) “Metaphor and what is meant: Metaphorical content, what
is said, and contextualism,” J. Pragmat., 157, pp. 17-38.

WEILAND, L., L. DIETZ, and S. P. PONZETTO (2015) “Image with a Message:
Towards Detecting Non-Literal Image Usages by Visual Linking,” Association for
Computational Linguistics, pp. 40-47.

PanG, B. and L. LEE (2008) “Opinion mining and sentiment analysis,” Found.
Trends® Inf. Retr., 2(1-2), pp. 1-135.

Yao, B., Y. ZHANG, Q. L1, and J. QIN (2025) “Is sarcasm detection a step-by-
step reasoning process in large language models?” Proc. Conf. AAAI Artif. Intell.,
39(24), pp. 25651-25659.

KuMAR, S., A. KULKARNI, M. S. AKHTAR, and T. CHAKRABORTY (2022)
“When did you become so smart, oh wise one?! Sarcasm Explanation in Multi-
modal Multi-party Dialogues,” in Proceedings of the 60th Annual Meeting of the
Association for Computational Linguistics (Volume 1: Long Papers), Association
for Computational Linguistics, Stroudsburg, PA, USA, pp. 5956-5968.

Liang, B., C. Lou, X. L1, M. YaNG, L. Gur, Y. HE, W. PEI, and R. XU (2022)
“Multi-modal sarcasm detection via cross-modal graph convolutional network,”
in Proceedings of the 60th Annual Meeting of the Association for Computational

Linguistics (Volume 1: Long Papers), Association for Computational Linguistics,
Stroudsburg, PA, USA, pp. 1767-1777.

QIN, L., S. Huang, Q. CHEN, C. CAI, Y. ZHANG, B. LiANG, W. CHE, and
R. Xu (2023) “MMSD2.0: Towards a reliable multi-modal sarcasm detection
system,” in Findings of the Association for Computational Linguistics: ACL 2023,

Association for Computational Linguistics, Stroudsburg, PA, USA, pp. 10834—
10845.

O’HALLORAN, K. L., S. TAN, and M. K. L. E (2014) “9. Multimodal pragmatics,”
in Pragmatics of Discourse (K. P. Schneider and A. Barron, eds.), De Gruyter
Mouton, Berlin, Miinchen, Boston, pp. 239-268.

Ma, B., Y. L1, W. ZHou, Z. GONG, Y. J. Liu, K. JASINSKAJA, A. FRIEDRICH,
J. HIRSCHBERG, F. KREUTER, and B. PLANK (2025) “Pragmatics in the Era
of Large Language Models: A Survey on Datasets, Evaluation, Opportunities
and Challenges,” in Proceedings of the 63rd Annual Meeting of the Association
for Computational Linguistics (Volume 1: Long Papers) (W. Che, J. Nabende,

119



[190]

[191]

[192]

193]

[194]

195]

[196]

197]

E. Shutova, and M. T. Pilehvar, eds.), Association for Computational Linguistics,
Vienna, Austria, pp. 8679-8696.

MAavriDOU, K.-I., A. FRIEDRICH, M. P. S@RENSEN, A. PALMER, and
M. PINKAL (2015) “Linking discourse modes and situation entity types in a
cross-linguistic corpus study,” in Proceedings of the First Workshop on Linking
Computational Models of Lexical, Sentential and Discourse-level Semantics, pp.
12-21.

Li, Y., Y. PanN, T. YAO, and T. MEI (2022) “Comprehending and ordering
semantics for image captioning,” in 2022 IEEE/CVFE Conference on Computer
Vision and Pattern Recognition (CVPR), IEEE, pp. 17969-17978.

WANG, Y. and Y. ZHAO (2024) “Metacognitive prompting improves understanding
in large language models,” in Proceedings of the 2024 Conference of the North Amer-
ican Chapter of the Association for Computational Linguistics: Human Language

Technologies (Volume 1: Long Papers), Association for Computational Linguistics,
Stroudsburg, PA, USA, pp. 1914-1926.

LEE, J., W. FoNgG, A. LE, S. SHAH, K. HAN, and K. ZHU (2025) “Pragmatic
Metacognitive Prompting Improves LLM Performance on Sarcasm Detection,” in
Proceedings of the 1st Workshop on Computational Humor (CHum), pp. 63-70.

Zuu, J., W. WaANG, Z. CHEN, Z. Liu, S. YE, L. Gu, Y. DuaNn, H. Tran, W. Su,
J. SHAO, Z. GAao, E. Cul, Y. Cao, Y. Liu, X. WEIL, H. ZHANG, H. WANG,
W. Xu, H. L1, J. WangG, D. CHEN, S. L1, Y. HE, T. Jiang, J. Luo, Y. WANG,
C. HE, B. SH1, X. ZHANG, W. SHAO, J. HE, Y. XioNG, W. Qu, P. SuN,
P. Jiao, H. Lv, L. Wu, K. ZHAaNG, H. DENG, J. GE, K. CHEN, L. WANG,
M. Dou, L. Lu, X. Znu, T. Lu, D. LN, Y. Q1a0, J. DA1, and W. WANG (2025)
“InternVL3: Exploring advanced training and test-time recipes for open-source
multimodal models,” arXiv:2504.10479.

TaNG, B., B. LiN, H. YAN, and S. L1 (2024) “Leveraging generative large language
models with visual instruction and demonstration retrieval for multimodal sarcasm
detection,” in Proceedings of the 2024 Conference of the North American Chapter
of the Association for Computational Linguistics: Human Language Technologies

(Volume 1: Long Papers), Association for Computational Linguistics, Stroudsburg,
PA, USA, pp. 1732-1742.

WEL, J., X. WANG, D. SCHUURMANS, M. BosmA, F. Xia, E. CHI, Q. V. LE,
D. Zuou, and OTHERS (2022) “Chain-of-thought prompting elicits reasoning in

large language models,” Advances in neural information processing systems, 35,
pp- 24824-24837.

YoungG, P., A. LA, M. HODOSH, and J. HOCKENMAIER (2014) “From image
descriptions to visual denotations: New similarity metrics for semantic inference over

120


2504.10479

198

199]

[200]

201]

202]

203]

204]

1205]

[206]

[207]

event descriptions,” Transactions of the Association for Computational Linguistics,
2, pp. 67-78.

Hu, Y., H. Hua, Z. YANG, W. SHI, N. A. SMITH, and J. Luo (2023) “Prompt-
Cap: Prompt-guided image captioning for VQA with GPT-3,” in 2023 IEEE/CVF
International Conference on Computer Vision (ICCV), IEEE, pp. 2951-2963.

Jia, B., J. ZHANG, H. ZHANG, and X. WAN (2025) “Exploring and Evaluating
Multimodal Knowledge Reasoning Consistency of Multimodal Large Language Mod-
els,” in Findings of the Association for Computational Linguistics: EMNLP 2025
(C. Christodoulopoulos, T. Chakraborty, C. Rose, and V. Peng, eds.), Association
for Computational Linguistics, Suzhou, China, pp. 11966-11981.

ZHANG, J.; X. WANG, W. REN, L. JIANG, D. WANG, and K. Liu (2025) “RATT:
A thought structure for coherent and correct LLM reasoning,” Proc. Conf. AAAI
Artif. Intell., 39(25), pp. 26733-26741.

ToNG, S., Z. Liu, Y. ZHAL, Y. MA, Y. LECUN, and S. XIE (2024) “Eyes
wide shut? Exploring the visual shortcomings of MultiModal LLMs,” Proc. IEEE
Comput. Soc. Conf. Comput. Vis. Pattern Recognit., pp. 9568-9578, arXiv:2401.0
62009.

Car, Y., H. CA1, and X. WAN (2019) “Multi-modal sarcasm detection in twitter
with hierarchical fusion model,” in Proceedings of the 57th Annual Meeting of
the Association for Computational Linguistics, Association for Computational
Linguistics, Stroudsburg, PA, USA, pp. 2506-2515.

SELLAM, T., D. DAs, and A. PARIkH (2020) “BLEURT: Learning robust metrics
for text generation,” in Proceedings of the 58th Annual Meeting of the Association for
Computational Linguistics, Association for Computational Linguistics, Stroudsburg,

PA, USA, pp. 7881 7892.

PapiNeNI, K., S. Roukos, T. WARD, and W.-J. ZHU (2001) “BLEU: a method
for automatic evaluation of machine translation,” in Proceedings of the 40th Annual
Meeting on Association for Computational Linguistics - ACL ’02, Association for
Computational Linguistics, Morristown, NJ, USA.

LAvie, A. and A. AGARWAL (2007) “METEOR: An automatic metric for MT
evaluation with high levels of correlation with human judgments,” , pp. 228-231.

Zuanc*, T., V. KisHore*, F. Wu*, K. Q. WEINBERGER, and Y. ARTzI (2020)
“BERTScore: Evaluating Text Generation with BERT,” in International Conference
on Learning Representations.

SHAIB, C., V. S. GOVINDARAJAN, J. BARROW, J. SUN, A. S1u, B. C. WALLACE,
and A. NENKOVA (2025) “Standardizing the Measurement of Text Diversity:
A Tool and Comparative Analysis,” in Proceedings of The 14th International

121


2401.06209
2401.06209

Joint Conference on Natural Language Processing and The 4th Conference of the
Asia-Pacific Chapter of the Association for Computational Linguistics: System
Demonstrations (X. Liu and A. Purwarianti, eds.), Association for Computational
Linguistics, Mumbai, India, pp. 36-46.

[208] SHETTY, R., M. ROHRBACH, L. A. HENDRICKS, M. FRITZ, and B. SCHIELE
(2017) “Speaking the same language: Matching machine to human captions by
adversarial training,” in 2017 IEEE International Conference on Computer Vision
(ICCV), IEEE, pp. 4155-4164.

122



Vita
Aashish Anantha Ramakrishnan

Education

The Pennsylvania State University August 2021 - May 2026
Ph.D. in Informatics (College of Information Sciences and Technology)

Anna University, Chennai, India June 2017 - July 2021

B.E. in Computer Science and Engineering

Work Experience

Optum AI (UnitedHealth Group), State College, PA September 2025 - Present
Senior Research Scientist
Optum AI (UnitedHealth Group), State College, PA June 202/ - December 202/
Al PhD Research Intern
The Washington Post, Washington, DC May 2023 - August 2023

Data Science Research Intern

Publications

[1] Macko, D., Anantha Ramakrishnan, A., Lucas, J. S., Moro, R., Srba, I., Uchendu, A., & Lee, D.
(2025). Beyond Speculation: Measuring the growing presence of LLM-generated Texts in Multilingual
Disinformation. In IEEE Computer. Feb 2026, Vol 59, Page 93 - 100.

[2] Ng, H. Y. S., Hsu, TY., Anantha Ramakrishnan, A., Kveton, B., Lipka, N., Dernoncourt, F., Lee,
D., Yu, T., Kim, S., Rossi, R. A., & Huang, TH. K. (2025). LaMP-Cap: Personalized Figure Caption
Generation With Multimodal Figure Profiles. In Findings of the 2025 Conference on Empirical Methods
in Natural Language Processing (EMNLP 2025).

[3] Anantha Ramakrishnan, A., Anantha Ramakrishnan, A., & Lee, D. (2025). IRONIC: Coherence-
Aware Reasoning Chains for Multi-Modal Sarcasm Detection. In COLM 2025 1st Workshop on Pragmatic
Reasoning in Language Models (PragLM).

[4] Anantha Ramakrishnan, A. Anantha Ramakrishnan, A., & Lee, D. (2025). CORDIAL: Can
Multimodal Large Language Models Effectively Understand Coherence Relationships? In Proceedings of
the 63rd Annual Meeting of the Association for Computational Linguistics (ACL 2025).

[5] Anantha Ramakrishnan, A., Saeedi, A., Hassanzadeh, H., Mohaghegh, E., & Venkataraman,
J. (2025). Generative Active Testing: Uncertainty-Aware Sampling Using Language Models. USTPO
Provisional Patent Application No. 63/774,363. (Pending)

[6] Anantha Ramakrishnan, A., Anantha Ramakrishnan, A.; & Lee, D. (2025). RONA: Pragmatically
Diverse Image Captioning with Coherence Relations. In Proceedings of NAACL 2025 Fourth Workshop
on Intelligent and Interactive Writing Assistants (In2Writing).

[7] Lalai, H. N., Anantha Ramakrishnan, A., Shah, R. S., & Lee, D. (2025). From Intentions to
Techniques: A Comprehensive Taxonomy and Challenges in Text Watermarking for Large Language
Models. In Findings of 2025 Annual Conference of the Nations of the Americas Chapter of ACL (NAACL
2025).

[8] Anantha Ramakrishnan, A., Huang, S. X., & Lee, D. (2024). ANNA: Abstractive Text-to-Image
Synthesis with Filtered News Captions. In ACL 2024 3rd Workshop on Advances in Language and
Vision Research (ALVR).

[9] Anantha Ramakrishnan, A., Saeedi, A., Hassanzadeh, H., Mohaghegh, E. & Lee, D. (2026).
Generative Active Testing: Efficient LLM Evaluation via Proxy Task Adaptation.

[10] Anantha Ramakrishnan, A., Huang, S. X., & Lee, D. (2024). ANCHOR: LLM-driven Subject
Conditioning for Text-to-Image Synthesis.



	List of Figures
	List of Tables
	Acknowledgments
	Introduction
	Background
	Research Objective
	Related Work
	Multimodal Large Language Models
	Multimodal Reasoning
	Image-Text Datasets
	Inter-modal Relationship Taxonomies
	Active Sample Selection
	Applications of MLLMs


	Multi-Subject Reasoning for Abstractive Text-to-Image Synthesis
	Introduction
	ANNA: Dataset Construction
	Pre-processing and Filtering Approaches

	ANCHOR: Dataset Construction
	Preprocessing and Filtering Approaches
	ANCHOR Non-Entity Subset
	ANCHOR Entity Subset

	Dataset Insights
	Caption Statistics
	Article Topic Distribution
	Sample Quality and Diversity

	Understanding Abstractive Captions with External Knowledge
	Subject-Aware FinE-tuning (SAFE)

	Experiments
	Evaluation Metrics
	Baseline Models
	Implementation Details
	Qualitative Evaluation of Generated Samples

	Findings and Discussion
	T2I Models find Abstractive Captions Challenging
	SAFE Improves both Image Fidelity and Caption Alignment
	Human Evaluation highlights Preference for SAFE Outputs
	Insights on Subject Grounding for NEs
	Ablation Study

	Limitations
	Ethics Statement
	Summary

	Uncertainty-Aware Reasoning for Active Testing of Language Models
	Introduction
	Methodology
	Task Definition
	Generative Active Testing: An Overview
	Differentiation of Active Testing from Active Learning

	Experiments
	Task Settings
	Datasets
	Metrics
	Prompt Templates and Evaluation Settings

	Findings and Discussion
	Surrogate-based Acquisition in Text Classification
	Acquisition Performance on Proxy Classification Task
	Cross-Entropy vs Entropy Divergence
	Ablation Studies

	Limitations
	Summary

	Discourse Coherence and Pragmatic Reasoning in Multimodal Language Models
	Introduction
	The CORDIAL Benchmark
	Motivation
	Coherence Relations
	Data Sources
	Baseline Classifier

	Experiments
	Models Evaluated
	Benchmark Setup
	MLLM Verification Details
	Data Preparation
	Evaluation Metrics
	Fine-tuning Details
	Hyperparameters
	Baseline Classifier Details
	Computational Resources

	Findings and Discussion
	Main Results
	Discussion

	Limitations
	Summary

	Applications of Coherence-Aware Reasoning for Figurative Language Understanding
	Introduction
	Methodology
	Coherence Relations
	RONA
	IRONIC

	Experiments
	Image Captioning Evaluation
	Multimodal Sarcasm Detection Evaluation
	Baselines Compared
	Model Availability

	Findings and Discussion
	Limitations
	Ethics Statement
	Summary

	Conclusions and Future Work
	Summary of Contributions
	Future Research Directions

	Bibliography

