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Abstract
Authorship analysis has long been a central problem in Natural Language Processing
(NLP). The rise of Large Language Models (LLMs) has renewed the importance of this
problem while also making it substantially more complex. LLMs can now generate
fluent human-like text, rewrite existing human-authored content, imitate different styles,
and increasingly participate in online spaces. Much of the recent literature has framed
this challenge as a binary detection problem, asking whether a text is human-written
or AI-generated. However, authorship in the age of LLMs cannot be fully understood
as a fixed label attached to a single document. It is shaped by the domain in which
language appears, the transformations it undergoes, the internal structure of the text, and
the broader distribution of discourse in which it participates.

This dissertation develops a multi-level view of authorship analysis in the age of
LLMs through four connected research questions. First, it expands authorship analysis
beyond conventional written text by introducing HANSEN (Human and AI Spoken
Text Benchmark), a large benchmark for spoken authorship analysis. Using HANSEN,
we evaluate authorship attribution, authorship verification, and human vs. AI spoken
text detection, showing that existing methods can be extended to spoken language, but
AI-generated spoken text remains challenging to detect. Second, inspired by the Ship of
Theseus paradox, this dissertation investigates how LLM-based paraphrasing complicates
the definition of authorship. Through a study of successive paraphrasing, we show that
ground-truth assumptions substantially affect authorship analysis, as paraphrasing often
preserves content while shifting style.

Third, this dissertation examines where human-AI differences emerge within a
document by dividing texts into introduction, body, and conclusion, analogous to the
opening, middlegame, and endgame of chess. Across different domains, we show that the
middle segment often reveals stronger divergence under length-controlled settings and
that human writing exhibits greater variation across segments. Finally, this dissertation
moves from individual documents to collective discourse by studying whether LLM-
generated comments can approximate the diversity of human online communication.
Through a large-scale study of YouTube comments, we compare human comments
with single-model, multi-model, and aspect-conditioned LLM generations, evaluating
them through dispersion, coverage, and alignment across semantic, linguistic, and socio-
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pragmatic spaces, and examining their usefulness in future model scaling.
Together, these studies argue that authorship in the age of LLMs should be understood

as a contextual and distributional phenomenon shaped by modality, rewriting, document
structure, and collective discourse. In doing so, it provides new benchmarks, empirical
findings, and conceptual foundations for understanding how human and AI language
differ, overlap, and reshape the future of communication.
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Chapter 1 |
Introduction

“We believe AI should be collaborative, augmentative, and enhancing human productivity

and quality of life."� Stanford Institute for Human-Centered Arti�cial Intelligence 1.

“Is artistry de�ned by human agency or automation? Just who or what can make art?

And who decides?"� Stanford Human-Centered Arti�cial Intelligence Perspectives

on Generative AI2.

The rise of Generative AI and Large Language Models (LLMs) has changed how

people interact with technology. These two views capture the tension at the center of

modern generative AI: is it a tool for extending human creativity, or a system that imitates

and repackages human expression? Since the public release and mainstream adoption of

ChatGPT in late 2022, these systems have moved from the margins of AI research into the

center of daily communication and productivity in only a few years [49,68,234,328]. At

the same time, LLMs themselves have changed rapidly. They are no longer only systems

that generate �uent text from a prompt. Modern LLMs can reason through complex

problems [190], retrieve external information [218], use tools [425], maintain long-

context interactions [231], and operate as agents [281] in more complex environments.

Yet, despite this broad transformation, one capability remains at the heart of their impact:

the ability to produce, modify, and imitate human language.

Writing is not merely a way of recording information. It is one of the fundamental

ways humans communicate, express ideas, and participate in society [96,137,335,354,

415]. Beyond conveying information, writing often re�ects aspects of a person's iden-

tity, perspective, habits, and social background, preserving stylistic traces that enable

1https://hai.stanford.edu/
2https://hai.stanford.edu/sites/default/files/2023-03/

Generative_AI_HAI_Perspectives.pdf
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Figure 1.1: Human communication has historically consisted of diverse voices, writing
styles, and modalities. Many of these naturally follow structured forms such as introduc-
tions, bodies, and conclusions, while also re�ecting individual authorship and stylistic
variation. However, following the public emergence of ChatGPT and modern LLMs in
2022, the landscape of internet text has fundamentally changed. AI systems can now
autonomously generate new content, paraphrase existing human writing, and participate
in AI-assisted writing ecosystems where human and machine contributions increasingly
overlap. Since this evolving textual ecosystem continuously circulates back into the
training data of future foundation models, understanding the distributional differences,
stylistic characteristics, diversity, and authorship signals between human and AI discourse
has become increasingly important.

authorship analysis [275, 357]. LLMs have signi�cantly transformed this landscape.

Recent usage studies [68] show that writing remains one of the dominant uses of Chat-

GPT: it accounts for 23.9% of all messages and 40% of work-related messages, with

a large portion of writing use involving editing, critiquing, translating, or modifying

user-provided text. This suggests that LLMs are not merely generating new text from

scratch. They are increasingly embedded into the writing process itself, often serving as

editors, paraphrasers, style modi�ers, and, in some cases, co-writing assistants.

However, this growing integration also raises important concerns. As LLMs become

increasingly involved in the writing process, questions have emerged about creativity,

originality, and the extent to which these systems reproduce or reshape existing human-

generated content [165, 215, 356]. These concerns become even more urgent because

2



AI-generated text is no longer con�ned to isolated interactions between a user and a

chatbot. Since the introduction of ChatGPT, such content has increasingly become part

of the broader internet ecosystem [127, 144, 328, 366]. Because foundation models

are trained on large-scale internet data [5, 235, 305], this growing presence raises the

possibility that future models may be trained on the outputs of earlier models. If such

synthetic text lacks diversity, originality, or human-like variation, it may contribute

to homogenization, model collapse, or degradation in the richness of future training

data [123,262,348]. Thus, the question of AI text is not only whether we can detect it,

but also what kind of linguistic and social footprint it leaves behind. Figure 1.1 shows

the overview of such phenomena.

These concerns have reignited interest in authorship analysis, a longstanding area

of NLP focused on identifying and understanding the source of a text. In its conventional

sense, authorship refers to “the identity of the person who wrote something, especially

a book.”3 Much of the recent work has framed the problem as distinguishing human-

written from LLM-generated text (AI text) [10,136,161,363,387,396,436,451], leading

to an ongoing arms race between increasingly capable generators and increasingly

sophisticated detectors. However, authorship in the age of LLMs is far more nuanced

than a simple binary classi�cation. LLMs can generate spoken-style text, rewrite human-

authored content, vary across different parts of a document, and increasingly participate

as agents in online discourse. At the same time, human communication itself is inherently

pluralistic, consisting of diverse voices, perspectives, and intentions [255]. Therefore,

understanding authorship requires moving beyond the question of “human or AI”

toward a broader investigation of how human and AI language differ, overlap, and

distribute across contexts.

In light of these developments, this dissertation explores the evolving landscape

of authorship in the age of LLMs. The central argument of this dissertation is that

authorship in the age of LLMs cannot be fully understood as a �xed label attached to a

single document. Instead, this dissertation examines authorship through a multi-level lens,

considering how it may be shaped by domain, transformation, structure, and distribution.

We will provide an overview of the relevant background on LLMs and authorship analysis,

identify critical research gaps, and position our research questions to contribute to this

rapidly changing �eld.
3Authorship, Oxford Learner's Dictionaries, https://www.

oxfordlearnersdictionaries.com/us/definition/english/authorship .
Accessed June 2026.
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1.1 Background

1.1.1 Large Language Models

Language modeling has been a central area of research in NLP and psycholinguistics,

focused on developing computational models that can predict, represent, and generate

natural language [165, 260]. The introduction of the Transformer architecture [395]

marked a pivotal moment, driving signi�cant advances in language modeling and cat-

alyzing further innovations. Over time, substantial improvements have been made not

only in model size, but also in training and alignment methods. Pretraining on large-

scale corpora provides the foundation for broad linguistic and world knowledge, while

instruction tuning helps models follow user commands more effectively. Reinforcement

Learning with Human Feedback (RLHF) [32] further aligns model outputs with human

preferences, making LLMs more helpful and conversational. Retrieval-Augmented Gen-

eration (RAG) [218] allows models to incorporate external information at inference time,

reducing reliance on static parametric knowledge. More recently, reasoning-oriented

models [190], long-context models [231], tool-calling capabilities [425], multimodal

inputs [432], and agentic frameworks [281] have expanded the role of LLMs from text

generators to general-purpose assistants that can plan, retrieve, execute, and interact with

other systems.

Today, numerous LLMs exist across model families, sizes, training paradigms, and

deployment settings. Proprietary frontier models include the GPT family from OpenAI

[9,12,285,351], Gemini from Google [21,86,122,372,373], Claude from Anthropic

[24–26], and Grok from xAI [422–424]. Open or partially open model families include

Llama [11, 97, 380, 381], Mistral [176], Qwen [306, 427], DeepSeek [230], and Phi

[6,7,246]. Some are general-purpose models, while others are instruction-tuned, domain-

adapted, or optimized for speci�c tasks.

These models are often employed in a black-box modality, where, given a task prompt

p, the model generates text T as the solution, which is referred to as LLM-generated

text. However, alongside their rising popularity, concerns have emerged regarding

misinformation [70,241], plagiarism [215], lacking diversity [131,316], and challenges

to creativity [209] for these LLMs. These issues underscore the importance of analyzing

LLM-generated text from various linguistic perspectives and bring into focus questions

of authorship, which is the central theme of this thesis.
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Figure 1.2: Common authorship analysis tasks

1.1.2 Authorship Analysis and AI Text Detection

Authorship analysis, also known as stylometry, is the study of linguistic patterns that

reveal information about the source of a text, has existed for millennia [275,279,357]. In

NLP, authorship analysis has often been treated as a text classi�cation problem [275].

Two classical tasks are central to authorship analysis (Figure 1.2). Authorship Attribution

(AA) asks: given a text T and a set of candidate authors, which author wrote T? This

is typically formulated as a multi-class classi�cation problem. Authorship Veri�cation

(AV), on the other hand, asks whether two texts T andT0 were written by the same

author [133]. This is usually framed as a binary decision problem. Both tasks have

important applications in author pro�ling, forensic analysis, plagiarism investigation,

literary attribution, and copyright-related disputes [357].

With the rise of LLMs, human-vs.-AI text detection has emerged as an increasingly

important branch of authorship analysis. At its core, the task asks whether a given

text T was written by a human (H) or generated by an AI model (M). A wide range

of detection techniques has been proposed. Supervised detectors typically �ne-tune

language models or classi�ers on labeled human and AI text and often achieve strong

in-domain performance [161,268,388]. However, these approaches frequently struggle

under distribution shift, such as newer models, unseen domains, different prompting

strategies, or paraphrased text [98,327]. Another major line of work focuses on feature-

based linguistic analysis, examining the stylistic and structural properties of text to

provide more interpretable insights into human and AI writing [41, 269, 313]. Yet, as

modern LLMs have become increasingly capable of imitating diverse writing styles [409],

the linguistic boundary between human and AI text has also become more dif�cult to

de�ne clearly.

Other approaches attempt to identify AI-generated text without task-speci�c �ne-
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tuning. Zero-shot and statistical detectors often rely on differences in likelihood, en-

tropy, rank, or perturbation behavior between human and machine-generated language.

Perplexity-based methods [136,261,363,396,451] estimate how predictable a text is un-

der one or more language models, while perturbation-based approaches [75,436] examine

how much a text changes after rewriting or regeneration. More recently, LLMs themselves

have also been used as judges or detectors, leveraging their strong language understanding

capabilities to evaluate whether a text appears human-written or AI-generated [166,204].

Despite these advances, AI text detection remains highly challenging. Current

detectors can be brittle, biased, and sensitive to domain shift [37,178,225]. More funda-

mentally, authorship itself becomes dif�cult to de�ne when humans and LLMs jointly

participate in the writing process. This dissertation builds on this broader perspective

by treating authorship analysis not as a task of detecting AI-generated text but as a way

to understand the domain, structural, and distributional boundaries between human and

LLM-generated communication.

1.1.3 AI Text and the Future of Online Discourse

The growing presence of AI-generated text has implications beyond individual writing

tasks. Since LLMs are trained on large-scale internet data, the composition and quality

of online text directly in�uence the future of model development [23,237,378]. As AI-

generated content increasingly becomes part of the internet ecosystem, it may eventually

re-enter future training pipelines. If such synthetic text is repetitive, homogeneous, or

narrowly distributed, future models may inherit and amplify these limitations, contribut-

ing to concerns about model collapse or degradation from recursive training on synthetic

data [123, 262, 348]. Therefore, understanding AI-generated text requires looking not

only at whether it is detectable, but also whether it preserves the diversity and richness of

human language.

These concerns become especially important in online discourse, where LLM-based

agents are increasingly participating as bots, assistants, simulated users, or AI-generated

personas [263, 430, 447]. This shifts authorship analysis from the level of a single

document to the level of collective discourse. The human signature may appear not only

in one comment but in the distribution of many responses, perspectives, and interactions

surrounding the same content. As a result, the future of authorship analysis must

also address distributional questions: can synthetic agents reproduce the diversity and
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distribution of human crowds?

1.2 Motivation

The rapid rise of LLMs has led to a signi�cant surge in research focused on their

capabilities, limitations, and societal implications. The authorship dimension of LLMs

has also received considerable attention, particularly through attempts to detect AI

text [10, 136, 161, 363, 387, 396, 436, 451]. However, the current literature still leaves

several gaps. Many studies focus on written text, assume that authorship is stable

after rewriting, evaluate text only at the document level, or treat humans as a single

homogeneous category. These assumptions limit our understanding of how LLMs

reshape authorship across real-world communicative settings, which form the foundation

and motivation for this dissertation.

Heavily Written text focus: Authorship analysis has historically focused on written

text [206]. However, text is not limited to written language alone; it also serves as a

representation of spoken language, commonly referred to as "spoken text" [47]. While

spoken language predates written language [419], it has received relatively little attention

in the NLP community. Spoken text is often more informal, repetitive, fragmented,

interactive, and context-dependent [40, 47, 105]. In speech, meaning is also carried

by tone, pause, gesture, and delivery, which are often absent from transcripts. These

characteristics make spoken text a challenging and underexplored domain for authorship

analysis.

Similarly, spoken-style generation is becoming increasingly important. LLMs are

now used to generate scripts for videos, podcasts, interviews, speeches, virtual assistants,

and conversational agents. As speech-to-text systems improve and audio platforms

grow, spoken text becomes a more visible part of the digital landscape [173,343]. This

raises two related questions. First, can existing authorship attribution and veri�cation

techniques identify speakers based only on transcripts? Second, can current AI text

detectors distinguish human spoken text from LLM-generated spoken-style text? These

questions motivate the �rst research direction of this dissertation.

Authorship in the Context of Text Modi�cation: Authorship analysis typically as-

sumes that the author of a text is known and stable. Given a text T authored by A, the
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task is to identify or verify A based on linguistic evidence [275,357]. However, LLMs

complicate this assumption because they are often used not only to generate text from

scratch, but also to modify existing text. For instance, a user may write an email and ask

ChatGPT to make it more formal. A researcher may write an abstract and ask a model to

polish the language. In these cases, an original textT written by a human authorA is

transformed by an LLMB into a modi�ed textT0. The central question becomes: who is

the author of T0?

This question is not merely philosophical. It has direct consequences for AI text

detection, plagiarism detection, authorship attribution, academic integrity, and writing

policy. Some perspectives treat paraphrasing as a surface-level transformation that should

preserve the original author [161,208,327]. From this view, a detector fails if it cannot

recognize the paraphrased text as originating from the same source. Other perspectives

treat LLM paraphrasing as a form of generation [241, 434, 445], especially when the

rewritten text adopts the model's style. From this view, authorship may shift toward the

LLM or become shared between the original author and the rewriting tool. Thus, how we

de�ne the ground truth for modi�ed textT0has signi�cant implications for subsequent

authorship analysis tasks, potentially affecting their accuracy and performance. This

motivates the second research direction of this dissertation, which investigates how

different ground-truth assumptions after paraphrasing affect authorship analysis.

Structural Differences in Text and Their Impact on Human vs. LLM-Generated

Text Analysis Most AI text detection studies operate at the document level, asking

whether an entire text is human-written or AI-generated. However, many documents are

not structurally uniform. Essays, news articles, and emails often contain distinct sections

such as an introduction, body, and conclusion, each serving a different communicative

role [147,250,256]. This segmentation can be compared to the structure of a chess game,

which consists of opening, middlegame, and endgame phases [411]. While openings and

endings often follow familiar patterns, the middlegame is where creativity, adaptation,

and strategic depth become most visible [80]. Similarly, introductions and conclusions

in text may rely more on conventional structures, whereas the body requires sustained

development and coherence.

This raises an important question: are human-AI differences uniformly distributed

across a document? If LLMs struggle to maintain human-like variation in the middle

of text, segment-level analysis may reveal where informative differences emerge. As
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AI-assisted and AI-generated writing becomes more common, interpretable approaches

are needed to identify not only whether a text is AI-generated, but also where those

differences appear. This motivates the third research direction of this dissertation.

From Individual Texts to Distributional Human-AI Differences The previous moti-

vations primarily focus on individual texts, such as spoken transcripts, paraphrased docu-

ments, and structured written content. However, online communication often emerges

collectively through large sets of responses rather than a single document. A social media

post, news article, or YouTube video may receive thousands of comments from different

users, where the human signal lies not only in individual comments but also in the overall

distribution of responses, perspectives, and interactions.

This distributional perspective becomes increasingly important as AI-generated text

enters online discourse. LLM-based agents can generate large volumes of synthetic

comments that may appear �uent and convincing in isolation, yet still fail to capture

the diversity of human communication. Since social media also serves as a growing

source of future training data [343,399], homogeneous synthetic content may reduce the

diversity of future corpora and contribute to model degradation [123,262,348]. Therefore,

AI-generated text should be evaluated not only in terms of individual authenticity but

also through collective diversity, coverage, and distributional alignment. This motivates

the fourth research direction of this dissertation: whether LLM-generated comment sets

can approximate the diversity of human online discourse.

1.3 Research Objectives

This dissertation aims to address the authorship challenges posed by LLMs across

multiple communicative contexts. Rather than treating authorship as a �xed document-

level label, this work studies authorship as a multi-level phenomenon shaped by domain,

transformation, structure, and distribution. Speci�cally, the dissertation is organized

around the following research questions. Figure 1.3 presents an overview of the research

questions identi�ed regarding the authorship aspect of LLMs.

(RQ1): Are LLMs capable of generating human-like spoken text, and can current

authorship analysis techniques be extended to spoken language?
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